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Abstract—Open Radio Access Networks (O-RAN) enable pro-
grammable radio access architectures in which learning-based
intelligence at the RAN Intelligent Controller (RIC) supports
adaptive resource management in future 6G systems. To ad-
dress the dynamic and heterogeneous traffic conditions observed
at the regional edge, we propose a Reinforcement Learning
(RL)—driven offloading framework to adaptively offload wireless
services between SDN-controlled network segments. Simulation
results demonstrate that the proposed approach consistently
outperforms a threshold-based heuristic baseline, achieving an
average reduction of approximately 34% in overall blocking
across different traffic loads. These results convey the effective-
ness of learning-based offloading control for improving service
performance in dynamic 6G network environments.

Index Terms—Open Radio Access Network (O-RAN), Rein-
forcement Learning, Intelligent Offloading, SDN/SDTN.

I. INTRODUCTION

In recent years, telecommunication networks have grown
into a pivotal backbone for massive connectivity, autonomous
services, and cloud-native computing. Emerging Artificial In-
telligence (AI) applications impose stringent communication
requirements beyond conventional cellular capabilities [1].
Notably, the number of mobile user equipment and their
associated traffic demands are expected to grow continuously
over the next decade, calling for ubiquitous, scalable, and high-
capacity connectivity. To address the stringent requirements
of emerging communication services, networking architectures
and air-interface technologies must be jointly designed and
optimized. On the networking side, softwarization, virtualiza-
tion, and the adoption of Open Radio Access Networks (O-
RAN) have emerged as flexible and programmable infrastruc-
tures. In parallel, on the air-interface side, Cell-Free massive
Multiple-Input Multiple-Output (CF-mMIMO) has emerged as
a promising solution to enhance spectral efficiency and provide
more uniform service quality across users [2]. The integration
of CF-mMIMO within the O-RAN architecture brings together
two complementary paradigms, enabling scalable, intelligent,
and adaptive network operation, and establishing a strong
foundation for sixth-generation (6G) [1], [3].

With the transition to 6G, cellular networks need to handle
surging traffic volumes while meeting stringent standards
for critical Key Performance Indicators (KPIs) such as sca-
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bility and sustainability. Building on the adoption of O-
RAN principles, network architectures depart from monolithic
base station implementations in favor of disaggregated and
virtualized designs. In this context, O-RAN functionalities
are decomposed into Radio Units (O-RUs), Distributed Units
(O-DUs), and Central Units (O-CUs), enabling flexible de-
ployment, independent scaling, and efficient utilization of
resources. Through virtualization, O-DU and O-CU functions
are hosted on cloud infrastructure. This architectural shift
enables intelligent and adaptive resource management through
RAN Intelligent Controllers (RICs). In this context, O-RAN
builds on Software-Defined Networking (SDN) and Network
Function Virtualization (NFV) technologies, which allow tra-
ditional RAN functions to be disaggregated, virtualized, and
interconnected through standardized interfaces.

Within the O-RAN, two intelligent controllers are defined
with distinct operational timescales. The near—Real-Time RIC
(near-RT RIC) is responsible for low-latency control functions
at the network edge, and serves as the execution platform for
xApps. In contrast, the non—RT RIC, which is located in the
core network, hosts rApps and performs higher-level optimiza-
tion and policy control tasks. This controller operates over
longer time horizons and supports learning-based optimization,
network analytics, and policy-level control [3].

In such a programmable control framework, intelligent
coordination among distributed network segments becomes
essential for handling the dynamic behavior of future 6G
systems [4]. The 6G-CF architectures are intrinsically dense
and highly dynamic, resulting in unpredictable fluctuations in
traffic volume and resource availability. To cope with these
conditions, the capacities of the SDNs are interconnected
through a dedicated control interface, which enables flexible
offloading between the two segments. In this work, we aim
to enhance system performance by exploiting the intelligence
provided by a Reinforcement Learning (RL) module to make
adaptive and informed offloading decisions between SDN-
controlled network segments. The proposed approach enables
dynamic sharing of computational resources with users. The
RL agent dynamically balances the load across the network
and improves service availability under varying traffic condi-
tions.



To address these challenges, prior research has exten-
sively studied computation offloading strategies in radio and
regional-edge network architectures. In [5] investigates the mi-
gration of processing tasks generated by resource-constrained
devices toward edge servers or cloud platforms, where offload-
ing decisions are primarily designed to meet strict latency
constraints. RL-based techniques are increasingly used to
enable adaptive and data-driven offloading policies, allowing
systems to learn appropriate decision strategies according
to changing network conditions. In [6], computation tasks
generated by mobile devices are first directed to edge servers,
and only forwarded to the cloud when edge resources are
insufficient. As a result of the hierarchical offloading strategy,
the workload is balanced among edge nodes, while the overall
energy consumption and end-to-end latency are reduced.

The works in [7], [8] investigate optical-wireless CF O-
RAN architecture, and offloading mechanisms at the regional
edge are examined between SDN controllers. The authors
propose heuristic strategies for offloading. In [7], offload-
ing decisions are triggered when the utilized capacity of
a controller exceeds a predefined threshold. Beyond this
threshold, incoming requests are offloaded according to a
probabilistic rule. The primary objective of this strategy is to
mitigate controller overload and reduce blocking probability.
The reported results demonstrate improved user performance
and a reduction in blocking probability for wireless services
when offloading is enabled. Furthermore, in [8], offloading
decisions are enhanced through service-aware prioritization,
where traffic priorities are assigned according to network
slices. A reservation-based mechanism in the fixed segment
is introduced to preferentially support radio-edge services.
Despite their effectiveness, existing heuristic strategies make
offloading decisions based on a specific controller condition
and do not account for the global network state or the hetero-
geneous computational demands of incoming traffic. Conse-
quently, they lack adaptability to the dynamic and stochastic
nature of the network, which motivates the use of an intelligent
learning-based framework for adaptive offloading decisions.

The rest of this paper is organized as follows: Section II,
describes the optical-wireless CF O-RAN based network ar-
chitecture and presents the traffic model. In Section III, the
proposed offloading scheme is presented, detailing the overall
framework and the adopted RL method. Section IV evaluates
the performance of the proposed RL framework, analyzing
the resulting blocking-rate improvements and comparing the
energy consumption with the heuristic baseline. Finally, the
discussion and conclusion remarks are presented in Section V.

II. SYSTEM ARCHITECTURE AND TRAFFIC MODEL

To meet the demanding needs of the upcoming 6G networks,
the optical-wireless CF network design that is examined in
this research is shown in Fig. 1. The proposed framework
follows an O-RAN-compliant deployment, in which optical
fiber links interconnect the O-RUs, O-DUs, and O-CUs. By
exploiting the functional disaggregation and openness inherent
in the O-RAN paradigm, the considered architecture supports

intelligent, adaptive, and programmable network management,
making it well-suited for flexible 6G deployments [8], [9].

In the proposed framework, a CF-mMIMO architecture is
assumed, where a large number of geographically distributed
O-RUs cooperatively serve users. All O-RUs are connected
to the cloud infrastructure, enabling virtualization and shared
processing resources across the network. Owing to the prac-
tical limitations associated with fully connecting all O-RUs
to every User Equipment (UE), a user-centric CF architecture
is adopted as a more realistic and deployable solution [10].
In this framework, each UE is served by a predefined subset
of O-RUs (a certain number R) rather than by the entire set
available in the network. The R serving O-RUs are selected
based on channel conditions, UE-RU distances, and existing
O-RU associations [3], [11].
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Fig. 1: SDN-SDTN optical-wireless CF network architecture.
After the clustering process, the O-RUs serving each UE
are connected via optical fiber to the corresponding Optical
Network Units (ONUs), where O-DU processing functions are
deployed. The processed signals are then forwarded to the Op-
tical Line Terminal (OLT), which hosts the O-CU processing
functions. The fiber-optic interfaces between the ONUs and
OLT utilize bidirectional Wavelength Division Multiplexing
(WDM) over multi-band fiber for both uplink and downlink
communication [12]. In addition to the wireless users, the
network also supports certain users that are connected to
the Internet through the optical fiber infrastructure and act
as additional consumers of network resources. These users
are represented as Fiber-to-the-Home (FTTH) in Fig. 1. The
overall system architecture follows the fixed—mobile conver-
gence paradigm, enabling the midhaul, edge, and core network
resources to be adaptively shared among services originating
from both the mobile segment, i.e., the radio edge, and the
fixed access segment [8]. As a result, the radio edge operates
under a heterogeneous traffic environment, where wireless
access demands and FTTH-based service requests coexist and
compete for the same underlying infrastructure.



Within O-RAN, the near—RT RIC implements SDN princi-
ples for RAN control. As shown in Fig. 1, SDN controllers
are deployed at the regional edge across different geographical
locations, where each controller manages and coordinates
RAN operations within its assigned service area. In addition,
Software-Defined Transport Network (SDTN) controller is
employed to manage traffic aggregation, routing, and compu-
tational tasks associated with the fixed-access infrastructure,
including FTTH services. At the regional edge, both SDN
and SDTN controllers are interconnected through a fiber-based
optical network ring, which offers high-capacity and reliable
connectivity among control elements. This communication
fabric enables tight inter-controller coordination via the SDN
interface (SDNi), distributed control entities can cooperate and
jointly utilize regional-edge resources, such as processing and
storage capacities. Consequently, network resources can be
adaptively provisioned to support applications and services,
even when they span distinct access segments.

The stochastic nature of network traffic makes rigid resource
allocation inefficient and prone to service degradation. To
address this challenge, SDN and SDTN controllers through the
SDNi enable adaptive and energy-efficient traffic offloading
mechanisms. In the considered system model, each SDN
controller is assumed to have a computational capacity of C1,
while each SDTN controller is equipped with C5. The SDN
controller acts as the default processing entity for wireless
traffic, with conditional offloading to the SDTN, while FTTH
requests are restricted to SDTN resources.

The provision of service-specific communication tailored to
diverse user demands has become a fundamental design prin-
ciple in modern mobile systems. Consequently, the network
requires the ability to handle traffic flows with diverse char-
acteristics, rather than treating all traffic demands as identical.
Traffic arrivals are modeled as a Poisson process. However,
the arrival rate is not assumed to be constant over time or
uniform across the coverage areas. Since traffic intensity varies
with network conditions and temporal factors, modeling the
system with a single fixed arrival rate would be unrealistic.
Therefore, the arrival rate is assumed to take values from a
predefined discrete set {A1, A2,..., A}, capturing the vari-
ability of incoming traffic. The service time associated with
each incoming request is modeled as an exponential random
variable, during which the request occupies computational
resources at the regional edge, and whose mean service rate
is drawn from the set {u;*, p5 ", ..., '}, Therefore, the
traffic load corresponding to service class &, is quantified by
Akm = Mkm/Wkm, Which captures the relationship between
traffic arrivals and processing capability.

In addition, each service class generates requests for com-
putational resource (CR) from the regional-edge controllers,
where the required cr is modeled as a random variable selected
from a predefined set (CR € {cri,cra,...,cry}). Upon the
arrival of a request, its associated service class is identified,
and the corresponding offloading decision is applied to route
the request toward the appropriate controller based on the
adopted control policy.

III. INTELLIGENT OFFLOADING CONTROL

Offloading is applied exclusively to wireless services, while
FTTH traffic is directly handled by the SDTN and is not
subject to offloading. Accordingly, the decision environment
is defined by wireless traffic and network state parameters.
The first and most informative parameter guiding the agent’s
offloading decision is the utilization status of the SDN con-
troller. At the instant a new service request arrives, reflects
the fraction of the SDN computational capacity C; already
occupied by ongoing services (01). Another key parameter of
the decision-making environment is the load condition of the
SDTN controller (0s). It captures the extent to which its com-
putational capacity is consumed by both fixed-access (FTTH)
services and traffic offloaded from the wireless network. Due
to service diversity, varying resource demands directly affect
the agent’s offloading decision and serve as an input parameter
(rbreqg € {cr1,cra, ..., crp}). As shown in Fig. 2, the three
aforementioned parameters jointly constitute the decision-
making environment of the proposed system model. The action
executed by the RL agent corresponds to the selection of the
controller responsible for processing an incoming user request.

Offloading
Decision

SDTN State
Requested CR

Fig. 2: Interaction loop between RL agent and environment.

Given the properties of the environment and the discrete
nature of the offloading action set, Double Deep Q-learning
(DDQN) is selected as the learning framework for the pro-
posed problem. The regional-edge environment exhibits a
high-dimensional and continuous state space, rendering con-
ventional tabular RL approaches unsuitable. To address this
challenge, the action—value function is approximated using a
Neural Network (NN), allowing the agent to operate effec-
tively in environments with non-enumerable states. To ensure
sufficient exploration during training, an e-greedy strategy is
employed, in which actions are chosen either according to the
learned policy or randomly with a predefined probability. The
agent’s interactions with the environment—comprising state,
action, reward, and next state tuples (s(t), a(t),r(t), s'(t)) are
stored in an experience replay buffer. These stored samples
are then drawn in mini-batches during training to update the
network parameters, a process that improves data efficiency
and contributes to stable convergence.

As illustrated in Fig. 2, the DDQN framework employs two
neural networks, namely the evaluation network (Qg) and



the target network (7). The evaluation network is directly
used for action selection’s Q-values and for updating the
network parameters during training. In contrast, the target
network is employed during the update process to compute the
target Q-values required for learning, and its parameters are
periodically updated using the latest weights of the evaluation
network. In the proposed framework, the action—value function
Q(s(t),a(t), ) is approximated by a NN, whose parameters
are represented by 6. This separation between action evalu-
ation and target value estimation enhances training stability.
Network parameter updates are performed by minimizing the
loss function defined as follows [13]:

L(0r) = E [§ (TP°%(s,0,7,5) = Qu(s,a:05)) ]
TPPN (5 a7, 8') =r(s,a,s") +vQr(s', a;07)
a = argmax, Qg(s,a;0g)
ey
where s,a, and r denote the state, action, and reward at
time step t (s(t), a(t), r(t)), respectively, and s’ represents the
subsequent state resulting from the execution of action a.

The reward formulation incorporates multiple factors from
both the user and controller perspectives to ensure a balanced
evaluation of user experience and network efficiency. The
foremost objective of the reward formulation is to reduce
service rejection, as rejections degrade user experience and
trigger retransmissions that result in increased energy ex-
penditure. For each incoming user (rb,.,), when adequate
resources are available at the chosen controller, the request
is admitted and the agent receives a positive reward equal to
Tbreq (Taccept = Tbreq). When neither the SDN nor the SDTN
controller has sufficient available resources (01 + rbyeq > C1
and oy + rbreq > (%), the incoming request is blocked.
Under this condition, no reward is assigned to the agent. In
contrast, when adequate resources are available at one or more
controllers, but the request is still rejected as a result of an
incorrect action selected by the agent, a negative reward is
imposed to penalize the suboptimal decision and is equal to:

rb .
_ eq s if 01 + Tbreq < Cl , 02 + Tbreq > 027
Tblock = 17a; P
7%7 if 01 + ’I"breq >C1, 09 +7'breq < Cy
- P2

(2)
where p; = (‘}—11 and py = (% represent the utilization ratios
of the SDN and SDTN controllers, respectively. Finally, a
balancing term, denoted by 7pjmess, 1S incorporated to capture
network-wide load balance and to prevent unfair degradation
of FTTH services. Accordingly, traffic is directed such that
the loads of the controllers increase in a balanced manner,
and the corresponding reward iS Ttimess = 7101 — 02| and
the cumulative reward fed back from the environment to the
agent is defined as: Tl = Taccept + Tblock + Tfaimess» Where
this reward formulation encourages admission efficiency and
balanced resource utilization.

IV. EVALUATION AND RESULTS

The considered system includes two controllers, one SDN
for wireless services and one SDTN for FTTH traffic, each
with an identical computational capacity of 50 cr units
(Ci1 = Cy = 50). In accordance with the traffic model
presented in section II, the wireless traffic load (ay) is varied
within the range {5,6,7,8, ..., 14} Erlangs, and the associated
arrival rates (\) and mean service times (u) are derived
for each operating point [8]. For each wireless user, the
requested rb,.., is randomly selected from the range of 1 to
10 CR. Regarding FTTH traffic, certain allotted arrival rate of
ArrrH = 4 requests/second and a service rate of pprrg =1
requests/second are assumed, with rbgrry = 5 CR.

Regarding the DDQN agent configuration, the Mean
Squared Error (MSE) is adopted as the loss function. The
hidden layers of the NN employ Rectified Linear Unit (ReLL.U)
activation functions, while a linear activation is used at the
output layer. The network architecture consists of three input
and two output neurons, with two hidden layers, each com-
prising 256 neurons. After extensive empirical evaluation and
fine-tuning the algorithm, the learning rate is set to 0.00005,
and the discount factor to v = 0.99. For action exploration, €
is initially set to 1.0 and decays multiplicatively by a factor
of 0.996 at each step until reaching a minimum value of 0.01.
During training, experience replay is performed using mini-
batches of 64 samples drawn from the replay memory.

The performance of the proposed framework is assessed
through numerical simulations implemented in Python 3.12
using the TensorFlow library, with the customized simulation
environment developed based on the OpenAl Gym framework.
In each training episode, the system first releases resources
associated with completed users, determines the service class
of newly arriving requests, and verifies resource availability
at the relevant controllers. Upon acceptance, the requested
resources are allocated for the corresponding service duration.
The training procedure comprises 3000 iterations, with the
first 5% allocated to a warm-up period to allow the system
to stabilize and ensure the data collected reflects realistic
operating conditions, where this first 5% are excluded from the
learning process. The reward trajectory and the convergence
of the RL agent’s loss are presented in Fig. 3, with the moving
average calculated using a sliding window of 50 episodes to
better highlight the overall learning trend.

The trends observed in both figures demonstrate the effec-
tive performance of the proposed agent in making offloading
decisions. At the early stages of training, the results exhibit
pronounced fluctuations, which are expected due to random
exploration and the absence of a well-established decision
policy. As training progresses, a clear decreasing trend is
observed in the moving average of the loss function, reflecting
effective learning and improved convergence of the Q-network.
Throughout the training process, fluctuations in both reward
and loss persist, which can be attributed to the stochastic and
time-varying nature of the environment. Incoming requests
arrive with varying rates and heterogeneous resource demands,
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Fig. 3: Per-episode (a) reward and (b) loss with corresponding
moving averages during RL training.

while the coexistence of wireless and FTTH services intro-
duces dynamic system behavior. The smooth reward converges
to a near-steady value close to zero, indicating stable learning
behavior of the agent.

The proposed RL-based approach is benchmarked against
the heuristic algorithms introduced in [7], [8]. Regards the
threshold-based heuristic algorithms, the wireless SDN con-
troller serves incoming service requests until its occupied
computational resources reach a predefined threshold, set to
50% of its total capacity. Once this threshold is exceeded, the
offloading mechanism is activated. Each incoming wireless
request is processed by the SDN controller with probability
v (with v = 0.5) and offloaded to the SDTN controller
with probability 1 — v. Fig. 4 presents a comparison between
the proposed RL agent and the heuristic algorithm. For each
execution, ten thousand service requests are generated to
ensure statistical reliability. To avoid bias from initial transient
behavior, the first 5% of the generated requests are excluded
from the evaluation and are used to initialize the system state.

As illustrated in Fig. 4 (a), the blocking rate is defined as
a function of the incoming traffic load (ax). In addition, the
traffic load variation applies to wireless services, while FTTH
traffic remains constant, with the requested computational
resource fixed at 5 CR. The RL-based and heuristic schemes
are evaluated in separate environments under identical traffic
conditions. The RL-based scheme consistently achieves a
lower overall blocking rate than the heuristic approach across
all evaluated traffic loads, with an average improvement of
approximately 34.7%. A more detailed analysis reveals distinct
behaviors for wireless traffic, the RL-based approach reduces
the blocking rate by 0.0551, which corresponds to a 46.1%
reduction compared to the heuristic. It can be observed that

FTTH performance improves slightly at low offered traffic
load (ax < 12), whereas increased offloading at higher loads
results in modest blocking rate degradation. For these reasons,
the proposed approach significantly improves wireless service
performance while maintaining nearly unchanged FTTH per-
formance, with only marginal degradation.

According to Fig. 4(b), focusing on the total blocking rate,
both the proposed RL-based scheme and the heuristic baseline
exhibit similar performance at low computational resource
demands. However, as the demand increases, the RL-based
scheme progressively outperforms the heuristic, achieving a
notably lower total blocking rate across higher demand levels.
On average, the RL-based scheme reduces the total blocking
rate by approximately 3%. Moreover, a larger gain is observed
for wireless services, where the RL-based scheme achieves
an average absolute reduction of approximately 0.038, which
corresponds to about a 33% decrease relative to the heuristic
baseline. For FTTH traffic, the blocking rate behavior depends
on the requested computational resources. When the 7b,.¢q
are below 6 CR, the FTTH blocking rate under the RL-
based policy remains close to that of the heuristic scheme,
indicating limited offloading activity in this range. For higher
resource demands, the FTTH blocking rate becomes slightly
higher than the heuristic baseline, which suggests increased
offloading decisions toward the SDTN to prioritize reducing
wireless blocking under resource-intensive conditions.

The total energy consumption of the network system is eval-
uated and compared with the considered heuristic baseline. To
compute the per-user power consumption, the power models
associated with the communication and computation segments
are adopted from [11]. Each O-RU incurs a static power
consumption in active mode, modeled as 6.5 W multiplied
by the number of antennas in the MIMO configuration, which
is set to 4. Under the considered CF architecture, each user
is served by R = 2 O-RUs. In addition, each user incurs
communication-related power consumption that depends on
its requested communication resources. The energy consumed
by a user is computed as 4 X P,,;; X requested resource,
where P,,;: = 1 W denotes the power required per resource
unit, and the coefficient 4 captures the load-dependent power
consumption at the RAN. The computational resources at
the O-RU, O-DU, and O-CU are modeled with a standby
power consumption of 20.8 W independently, and a load-
dependent power consumption of 74 W for each resource
unit allocated. The optical access devices interconnecting the
radio edge and the regional edge, as well as supporting SDNi-
based offloading, including the OLT and ONU, are each
modeled with a power consumption of 27.7 W. In addition,
the allocation of each computational resource unit results in
an incremental power consumption of 74 W, accounting for
both computation and cooling overhead.

Fig. 4 (c) illustrates the mean total power consumption as a
function of the offered traffic load. The mean power values are
obtained by simulating the system over a 300-second interval.
The rbreq per service is 5 CR. The results represent the aggre-
gate power consumption of the entire system, accounting for
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denote wireless, fixed-access, and combined services.

both wireless and FTTH services. When a request is rejected
due to insufficient computational resources at the regional
edge, it is assumed to be retransmitted within the channel
coherence interval, incurring a communication power cost
equal to half of that required for the initial transmission. As
the offered traffic load increases, the total power consumption
rises, which is expected due to the higher number of admitted
requests. RL-based approach exhibits slightly higher power
consumption compared to the heuristic scheme. This behavior
is primarily attributed to the RL agent’s ability to admit
and serve more requests, particularly wireless services, which
increases resource utilization. Moreover, the higher number of
offloading decisions made by the RL policy activates addi-
tional optical and computational resources, leading to higher
power consumption compared with the heuristic baseline.

V. CONCLUSION AND DISCUSSION

An RL-based offloading framework was proposed for a
converged optical-wireless O-RAN system, where a DDQN
agent performs near—real-time offloading decisions in the re-
gional edge of a user-centric CF-mMIMO network. Simulation
results demonstrated that the proposed RL-based approach
significantly outperforms the threshold-based heuristic base-
line, achieving substantial reductions in wireless and overall
blocking rates across diverse traffic conditions. On average, a
blocking rate reduction of approximately 46% in wireless is
observed over the evaluated traffic load range. This behavior
reflects an intentional design trade-off embedded in the reward
formulation, which prioritizes improved service availability for
wireless users. As conclusion, the results confirm the effec-
tiveness and practicality of learning-based offloading control
in dynamic and heterogeneous network environments.

As a continuation of this work, future research will focus
on extending the formulation to jointly optimize multiple
objectives, such as minimizing service blocking, reducing
energy consumption, and supporting service-aware network
slicing, thereby enabling greener and more energy-efficient
communication through multi-objective learning.
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