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1 Executive Summary

This deliverable provides the main lessons learned from the final phases of the 6G-BRICKS project, based on the
experience gained from facility integration, Open Call execution, and vertical use case validation across the
ISI/ATH, KUL, and EUR sites. Rather than only documenting what was developed, it explains what worked well,
what proved more challenging in practice, and what these experiences suggest for the future evolution of the
6G-BRICKS facility and other similar 6G experimentation initiatives.

The first technical Section, which is Section 3, focuses on lessons from overall 6G-BRICKS facility and ecosystem,
as well as lessons from the execution of Open Calls at each site. The findings show that 6G-BRICKS successfully
established a distributed and reusable experimentation framework built around open interfaces, modular
enablers, and standards-aligned architectures. Across the three testbeds, the project validated key technological
bricks for experimentation orchestration, intent-driven management, Zero Trust security, Artificial Intelligence-
enabled monitoring, Cognitive Compute Continuum support, Open Radio Access Network programmability, and
Cell-Free and RIS-assisted experimentation. At the same time, Section 3 also makes clear that building such a
facility is not only a matter of technical innovation, but integration effort, API evolution, authentication and
access management, orchestration maturity, and hardware-software interoperability remained recurring
challenges, especially when the infrastructure was opened to external experimenters through the Open Calls.

Section 4 then focused on the lessons learned from the execution of the project’s vertical use-cases, showing
what was learned from running actual vertical use cases and proofs of concept on top of the facility. These
experiments confirmed that the 6G-BRICKS platform was able to support realistic end-to-end validation across
heterogeneous applications. Additionally, they also highlighted the practical importance of careful integration
planning, realistic deployment assumptions, and coordination between infrastructure providers and use-case
owners. As a result, the vertical activities did not only validate the technical capabilities of the platform, but also
exposed the operational trade-offs, challenges, and preparation effort that come with leveraging 6G research
facilities for vertical experimentation.

Building on these findings, Section 5 translates the project experience into a broader set of recommendations
for future 6G evolution. A central point is that future facilities should continue moving toward openness,
programmability, modularity, reusability, and standards alignment, while at the same time investing more in
experimenter-centric usability, automation, security-by-design, and scalable orchestration across cloud, edge,
and radio resources. The project also points to the need for stronger support of O-RAN programmability and
xApps, better paths from experimental validation to industrial uptake, and longer-term facility evolution models
that could allow mature platforms such as 6G-BRICKS to serve as building blocks for wider SNS JU lighthouse
infrastructures.

Altogether, the lessons in this deliverable suggest that 6G-BRICKS has gone beyond demonstrating individual
technical components. It has provided a concrete view of what it takes in practice to build and operate an open,
secure, programmable, and reusable 6G experimentation facility, and where further work is still needed to
improve scalability, usability, and long-term impact. In this respect, the deliverable is intended not only as a
record of project experience, but also as a practical reference for future initiatives working toward robust and
sustainable 6G experimentation ecosystems.
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2 Introduction

This deliverable presents the lessons learned from the final phases of the 6G-BRICKS project, bringing together
the experience gained from facility integration, Open Call execution, and vertical use case validation. In
particular, it summarizes the main technical, operational, and strategic insights that emerged from the
deployment and use of the 6G-BRICKS experimentation framework across the ISI/ATH, KUL, and EUR sites.

The purpose of this section is to briefly position the deliverable within the overall project structure, map it to the
relevant task descriptions, and outline the report structure followed in the remainder of the document.

2.1 Mapping 6G-BRICKS Outputs

The purpose of this section is to map 6G-BRICKS Grant Agreement commitments, both within the formal
Deliverable and Task description, against the project’s respective outputs and work performed. Table 1 provides
a comprehensive view of this mapping.

Table 1: Adherence to 6G-BRICKS GA Deliverable & Tasks Descriptions

6G-BRICKS Respective
GA 6G-BRICKS GA Component VY
. Document Justification
Component Outline Chapter(s)
Title
DELIVERABLE
Deliverable 6.6 - Lessons Learned
TASKS
Task T6.2 — | KPI and KVI values collected | Section 3, | Section 3 provides lessons learned on the
Concurrent via experimentation in the | Section 4, | developed technological outcomes that
Verticals tests | KUL  platform  will be | Section5 enabled the execution of vertical
in KU Leuven | reported, alongside lessons experiments at the KUL facility
Platform learned, bottlenecks . . -
. o . Section 4 provides use-case-specific
identified, and their impact
) lessons from KUL PoC owners
on Service-Level KPls
Section 5 summarizes the KUL use-case
lessons as recommendations for future
projects and facilities
Task T6.3 — | Lessons learned on vertical | Section 3, | Section 3 provides lessons learned on the
Concurrent experimentation in the EUR | Section 4, | developed technological outcomes that
Verticals tests | platform will be reported Section 5 enabled the execution of vertical
in  Eurecom experiments at the EUR facility
Platform Section 4 provides use-case-specific
lessons from EUR PoC owners
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Section 5 summarizes the EUR use-case
lessons as recommendations for future
projects and facilities

Task T6.4 — | Lessons learned from the | Section 3, | Section 3 provides all lessons learned
Open Calls | Open Calls execution and | Section 5 from OCs executed across all three
(OCs) results will be reported experimentation facilities during the two
Execution OC cycles

and Lessons

Section 5 summarizes recommendations
derived from the execution of OCs,
relevant for future 6G facilities and
projects supporting external
experimenters

Learned

2.2 Deliverable Overview and Report Structure
The structure of this deliverable is as follows:

e Section 3 presents the lessons learned from the 6G-BRICKS facility, ecosystem, and key technological
outcomes.

e Section 4 describes the lessons learned from the execution of the project's vertical use cases.

e Section 5 provides the main strategic lessons and recommendations for the overall SNS JU 6G ecosystem.

e Section 6 concludes the deliverable.

Overall, this deliverable is structured to first present the lessons learned from the facility-level and the key
technological outcomes, and next presents lessons on Open Call execution and vertical use cases. Finally, we
summarize the broader lessons as recommendations for future 6G projects and experimentation facilities. In this
way, the deliverable moves from project-specific experience to more general conclusions and recommendations.
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3 Lessons Learned from the 6G-BRICKS Facility and Ecosystem

Section 3 presents the main lessons learned from the 6G-BRICKS facility and ecosystem, focusing on the
experience gained from the development, integration, and operation of the project’s core developed
technological “bricks” across the ISI/ATH, KUL, and EUR sites. It covers the technological outcomes and the Open
Call execution experience at each testbed, highlighting key innovations, challenges, and broader lessons on
reusability, interoperability, and scalability that are relevant to future 6G experimentation facilities and the SNS
JU ecosystem.

3.1 Lessons Learned from the ISI/ATH Testbed

This section summarizes the main lessons learned from the ISI/ATH testbed, which served as the orchestration,
management, and security entry point of the 6G-BRICKS facility. It covers both the technological outcomes
developed at ISI/ATH and the experience gained through Open Calls, highlighting key innovations in
experimentation orchestration, intent-driven management, Zero Trust security, and explainable Al-enabled
monitoring, together with the main challenges, reusability aspects, and practical lessons from exposing the
facility to external experimenters.

3.1.1 Lessons Learned on Experimentation Orchestration, Management and Security

The ISI/ATH facility served as the orchestration and management site of the 6G-BRICKS project throughout its
entire duration. Rather than hosting Open Radio Access Network (O-RAN) innovations itself, the facility’s
architectural role was to provide the experimentation plane through which external experimenters, like vertical
use case owners, could configure, deploy, and monitor experiments across the KUL and EUR sites. This provided
a multitude of lessons learned regarding the remote experimentation process, spanning the following main
outcomes and developed technological pillars: the Experimenter Portal, the Intent Conflict Resolution Engine,
the Zero Trust Security Framework (ZTSF) and the eXplainable Artificial Intelligence (XAl)-enabled Domain
Management Orchestrator (DMO). The Edge Cloud Continuum Manager (ECCM), while also hosted at ISl and
connected to the KUL infrastructure, will be further elaborated in Section 3.2 in the context of KUL's compute
continuum experimentation.

3.1.1.1 Key Technical Outcomes

This subsection outlines the main technological innovations, tools, and outcomes developed and leveraged at
the ISl site. These tools were initially designed and developed in WP4 and were next actively deployed and tested
through WPS5.

1) The 6G-BRICKS Experimenter Portal was designed, developed, and deployed at ISI/ATH, serving as the
entry point for all experimenters interacting with the 6G-BRICKS facility. Its design and initial prototyping
were first documented in D4.1 [1], with its functional implementation presented in D4.3 [2], frontend-
backend integration achieved in D4.5 [3], and its deployment and testing documented in D5.2 [4] and
D5.4 [5]. The portal was built on a modular open-source technology stack, including an Angular-based
frontend, a Python Flask backend providing REST Application Programming Interfaces (APls) for
experiment lifecycle management, a JFrog private Helm/Docker image repository for hosting
experimenter application artifacts, and a Keycloak-based Identity and Access Management (IAM) module
implementing Single Sign-On (SSO) access. This stack enabled the portal to function as an end-to-end
service, handling user registration and authentication, experiment definition via YAML Network Service
Descriptors (NSDs), experiment scheduling and monitoring, xApp onboarding and triggering for the O-
RAN domain, and results visualization via integrated Grafana dashboards. A critical outcome of the
portal's development was its successful interfacing with both remote testbeds, the EUR testbed via its
northbound API, and the KUL testbed via REST APIs and the m-Edge API, enabling Cell-Free Massive
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Multiple-Input Multiple-Output (CF-mMIMO) and compute-continuum experimentation. These
integrations, detailed in D5.2 and D5.4, and D5.5 [6], demonstrated that a single portal can abstract the
heterogeneity of two technically distinct 6G testbeds and present experimenters with a unified interface.
This is a critical achievement for geographically distributed research infrastructures.

2) The 6G-BRICKS Intent Conflict Resolution Engine constituted another innovation of the experimentation
plane. Its initial prototyping and development were presented in D4.1 and D4.3, and its full integration
into the experimentation platform was tested in D5.2. The engine was instantiated from the TM Forum
Intent-Driven Autonomous Networks reference implementation, directly aligning with the industry
standard to ensure interoperability with telecom operator ecosystems and future 6G management
platforms. The core innovation of the engine lay in its conflict reconciliation and resolution capabilities,
based on game-theory principles combined with Reinforcement Learning (RL). The outcome was the
novel Collaborative Consensus-based Soft Actor-Critic algorithm, which operated as a multi-agent, game-
theoretic admission control engine for 6G network slicing across verticals. This engine achieved increased
fairness, reduced network packet drop rates, and lower end-to-end delivery latency compared to
baselines, and was validated on both a conflict detection scenario and a successful intent activation
scenario.

3) The Zero Trust Security Framework (ZTSF) represents the critical security-focused technological
contribution of 6G-BRICKS. Its development was presented in D4.2 [7] and D4.4 [8], and its integration,
end-to-end deployment, and dry-run testing in D4.5, D5.2, and D5.4. The ZTSF was grounded in concrete
industry standards, like the NIST Zero Trust Architecture standard and the Cloud Security Alliance (CSA)
Software-Defined Perimeter (SDP) specification. Its motivation was derived directly from the multi-
tenant, open experimentation nature of 6G-BRICKS, as the facility needed to expose compute and radio
resources to potentially untrusted third-party experimenters while protecting the infrastructure from
security risks. Instead of simply adopting a traditional perimeter-based security model, the ZTSF
implemented the zero-trust principle through a two-plane architecture. The (i) Security Control Plane,
hosted at ISI, comprised the Security Interpretation Engine (SIE), which ingested high-level security
intents in TM Forum-aligned syntax and parsed them into internal policy structures, the Security Decision
Engine (SDE), which evaluated, selected, and prioritized these policies and translated them into
actionable low-level configurations, the Security Orchestrator (SO), which managed the lifecycle
(deployment, configuration, teardown) of Zero Trust Security Mechanisms (ZTSMs), and the SDP
Controller, which authenticated and authorized experimenter SDP clients. The (ii) Security Data Plane
implemented two complementary ZTSMs. The Virtual Private Network-as-a-Service (VPNaa$)
established encrypted tunnels between experimenter devices and the testbed sites. The SDP Gateway,
implemented with Envoy proxy and Istio-based authorization policies, applied fine-grained access
control to protect specific APl endpoints, most notably the n-Edge APl at KUL. An extensive performance
evaluation quantified the operational overheads. Intent parsing latencies in the SIE and policy selection
and prioritization latencies in the SDE were consistently sub-second. VPNaaS deployment from the SO
was in the order of tens of seconds, dominated by Kubernetes pod scheduling. SDP Gateway token
generation and API response times were near instantaneous (in the order of milliseconds), confirming
that the access control overhead was negligible for experimental workflows.

4) The Explainable Anomaly Detection solutions developed within the DMO were the project's main
contribution to intelligent 6G experimentation management. The XAl framework design was introduced
in D4.1, its development was presented in D4.3, and its dry-run testing within the platform was
conducted in D4.5, D5.2 and D5.5. The DMO anomaly detection solutions interface directly with the ISI
portal, providing actionable explanations to experimenters. The DMOQ's fault detection was designed as
a multi-domain anomaly detection and explainability solution, addressing the monitoring needs of the
Radio Access Network (RAN), Core Network, and Edge/orchestration domains simultaneously. At the
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RAN layer, a stacked Long Short-Term Memory (LSTM) Autoencoder (AE) model with SHAP-based local
explanations was deployed to predict and characterize anomalies directly from channel state
information time series data, providing experimenters with domain-specific, feature-level insights into
radio access degradations. At the Core Network layer, a 3GPP-compliant NWDAF integration embedded
an LSTM-based AE to identify instances of abnormal traffic from User Equipment devices, a key technical
outcome in leveraging existing 5G standards for Core Network intelligence. At the orchestration level, a
reconstruction-based AE combined with SHAP visualized and explained infrastructure-level anomalies in
terms of contributing KPI features. Bridging all layers toward the experimenter interface, two Large
Language Model (LLM)-enabled pipelines were developed: one translating application performance
predictions and SHAP feature attributions into human-language root cause analyses for non-expert
vertical users, and another providing transparent explanations of admission control decisions for 6G
network slicing. Together, these solutions established a vertically integrated, multi-domain XAl stack
where each layer was covered by an anomaly detection and explainability mechanism, forming a closed-
loop fault management system rather than isolated point solutions.

5) The ECCM deployed at the ISI/ATH experimentation plane with direct connections to the KUL compute
infrastructure, provided the service placement intelligence for the cognitive compute continuum. Its
design was introduced in D4.1, its updated implementation and real-node experiments documented in
D4.3, and its integration steps with the portal and KUL testbed outlined in D4.5, D5.2, D5.4, and D5.5.
Given its integration with KUL's compute infrastructure, the ECCM's detailed lessons learned are further
developed in Section 3.2. In the ISI context, the key outcome was the deployment and validation of the
ECCM's optimization algorithm, which balanced latency, CPU, RAM, energy consumption, and load
prediction, as a microservice reachable from the portal and integrated into the experimentation lifecycle,
enabling experimenters to request service placements through the unified ISI interface without direct
knowledge of the underlying node topology.

3.1.1.2 Challenges, Limitations, and Lessons on Best Practices

The development and deployment of the ISI/ATH technological solutions and enablers throughout the project's
lifetime revealed a set of challenges and instructive lessons learned for the 6G-BRICKS facility, organized below
per technological outcome.

1) The experimenter portal's main challenge was maintaining consistent APl compatibility with two
independent remote testbed backends. The EUR and KUL APIs underwent changes during integration
phases, requiring repeated adaptation of the portal's backend connector, causing periods of
misalignment between what the portal exposed and what the testbeds could support. A second
structural challenge arose from the Keycloak SSO integration, where propagating JSON Web Tokens
(JWTs) consistently across multiple interoperating services (the portal, the DMO northbound API, the m-
Edge API, and the ZTSF components) required careful session lifecycle management, and token
expiration could cause unexpected authentication failures during end-to-end experiment runs. From an
overall usability perspective, the YAML/NSD-based experiment definition model proved challenging for
less technically experienced Open Call participants, who required close support to onboard their
applications. This points to a critical lesson, that in open 6G experimentation facilities targeting diverse
experimenter communities, the sophistication of the experimentation interface must be matched to the
skill profile of the target user base, and Graphical User Interface (GUI)-assisted experiment builders are
a necessity for broad adoption.

2) The central challenge of the intent conflict resolution engine was the semantic gap between the
declarative, high-level nature of business intents and the configuration-level specificity required by the
underlying network and compute infrastructure. Translating an intent expressed as a latency or
throughput objective into xApp configurations or Kubernetes manifests was partially automated during
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the project and, in certain instances, relied on manually curated intent-to-policy mappings that may not
generalize easily to new service types. A key lesson here is that compliance with standards and usability
are not automatically aligned. A standards-based intent language may require a higher-level abstraction
layer (e.g., an LLM intent translation layer) or a domain-specific language front-end in order to be
operationally practical.

3) The ZTSF development introduced challenges at the intersection of security engineering, practicality, and
usability. The intent-driven security configuration model, while architecturally consistent with the
broader Intent-Based Networking (IBN) paradigm of the project, required the formulation of security
requirements in structured syntax, intensified by the additional domain complexity of security policy
specifications. The SDP Gateway, while standards-compliant and highly effective for the experimentation
security requirements, required deep expertise in Kubernetes networking and Istio service mesh
configuration to deploy correctly across site boundaries. This revealed that cloud-native Zero Trust
mechanisms carry a significant operational knowledge prerequisite. Furthermore, the ZTSF was validated
primarily in dry-run conditions with a limited number of concurrent users. Its behavior under the realistic
load of many simultaneous experimenters was not specifically stress-tested. Thus, an important future
direction is testing the security scalability under production-grade conditions. The main lesson learned
is that Zero Trust principles are architecturally necessary for open-access research infrastructures, but
their operationalization demands a level of platform engineering maturity and operator expertise that
should be planned for in project timelines. Additionally, the robustness and scalability of network
security solutions should be further validated in higher technology readiness levels and conditions,
towards operational adoption.

4) The development of the multi-domain XAl anomaly detection stack within the DMO exposed challenges
that are intrinsic to the broader problem of applying Al to live 6G infrastructure management. The most
persistent limitation was the scarcity of labeled, domain-specific 6G anomaly datasets. While the project
generated datasets from DMO operational telemetry at the Core and Edge/application levels, and also
leveraged public datasets for model training and validation, they did not fully capture the heterogeneity
of real-world anomaly patterns across the RAN, Core, and Edge domains simultaneously. Further, the
SHAP algorithm, while model-agnostic and highly informative, incurred computational overhead
proportional to the number of network metrics, making it unsuitable for latency-critical real-time
anomaly resolution scenarios. Thus, for practical deployment and validation, effective approximation
strategies had to be applied for deriving the explanations. A lesson from the explainable anomaly
detection work is that the modularity of the framework, with independent solutions covering different
network domains, is an advantage but also a challenge to ensure that anomaly alerts, explanations, and
recommended actions flow coherently across components and towards experimenters and
stakeholders.

5) While the ECCM's full challenges will be further developed in the context of the KUL testbed compute
infrastructure, one ISI-specific challenge is worth noting. The ECCM's optimization API, exposed to
experimenters through the portal, relied on a real-time view of node resource availability at the KUL site.
Network latency and occasional connectivity interruptions between ISl and KUL could affect this resource
state, leading to placement decisions based on outdated information or deployment failures when a
selected node had been concurrently claimed by another workload. This is a valuable lesson regarding
the broader challenge of maintaining consistent distributed state in a geographically dispersed, multi-
site 6G facility, and points to the need for consistency-aware placement algorithms and fallback
strategies in future larger-scale remote experimentation facilities.
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3.1.1.3 Broader Impact Dimensions, Reusability, Portability, Modularity

The ISI/ATH outcomes span the full stack of a modern 6G experimentation facility, from experimenter-facing
interfaces to intent-driven autonomy, Zero Trust security, and Al-enabled fault management. Their collective
development and deployment process targeted reusability, open standards alignment, and modular
composability. The lessons learned in this dimension are broad and carry significance well beyond the scope of
the 6G-BRICKS project itself, as outlined in the following impact aspects:

Reproducible Template for Multi-Site 6G Experimentation Facilities: A crucial impact aspect of the
ISI/ATH experimentation plane is its value as an end-to-end reference architecture for open-access,
multi-site 6G testbed management. The combination of an experimenter portal, a Zero Trust security
layer, and an Al-enabled orchestration plane constitutes an interoperable stack that addresses the full
lifecycle of 6G experimentation, from experimenter onboarding to experiment execution, monitoring,
and fault detection. All components of this stack are built on open standards (TMF921, 3GPP, ETSI NFV,
CSA SDP, O-RAN) and open-source technologies (Angular, Flask, Keycloak, OpenVPN, Envoy, lIstio,
Kubernetes, Helm), making the entire architecture directly replicable by future Smart Networks and
Services Joint Undertaking (SNS JU) projects or commercial experimentation-as-a-service providers
aiming to establish similar infrastructure. The portal, being a containerized, cloud-native
experimentation gateway abstracting the heterogeneity of multiple remote 6G sites, is a reusable
template whose adoption could significantly reduce deployment time for future 6G testing initiatives.
Security as a Service for the 6G Ecosystem: The ZTSF's conceptual contribution extends beyond its
specific implementation in the project. By demonstrating that Zero Trust security principles can be
operationalized as an intent-driven, cloud-native service within a 6G experimental facility, 6G-BRICKS
establishes a model for Security-as-a-Service in the 6G infrastructure context that is directly relevant to
any multi-tenant 6G deployment scenario, whether in research, pre-commercial trials, or production
environments. The performance measurements confirming sub-second control plane latencies and
millisecond-level SDP Gateway overheads provide the empirical evidence needed to argue that Zero
Trust security mechanisms are operationally viable for 6G experimental workflows without introducing
prohibitive overhead. These results, combined with the open-source implementation, position the ZTSF
as a reusable security template for future SNS JU projects and 6G testbed initiatives that will similarly
need to balance accessibility to external experimenters with protection of critical infrastructure.
Modular and Independently Deployable Components: An important architectural decision across all
ISI/ATH enablers, similar to the enablers of the other two 6B-BRICKS testbeds, was to ensure that each
component could be deployed, operated, and upgraded independently, without always requiring the full
stack to be present. The portal's frontend, backend, IAM, and artifact registry are individually
containerized and interconnected via well-defined REST APIs, allowing future facilities or projects to
replace any tier without affecting the remainder of the system. The ZTSF's two-plane architecture is
similarly decomposable. VPNaaS and the SDP Gateway are independently deployable and can be
adopted separately depending on the security specifications required by a given facility. The XAl fault
management stack follows the same principle. The developed SHAP explainability modules are model-
agnostic and can be paired with any reconstruction-based anomaly detector. This modularity is a
prerequisite for the long-term sustainability and adoption of these components by stakeholders with
different infrastructure configurations, operational constraints, and technical expertise levels.
Alignment with Standards enhancing Impact, Adoption and Reusability: A common aspect across all ISI
facility enablers is their alignment with recognized standards, which multiplies reusability and
interoperability. The intent engine's grounding in the TM Forum intent specifications ensures that the
conflict resolution components can be integrated into operator stacks and future 6G management
platforms from major vendors. The ZTSF's NIST Zero Trust Architecture and CSA SDP alignment means it
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follows the model of current enterprise security frameworks. The NWDAF integration pattern
demonstrated for the DMO's Core Network anomaly detection follows 3GPP standards, making it directly
applicable to any deployment based on a compliant 5G/6G core. The portal's use of ETSI NFV-aligned
NSDs for experiment definition, and the O-RAN-compliant Key Performance Measurement (KPM) xApp
integration for RAN telemetry collection, similarly ensure that these components connect to the broader
6G standardization ecosystem. For the SNS JU community specifically, this standards-first design
philosophy means that 6B-BRICKS outputs are building blocks that can participate in future
standardization activities, inform SNS JU reference architectures, and act as a basis for future research
projects or commercial infrastructure.

Sustainability and Long-Term Facility Evolution: Finally, the ISI/ATH enablers collectively demonstrate a
design oriented toward long-term sustainability. The exclusive use of open-source, actively maintained
technologies ensures that no component is subject to vendor lock-in or requires proprietary software.
The containerized deployment model means that the facility stack can be version-controlled,
reproduced, and upgraded systematically. The modular Al-enabled solutions ensure that individual
components can be replaced as superior alternatives emerge. For example, as LLM capabilities or
anomaly detection models improve, the fault explanation pipeline can adopt more capable models
without redesigning the surrounding XAl infrastructure. These properties are prerequisites for the post-
project facility sustainability that the SNS JU increasingly requires, and the ISI/ATH contributions
represent a concrete example of how this sustainability can be gradually engineered through the
project's duration.

Concluding this subsection, Table 2 provides a summary of the critical outcomes and lessons tied to innovations

mostly linked with the IS facility, as they have been analyzed above.

Table 2: Key Lessons Learned for IS| testbed technological outcomes

Enabler/
Innovation

Experimenter | o

Main Outcomes

Unified, standards-

Key Challenges

API versioning
across evolving

Reusability/Portability/Modularity

Fully containerized (Docker/Helm)
Open-source stack

resolution

Pore! ngifimentation testbed backends Modular ‘
entry point for multi- Keycloak.token fron‘Fend/backend/IAM/reglstry
site 6G facility propagagon architecture

e Full lifecycle complexity Directly replicable for future SNS JU
management from testbeds
registration to results

Intent e TM Forum-aligned Semantic gap ?I'MF921-aIig.r?ed for telecom

Conflict IBN engine with bet\'/veen' mteroperablllt.y '
Resolution game-theoretic and business intents Modula'\r con.fllct res.olutlon

Engine RL-based conflict and r\etwo'rk strateg|.es (bin-packing, game-
resolution conﬂguratl(.)ns theoretlc) '

e Outperformed TM Forum intent D|rec'tly applicable to fu‘ture 6G
baseline admission syntax' N multi-tenant orchestration
control and conflict acce55|b|'||ty and

complexity
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approaches in both
latency and fairness
Zero-Trust Two-plane ZT Security intent All components containerized and
Security architecture (SIE, sap Helm-deployable
Framework SDE, SO, VPNaas, SDP JWT lifecycle NIST ZT and CSA SDP standards
Gateway) complexity alignment
sub-second control Limited stress- Modular VPNaaS and SDP
plane latency test under real- mechanisms deployable
K8s-native intent- world scenarios independently
driven deployment (multiple Directly applicable to any open-
concurrent users) access 6G facility
XAl-enabled Multiple XAI/AD 6G anomaly . Model and domain-agnostic SHAP
Anomaly frameworks validated dataset scarcity modules
Detection Multi-domain Reconstruction NWDAF anomaly detection
coverage in the fault threshold integration directly replicable in
detection and calibration 3GPP-compliant stacks
orchestration process SHAP .
computational
cost
ECCM/rt- Multi-attribute Network latency Kubernetes-native
Edge service placement betwee.n sites REST API for portal integration
optimization with Al- could disrupt the Placement strategy configurable
based load prediction placement and transferable to any edge-cloud
Integrated with the process research infrastructure
portal for seamless
Platform-as-a-Service
(Paa$)
experimentation

3.1.2 Lessons Learned from Open Calls

The Open Calls (OCs) of 6G-BRICKS were executed across two cycles, with the ISI/ATH facility supporting the
execution of two OC projects in the first cycle (MATRIARCH, 6G-LORE) and three OC projects in the second cycle
(6G-MEC, LearnSphere, EDGETRUST). The outcomes of the two cycles of OCs are documented in D6.1 [9] and
D6.2 [10] respectively. The execution of OCs provided critical insights into the viability of the 6G-BRICKS
infrastructure for third-party innovation. By supporting projects ranging from Long Range Wide Area Network
(LoRaWAN) rural sensing (6G-LORE) to high-performance MEC-integrated eXtended Reality (XR) (6G-MEC,
LearnSphere), the facility demonstrated its versatility while revealing specific operational and technical friction
points that are critical for future testbed evolution. Outlined in the following subsections, we derive crucial
lessons from OC execution, around the processes of external experimenter onboarding and hardware and
software integration, as well as provide recommendations for future remote experimentation facilities in the 6G
ecosystem.
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3.1.2.1 Onboarding and External Developer Support

Successful onboarding for external projects required both administrative readiness and technical mentorship. A
central finding across both OC cycles is that the ISI/ATH experimentation platform, comprising the Experimenter
Portal, Keycloak-based IAM, the m-Edge service orchestration interface, and the Continuum Manager, offered
external teams a well-integrated entry point that facilitated conducting advanced 6G experiments. Projects were
able to authenticate through federated SSO, deploy containerized workloads, access testbed resources through
unified portal APls, and monitor experiment results through Grafana dashboards, without requiring deep
knowledge of the underlying infrastructure. This provided a degree of testbed readiness that accelerated the
onboarding of experimenters, compared to what would have been required on a raw infrastructure.

Despite these advantages, specific recurring onboarding issues were also identified. First, testbed uptime,
experimenter account provisioning, and IAM readiness proved to be blocking factors that affected the timelines
of several OC teams. Projects like EDGETRUST and MATRIARCH noted that delays often occurred during the
transition from administrative approval to technical execution, particularly concerning account activation, VPN
connectivity, and platform availability. One important lesson is that early communication with the testbed
technical team is indispensable for experimenters to validate account activation, VPN/ZTSF access, and end-to-
end API reachability through a formal pre-experimentation check well before the planned experimentation
starts. Additionally, the testbed should provide documentation and proactive support to manage dependencies
outside the experimenter’s direct control, ensuring that the integration phase begins without administrative
bottlenecks.

Further, the intensity of technical support required from the ISI/ATH team varied with the architectural
complexity of the OC project. Projects with large multi-component software stacks or hardware dependencies
required close and continuous ISI engagement throughout integration, while projects with simpler or well-
aligned architectures achieved largely self-sufficient deployments after initial setup. This points to the
importance of assigning a dedicated testbed technical person per OC project from the start, rather than relying
on reactive support. Finally, the YAML/NSD-based experiment definition model of the portal proved challenging
for teams without expertise in cloud-native infrastructure engineering, requiring closer guidance from ISI staff
for experiment definition and deployment configuration. For open 6G experimentation facilities serving diverse
experimenter communities, GUl-assisted experiment builders, like the one supported by nt-Edge, are crucial for
broad adoption, so that the experimentation interface supports the target user base.

3.1.2.2 Remote Access, Hardware and Software Integration Challenges and Lessons Learned

As mentioned above, the most impactful remote access challenges were mainly rooted in platform-level
availability. SSH tunnels between portal and testbed clusters, account activation states, and API gateway health
all represent dependencies that are outside the experimenter's control and must therefore be proactively
monitored and verified by the facility team. A pre-experimentation readiness protocol covering these
dependencies would prevent the loss of critical experimentation time. For software-centric OC projects, the main
integration challenge was aligning complex application stacks with the deployment and orchestration model of
the ISI/ATH infrastructure. Across the OC projects, teams deployed stacks ranging from a handful to nearly
twenty interdependent containerized services (e.g., EDGETRUST services), each requiring configuration of image
registries, environment variables, port mappings and inter-service networking. In a few cases, component
documentation was incomplete or outdated, requiring debugging and coordination with both the ISI team and
the OC project's own technology suppliers. The consistent lesson is that early engagement between the ISl team
and OC projects on deployment architecture significantly reduces integration time and avoids discovering
compatibility issues under schedule pressure. Across all projects, the n-Edge and Continuum Manager interfaces
proved well-suited to the microservice-based architectures that characterized the majority of OC deployments.
The PaaS bundle model in -Edge, which allows multiple service functions to be grouped and instantiated as a
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single deployable unit, and the Continuum Manager's ability to perform intelligent service placement across
edge-cloud resources, provided OC teams with a deployment substrate that closely matched their own platform
designs. Network variability in 5G conditions affected latency-sensitive projects during experimentation, and was
mitigated through continuous KPI monitoring, retry logic, and buffering mechanisms. The lesson derived is that
future facility deployments should standardize the availability of network monitoring dashboards for
experimenters from the start of the experimentation phase.

Different challenges were encountered during integration for projects like 6G-MEC, that brought physical radio
hardware into the ISI/ATH facility. In this case, the 6G-MEC team had to provide concrete documentation and
transfer technical knowledge regarding their OAIBOX equipment to the ISI team, so that the testbed owners
could properly facilitate the integration process. Despite the required efforts, an important outcome was the
enhancement of the ISl facility by obtaining both, high-quality radio equipment and the technical expertise to
operate it, for future experiments. This points to the lesson that not only the OC experimenters, but also the
testbeds themselves, can highly benefit from the OC process.

3.1.2.3 Conclusions and Recommendations

The ISI/ATH Open Call process confirmed that a unified, standards-based 6G experimentation platform can serve
as a genuinely accessible and productive environment for diverse third-party research, provided systematic
attention is paid to pre-experimentation readiness, onboarding support, and the operational stability of
experimenter-facing tools. The following recommendations are derived from the OC project lessons above and
are directly actionable for future OC facility operators and SNS JU testbed initiatives.

e Conduct a formal pre-experimentation readiness check covering account activation, IAM role
assignment, ZTSF/VPN access, and end-to-end APl connectivity, ideally completed one to two weeks
before the start of each OC project's experimentation phase.

e Assign a dedicated testbed technical person per OC project from day one, calibrated to the project's
complexity profile, to provide continuous integration support rather than reactive assistance.

e For cloud-edge experimentation facilities, extend experimenter-facing tools with a GUI-assisted
experiment builder to lower the barrier for teams without deep cloud-native expertise, making the
facility accessible to a broader and more diverse experimenter community.

e Ensure testbed platform stability across the full OC execution period, including service registration and
all features communicated during the Open Call. Any unavailable feature must be communicated
proactively with a supported workaround.

e For radio-hardware-centric projects, ensure the hardware documentation is available and shared at
project kick-off, and also that technical expertise is transferred to testbed owners, so that the equipment
can be a permanent asset for the facility.

e Develop domain-specific integration guides for bandwidth-intensive applications, like Virtual Reality (VR)
and XR, covering asset optimization, manifest-driven streaming, and Continuum Manager deployment
patterns, reducing the optimization effort of OC teams.

e Maintain comprehensive testbed documentation, ensuring that all experimenter-facing components are
accurately described and that guides are shared as part of the onboarding package.
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3.2 Lessons Learned from the KUL Testbed

This section summarizes the main lessons learned from the KUL testbed, covering both the technological
outcomes developed and validated at the site and the experience gained through Open Call experimentation. It
highlights the key innovations, challenges, and broader reusability aspects of the KUL facility, with particular
emphasis on CF-mMIMO/O-RAN experimentation and the Cognitive Compute Continuum, while also reflecting
on the practical lessons from opening the testbed to external experimenters.

3.2.1 Lessons Learned on Technological Innovations and Developed Bricks

As outlined next, the KUL site enabled and hosted key innovations in open and programmable radio
experimentation, including CF-mMIMO and O-RAN-compliant xApp-based control and monitoring, broadening
the lessons learned on modularity and reusability for future 6G testbeds. With respect to the Cognitive Compute
Continuum, the KUL testbed served as the main environment for validation, integrating the n-Edge platform and
the ECCM into a unified edge-cloud orchestration framework. The overall solution enabled experimentation with
cloud-native microservices, intelligent service placement, and automated scaling and migration. Through the
integration of m-Edge with the ISI-hosted experimentation plane and the deployment of ECCM as a higher-level
orchestration entity, the KUL site provided important lessons regarding usability, orchestration across
heterogeneous infrastructures, and scalability considerations in distributed 6G environments.

3.2.1.1 Key Technical Outcomes

1) A key lesson learned in 6G-BRICKS is that the Massive MIMO testbed baseline, based on distributed
antennas and centralized processing, remains a highly effective and versatile platform for Cell-Free
networking research. It supports over-the-air experimentation, proof-of-concept demonstrations,
emulation studies, and large-scale data collection. Building on this baseline, 6G-BRICKS developed
several enablers for alternative Cell-Free deployments. First, a real-time implementation of sequential
uplink processing demonstrated that distributed daisy-chain architectures can achieve performance
nearly identical to centralized Linear Minimum Mean Square Error (LMMSE) processing under practical
radio impairments and synchronization constraints, validating their feasibility for real-world
deployments [11]. Second, the project introduced a real-time, labeled physical-layer data logging facility
that enables synchronized collection of In-phase and Quadrature (IQ) samples, Channel State
Information (CSI), synchronization statistics, and positioning information, providing a unique platform
for Al-native Cell-Free and 6G research [12]. Scaling these capabilities towards wideband deployments
using Universal Software Radio Peripheral (USRP) X410 radios revealed an important practical
bottleneck: fronthaul transport and, in particular, the Distributed Unit (DU) network interface required
to ingest high-rate IQ streams rapidly became limiting factors at bandwidths approaching 400 MHz.
These findings highlight the importance of fronthaul-efficient Cell-Free architectures. Consequently, 6G-
BRICKS contributed to the development of scalable processing strategies based on sequential
architecture, fronthaul compression, and reduced-precision signaling, which significantly reduce
transport requirements while maintaining spectral efficiency [13][14]. Finally, the real-time O-RAN
experiments conducted during the UC1 with two distributed radio units demonstrated the strong
potential of Cell-Free operation in scenarios where uniform service quality and cell-edge performance
are critical. The results highlight the benefit of cell-free architectures for improving coverage consistency
and user experience across the network. Together, these results establish a practical roadmap towards
scalable Open RAN Cell-Free deployments that balance performance, complexity, and fronthaul
requirements.

2) The CF-mMIMO Radio Resource Management (RRM) and KPM xApps operationalised an O-
RAN-compliant Near-RT RIC framework for the KUL testbed, enabling experimentation with CF-mMIMO
algorithms in a realistic RAN control loop. The xApps implement trajectory prediction and multi-band
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clustering schemes, subscribing to CF-specific measurements via E2SM-KPM and issuing E2 CONTROL
messages to configure serving access point clusters per UE and per band in near real time. In parallel, a
dedicated KPM xApp collects UE- and cell-level KPIs from the CF-mMIMO RAN and exposes them through
a Grafana-based dashboard integrated into the 6G-BRICKS portal and KUL GUI, allowing experimenters
to monitor system behaviour and compare resource-allocation strategies without handling low-level E2
signalling.

3) The KUL testbed highlighted the importance of adopting open, disaggregated RAN architectures to
support advanced physical layer research and flexible deployment scenarios. A key technical outcome
was the realization that such architectures enable the distribution of baseband processing closer to the
radio front-end, allowing more efficient execution of lower-layer algorithms (e.g., PHY-layer processing).
To support experimentation in this context, the KUL testbed relied on open and reconfigurable radio
unit, enabling direct access to and customization of the signal processing chain. The utilized platform
provided:

e Wider frequency coverage (1 MHz to 7.2 GHz) and high instantaneous bandwidth,
e Multi-channel operation enabling advanced MIMO configurations,
e QOpen-source drivers and host software for flexible integration,
e Field-Programmable Gate Array (FPGA)-based processing capabilities (e.g., Fast Fourier
Transform/inverse Fast Fourier Transform, cyclic prefix handling),
e Dynamic reconfiguration through frameworks such as Radio Frequency Network-on-Chip
(RFNoC) and GNU Radio.
These capabilities enabled experimentation with novel architectures, such as cell-free systems and
advanced PHY-layer algorithms, which are not feasible using commercial closed radio units.

4) The n-Edge platform constituted the main cloud-native orchestration and management platform of the
KUL testbed, providing experimenters with both a graphical user interface and northbound APIs for
managing services, deployments, and infrastructure resources. m-Edge was deployed on top of a
MicroK8s-based cluster and enabled the lifecycle management of containerized services across the
compute continuum. A key innovation of m-Edge was the abstraction layer built on top of Kubernetes,
exposing higher-level concepts such as Service Functions and Platform-as-a-Service (PaaS) bundles
instead of requiring experimenters to directly interact with low-level Kubernetes manifests and
orchestration primitives. This significantly simplified experimentation workflows for users without deep
cloud-native expertise while preserving the flexibility and extensibility of the underlying Kubernetes
ecosystem. Through its GUI, experimenters could onboard services, define deployment parameters,
instantiate workloads, monitor active instances, and visualize the infrastructure topology through an
integrated and user-friendly environment.

5) The ECCM represented the intelligence layer of the Cognitive Compute Continuum, enabling Al-driven
orchestration and optimized service placement across edge and cloud resources. Its optimization engine
combined infrastructure telemetry, resource availability, latency awareness, and predictive analytics to
determine suitable deployment locations for cloud-native services. A major technical outcome was the
successful validation of automated service placement and migration workflows based on predicted
resource usage and infrastructure conditions. The ECCM leveraged Graph Neural Network (GNN)-based
prediction models to anticipate resource saturation and trigger proactive orchestration actions, including
service migration and scaling. This demonstrated the feasibility of combining Al-assisted orchestration
with cloud-native edge infrastructures in a realistic 6G experimentation environment.

6) The Wireless X-Haul network follows an open and disaggregated architecture and consists of full
outdoor mmWave radios and disaggregated routers. The routers run a Linux-based NOS with Docker
daemon, managing the lifecycle of Management Plane functions running as docker services in the
Control Plane hardware of the network routers. The NOS exposes APIs for seamless integration with -
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3.2.1.2

1)

Edge platform and ECCM for optimizing the service placement among the nodes of a docker swarm
cluster of network routers. Also, the mmWave radios’ functionality has been extended to incorporate a
power save mode feature that reduces the power consumption of the radios when application
requirements allow. The key technical outcome is the demonstration of a self-managed X-Haul network
for green communications through in-network computing and cloud-native service orchestration.

Challenges, Limitations, and Lessons on Best Practices

A major challenge encountered was the integration of the different technological building blocks into a
unified real-time testbed. While individual components often achieved state-of-the-art performance in
isolation, ensuring that all elements could operate together under realistic deployment conditions
proved significantly more demanding. This challenge became particularly evident when targeting
wideband operation at 400 MHz bandwidth. Achieving end-to-end real-time performance at such
bandwidths requires every component in the processing chain, including radio front-ends, transport
interfaces, synchronization mechanisms, signal processing algorithms, and computing platforms, to
sustain the corresponding data rates and latency requirements. Consequently, the overall system
performance is frequently constrained by the weakest component in the chain rather than by the
capabilities of individual modules. This experience highlights the importance of co-designing algorithms,
hardware, and transport infrastructure from the outset, as well as validating scalability through end-to-
end integration rather than component-level evaluations alone.

One significant challenge encountered during the project was the remote use of a wireless testbed,
where the physical placement of antennas and user equipment has a substantial impact on system
performance. Meaningful experimentation in such environments often requires on-site intervention to
adjust equipment positioning, troubleshoot radio conditions, and validate test setups, which is difficult
to provide during the development and integration phases of software components. A key lesson learned
is therefore the importance of complementing physical testbeds with a simulator or digital twin
environment that enables early-stage development, integration testing, and validation before
deployment on the real infrastructure. Such a digital twin can be realized through a combination of
representative datasets and emulation capabilities, allowing developers to reproduce realistic operating
conditions, accelerate debugging, and reduce dependence on physical testbed access.

A major challenge identified during the RU integration was the dependency on third-party components,
particularly for DU-RU fronthaul implementations. The reliance on an external vendor-provided eCPRI
IP core introduced significant constraints, as the component was deprioritized by the vendor during the
project runtime, resulting in limited technical support, absence of bug fixes, lack of further feature
development.

This would have directly impacted the achievable system capabilities. To overcome these limitations, the
decision was made during the project to transition to functional split 8. This transition represents a key
best-practice lesson, demonstrating that:

e Simpler functional splits can significantly improve system integration,

e Greater transparency and openness can outweigh the theoretical performance benefits of more

complex splits,

e Alignment with the broader software ecosystem is critical for successful experimentation.
Overall, this experience highlights a critical lesson for future 6G experimentation infrastructures:
minimizing reliance on opaque or vendor-locked components is essential to ensure long-term
sustainability, flexibility, and extensibility of testbeds. This reinforces the need for fully open and
programmable radio platforms in research environments. In summary, the KUL experience shows that
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practical deployability, openness, and maintainability are often more important than architectural
optimality in experimental 6G platforms.

4) For the CF-mMIMO RRM and KPM xApps, a key challenge was to maintain a robust and low-latency E2
signalling chain while the CF RAN implementation and E2SM definitions evolved. Even small changes in
JSON-encoded indication and control message schemas could affect the end-to-end pipeline, indicating
that further optimisation and scalability testing may be required when increasing the number of UEs,
cells, and concurrently running xApps.

5) One of the main challenges encountered during the development and deployment of m-Edge was
balancing abstraction and flexibility. While the platform successfully simplified Kubernetes operations
through higher-level orchestration primitives and GUIl-assisted workflows, exposing sufficient
configurability for advanced experimenters remained challenging. Certain Kubernetes-specific
configurations and networking parameters could not be fully abstracted without reducing deployment
flexibility. A key lesson learned is that orchestration frameworks targeting heterogeneous experimenter
communities should provide layered interaction models, combining simplified high-level interfaces for
non-expert users with optional low-level access for advanced operators.

6) The runtime orchestration and migration mechanisms also exposed limitations associated with
centralized orchestration architectures. Although the ECCM successfully abstracted infrastructure
heterogeneity, it still operated as a logically centralized component responsible for optimization and
orchestration decisions. While suitable for the scale of the 6G-BRICKS deployment, future large-scale
infrastructures may require hierarchical or distributed orchestration models to avoid bottlenecks and
improve scalability and fault tolerance. This represents an important direction for future work.

7) Another challenge was related to the deployment variability of containerized services across
heterogeneous nodes. Deployment times were influenced by factors such as container image availability,
node resource conditions, and network throughput. For example, deployments requiring container
image downloads on remote nodes exhibited significantly higher instantiation delays. A practical lesson
learned is that edge-cloud orchestration frameworks should incorporate image caching strategies,
lightweight containerization approaches, and predictive pre-fetching mechanisms to reduce deployment
latency

8) The main challenge of the disaggregated X-Haul network is the limitations of the Control Plane Hardware.
Heavy services can stress the embedded x86 processor. The internal interfaces between Control and
Data Plane have limited bandwidth in order to protect the processor from heavy traffic, which means
that stateful service migration takes time when the docker service’s volumes are large. Main challenges
include the stateful service migration latency, the performance of the services running on the embedded
hardware and the development of a telemetry system that adequately describes the hardware
limitations of the network routers. Another challenge is the design of an optimization algorithm that,
together with the telemetry system, is specialized in the specificities of the nodes that make up the
docker swarm cluster, as well as the design of interfaces through which cloud-native platforms such as
n-edge can communicate with the master node of the cluster. A key lesson is that a careful planning is
necessary to decide which services are hosted inside the network and how the service orchestration is
executed based on the telemetry statistics.

3.2.1.3 Broader Impact Dimensions, Reusability, Portability, Modularity

A key broader impact of 6G-BRICKS is the demonstration that Cell-Free architectures naturally support
modularity and scalability. By decoupling radio units from centralized processing functions and enabling
cooperation among distributed access points, Cell-Free systems provide a flexible architectural framework in
which individual components can be upgraded, replaced, or optimized without requiring a complete redesign of

© 6G-BRICKS 2023 Page | 21




D.6.6. Lessons Learned BR iCKS

the network. The project validated this principle by implementing and evaluating both centralized and
distributed processing approaches within the same testbed, demonstrating the portability of algorithms and
functionalities across different deployment models.

The Cognitive Compute Continuum demonstrates a broader impact potential for the SNS JU ecosystem and
future 6G infrastructures, by providing a reusable and modular framework for intelligent cloud-edge
orchestration, aligned with the broader transition toward distributed, Al-driven, and cloud-native 6G systems.
The relevant impact aspects are the next ones:

e Reusable Edge-Cloud Orchestration Framework: The combination of m-Edge and ECCM provides a
reusable orchestration framework that can be adopted by future SNS JU projects, research
infrastructures, and industrial testbeds requiring cloud-native service management across
heterogeneous edge-cloud resources. By building on Kubernetes-native technologies, REST APIs, and
containerized microservices, the framework can be ported to different infrastructures with limited
adaptation effort.

e Modularity and Independent Deployability: Both n-Edge and ECCM were designed following modular
microservice-based principles. Their functionalities are exposed through REST APIs and independently
deployable services, allowing components to be upgraded, replaced, or reused independently. The
orchestration, monitoring, authentication, and Al prediction modules can operate as loosely coupled
components, facilitating integration into diverse infrastructures and experimentation environments.

e Contribution to Autonomous 6G Management: By integrating predictive analytics and automated
orchestration mechanisms into the compute continuum, the integration of ECCM into the KUL testbed
contributes toward the broader SNS JU vision of autonomous and cognitive 6G infrastructures. The
demonstrated Al-assisted placement and migration mechanisms provide a practical foundation for
future self-managing edge-cloud systems capable of adapting dynamically to changing workload and
infrastructure conditions.

e Furthermore, it has been demonstrated how open, disaggregated, and programmable radio
infrastructures can be realized in practice and leveraged for advanced 6G experimentation. The
disaggregated architecture (CU/DU/RU split), combined with modular FPGA-based processing blocks on
the radio unit, enables independent development, testing, and replacement of individual system
components. This modularity supports rapid prototyping and iterative experimentation, which are
essential for early-stage 6G research. The KUL testbed demonstrates the feasibility and benefits of
combining:

o Open RAN principles,
o Programmable radio hardware,
o Distributed processing architectures.

e Beyond the radio and compute continuum bricks, the CF-mMIMO RRM and KPM xApps provide a
reusable blueprint for O-RAN-compliant experimentation with advanced CF algorithms. The xApps are
built on standard E2SM-KPM abstractions and the FlexRIC SDK, and expose a stable messaging and
data-collection interface that can be ported to other CF-capable O-RAN testbeds with limited adaptation
effort, while the KPM dashboard and underlying data store offer a generic monitoring brick that can be
reused by future experimenter xApps for Al-driven RRM and performance evaluation.

These elements form key building blocks for future 6G systems, where flexibility and programmability will be
fundamental requirements.

Table 3 summarizes the key lessons learned from the experimentations in KUL testbed.
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Table 3: Key Lessons Learned for KUL testbed technological outcomes

Enabler/
Innovation

Cell-Free °
architecture

Main Outcomes

Sequential uplink
processing

Wider coverage

Better performance on
cell-edge cases

Key Challenges

Integration of the
different blocks
into a unified
real-time testbed
Remote use of
wireless testbed
where the
placement of
equipment has a

Reusability/Portability/Modularity

Cell-Free distributed radio units
OpenRU

Sequential processing allows the
use of distributed system

networks through in-
network computing
Green communication
through power save
mode developed in the
radios

Al-driven service
placement in a docker

hardware
limitations of
network routers
Stateful service
migration latency
Well defined
description of the
optimization
constraints

substantial
impact of the
performance
n-Edge e Ul-assisted cloud- Der?loyment Kuber.net(.es—native.and
Platform native orchestration variability due to cont.alnenzed arc.hltecture
for edee-cloud heterogeneous Plugin for managing Docker
g .
environments ngdgs arld image Swarms . .
e Simplified Kubernetes distribution * REST APlintegration
management through ° F’ortable across edge-cloud
Service Functions and infrastructures
Paa$ abstractions
e Integrated with 6G-
BRICKS portal, SSO,
and security
framework
ECCM e  Aldriven service Dependence on . Independgntly dep?loyable
accurate orchestration service
placement and ) Lo
orchestration telen.we"cry and ' ° Conﬂgu.rable optimization
e Multi-cluster predICtI.OI’l quality strategies
orchestration support Centrahze(.i . Transferable; to heterogeneous
orchestration edge-cloud infrastructures
limits scalability
X-HAUL e  Self-Managed X-Haul Control Plane e Reusable as a fronthaul, midhaul

and backhaul solution in O-RAN
networks

Reusable software for
Management Plane services

e Modular and disaggregated

architecture. Easy to
independently upgrade the radio
link hardware or the Control
Plane hardware of the network
routers
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swarm cluster of
network routers
Open Interfaces for
integration of X-Haul
networks with ECCM

Telemetry system
development

Scalable infrastructure to extend
the swarm cluster size

Portable across edge-cloud
orchestration through Open
Interfaces

Open and
reconfigurable
radio platform

Enabled advanced
PHY-layer
experimentation
through an open,
accessible, and
reconfigurable radio
platform

Flexible
experimentation with
multi-channel MIMO
and cell-free
architectures

- Full access to signal
processing chain via
FPGA + RFNoC / GNU
Radio

Successful transition to
functional split 8
improving integration
with overall stack

Dependency on
third-party eCPRI
IP  core (low
vendor support,
no updates)

Open-source drivers and
programmable FPGA pipelines
enable reuse across testbeds
Modular signal processing blocks
Demonstrates reusable blueprint
for open, programmable radio
experimentation

CF-mMIMO
RRM and KPM
XApps

Near-RT RIC
framework with
trajectory-prediction
and multi-band
clustering xApps for
CF-mMIMO scheduling
and clustering

KPM xApp subscribing
to E2SM-KPM metrics
and exposing Grafana
dashboards via the
6G-BRICKS portal and
KUL GUI

Maintaining
E2SM/KPM
schema
compatibility and
low-latency
reporting under
evolving CF RAN
implementations
Increased
scalability to
many UEs/cells

O-RAN/E2SM-compliant xApps
portable to other CF/O-RAN
testbeds

KPM monitoring and shared data
layer reusable as a generic
Near-RT RIC monitoring brick for
future experimenter and vendor
xApps

3.2.2 Lessons Learned from Open Calls

The Open Call experimentation activities involving the Cognitive Compute Continuum, deployed in KUL, mainly
focused on the BRICKS4AHEALTH and EDGETRUST projects. These projects validated the applicability of edge-
cloud infrastructures to healthcare and Public Protection and Disaster Relief (PPDR) scenarios, respectively.
However, the Open Call process also exposed important operational challenges related to orchestration
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maturity, heterogeneous infrastructure integration, and the adaptation of external workloads to the m-Edge
deployment environment. The KUL environment exposed to experimenters for Open Call experimentation
consisted of a lightweight edge infrastructure composed of two X-Haul switches and one server node, managed
through Docker Swarm and integrated with the n-Edge platform.

3.2.2.1 Onboarding and External Developer Support

The onboarding process for the BRICKS4HEALTH, TRACE-Al and EDGETRUST projects demonstrated both the
advantages and the limitations of the Cognitive Compute Continuum infrastructure. From a usability perspective,
the m-Edge GUI and the Keycloak-based authentication mechanism provided experimenters with a centralized
and relatively accessible interface for interacting with the KUL infrastructure. For each Open Call project,
dedicated users and roles had to be manually created in Keycloak to provide controlled access to the n-Edge GUI.

Similarly for the LITE, EMERGE-XR and TRACE-AI projects access had to be manually given to the different servers
and devices that were used in their experimental pipeline. This highlights the need for a centralized account
management system when providing access to a cluster of infrastructure.

Experimenters were instructed to package their applications as Docker container images and provide
deployment-related information, including image paths, exposed ports, environment variables, and storage
requirements. Since most Open Call developers were already familiar with container-based workflows, Docker-
based onboarding proved significantly easier than requiring direct interaction with Kubernetes manifests or
orchestration primitives.

A typical onboarding process involved preparing Dockerfiles for cloud-native services, such as Python-based
applications, and optionally defining persistent storage and deployment parameters compatible with the
underlying orchestration environment. Experimenters also required guidance regarding volume mounting,
persistent storage management, and deployment structure. Common questions concerned persistent storage
persistence after pod deletion, image definition formats, and orchestration capabilities such as GPU-aware
placement.

The Open Call activities also highlighted limitations in the orchestration capabilities exposed by ECCM and n-
Edge. For example, ECCM considered CPU and memory metrics during placement optimization but did not
support GPU-aware scheduling. This limitation became relevant for Al-oriented workloads requiring accelerator
resources. Another operational uncertainty concerned the persistence guarantees of shared storage volumes
after service deletion, revealing the need for clearer storage lifecycle policies and documentation.

A major lesson learned is that future experimentation facilities should provide significantly more comprehensive
onboarding documentation, including validated deployment templates, containerization guidelines, storage
management examples, and infrastructure capability descriptions. Although mn-Edge simplified some
orchestration interactions, Open Call participants still required continuous support from the KUL technical team
throughout the integration process.

3.2.2.2 Remote Access, Hardware and Software Integration Challenges and Lessons Learned

The Open Call experimentation activities exposed several technical challenges related to remote orchestration,
heterogeneous infrastructure integration, and service deployment portability.

The BRICKS4HEALTH project validated the feasibility of deploying healthcare-oriented edge services, including a
continuous Blood Pressure monitoring application and avatar-based interface, on the KUL edge infrastructure.
The project successfully demonstrated low-latency remote monitoring capabilities and provided performance
measurements validating the benefits of edge deployment for healthcare services. However, deployment
workflows required substantial manual intervention during the integration phase.

© 6G-BRICKS 2023 Page| 25




D.6.6. Lessons Learned BR iCKS

Similarly, the EDGETRUST project demonstrated the applicability of the Cognitive Compute Continuum to PPDR
scenarios through the integration of the Mobitrust platform with edge-native orchestration concepts. The
project validated adaptive resource scaling mechanisms, intent-driven orchestration workflows, and
interoperability with external PPDR systems, including drones, IoT sensors, and AR devices. Nevertheless,
orchestration workflows required close coordination between the Open Call developers and the KUL technical
team due to infrastructure-specific deployment constraints.

The LITE project demonstrated the value of having a simulator equivalent to the deployed infrastructure. Using
the partners' simulator, the team implemented and validated a significant portion of the end-to-end system.
They successfully developed their xApp based on the provided example and integrated it seamlessly at a later
stage.

The EMERGE-XR project emphasized the need for a reservation system for experiments involving physical RF
deployments. Since these experiments often run over extended periods and the physical setup can only be
performed once, a reservation system would ensure that no other experiments overlap during the scheduled
timeframe.

Another lesson learned concerns the importance of clearly defining infrastructure capabilities and orchestration
limitations to experimenters early in the onboarding phase. Questions regarding GPU support, persistent storage
semantics, and orchestration portability emerged repeatedly during the Open Call activities. This demonstrated
that heterogeneous edge infrastructures require highly explicit technical documentation and capability exposure
mechanisms.

Finally, the Open Call process demonstrated that the platform successfully provided infrastructure visibility,
service monitoring, and topology awareness capabilities for deployed workloads, highlighting the value of
operational observability even in heterogeneous edge environments.

3.2.2.3 Conclusions and Recommendations

The Open Call activities conducted on the KUL testbed provided valuable practical lessons regarding the
deployment of cloud-native services on heterogeneous edge infrastructures. Although the n-Edge and ECCM
framework successfully demonstrated monitoring, orchestration abstraction, and Al-assisted management
concepts, the experimentation process also revealed important operational limitations that should guide future
developments.

The following recommendations are derived from the Open Call experimentation experience:

e Ensure orchestration maturity and end-to-end deployment validation before exposing experimentation
platforms to external developers.

e Extend orchestration frameworks with accelerator-aware scheduling capabilities, including GPU
resource monitoring and placement optimization.

e Provide detailed onboarding documentation covering containerization practices, persistent storage
usage, deployment templates, and infrastructure capability limitations.

e Define and document persistent storage lifecycle semantics clearly, particularly regarding data
persistence after service or pod deletion.

e Provide reference deployment examples and validated container templates for external experimenters
to reduce onboarding complexity and improve portability across heterogeneous edge environments.

e Investigate distributed and hierarchical orchestration approaches capable of managing heterogeneous
edge infrastructures composed of constrained devices, servers, and cloud resources.
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3.3 Lessons Learned from the EUR Testbed

Following the structure of previous sections, Section 3.3 summarizes the main lessons learned from the EUR
testbed, covering the technological outcomes developed at the facility and the experience gained through Open
Calls. We highlight the key innovations, challenges, and reusability aspects, with emphasis on RIS integration
within an O-RAN-compliant environment and the support of programmable xApp-based experimentation, while
also reflecting on the practical lessons from exposing these capabilities to external experimenters.

3.3.1 Lessons Learned on Technological Innovations and Developed Bricks

The EUR testbed hosted one of the project’s “Bricks,” specifically focused on integrating Reconfigurable
Intelligent Surfaces (RIS) within an O-RAN compliant environment. This setup enables experimentation with
various RIS control algorithms. The RIS component, provided by CEA Leti, was integrated with the
OpenAirinterface (OAl) open-source software, which includes the 5G Core Network (CN), Distributed Unit (DU),
and Centralized Unit (CU). The Radio Unit (RU), in contrast, is a commercial product that supports FR2 frequency
bands. The EUR testbed also allows users to experiment with RIS control algorithms by uploading xApps through
the 6G-BRICKS platform.

3.3.1.1 Key Technical Outcomes

1) CEA RIS integration using O-RAN approach: The RIS E2 Service Model (RIS E2SM) is a key enabling

technology for the integration of CEA LETI RIS into the O-RAN ecosystem of 6G-BRICKS. It introduces a
standardized abstraction layer between RIS hardware and Near-RT RIC (i.e., OAIl FlexRIC) xApps through
the O-RAN E2 interface, enabling programmable and intelligent control of the wireless environment. The
RIS E2SM defines both monitoring and control functionalities. On the monitoring side, xApps can retrieve
RIS properties such as dimensions, number of elements, supported frequencies, available beams, and
RIS positioning information. In addition, the RIS E2SM provides channel-related metrics associated with
the cascaded RIS channel, including the RIS-gNB, RIS-UE, and direct gNB-UE propagation links. This
information allows the xApps to maintain a global view of the available RIS resources and dynamically
select the most suitable RIS according to the network conditions and experiment requirements.
On the control side, the RIS E2SM enables real-time RIS reconfiguration through E2 control messages
sent from the xApps to the RIS E2SM proxy. The control can be expressed either at a high level, using
beam steering angles in 2D or 3D space, or at a low level through detailed phase distributions for each
RIS element. The RIS E2SM proxy plays a central role by translating O-RAN control commands into
hardware-specific RIS configurations. It interfaces with the FlexRIC controller and the physical RIS
hardware, automatically converting beam directions into the appropriate phase distributions when
needed. By enabling programmable, software-driven, and Al-assisted control of RIS resources within the
O-RAN architecture, the RIS E2SM opens the door to advanced radio optimization techniques such as
dynamic beamforming, adaptive propagation shaping, interference mitigation, and energy-efficient
communications. As such, RIS E2SM represents a fundamental building block for future Al-native 5G and
6G networks.

2) xApp for experimenters: Another key capability provided by the EUR brick is the possibility to run
programmable RIS-assisted O-RAN experiments through xApps. Experimenters can leverage the RIS E2
Service Models (E2SMs) to develop RIS control xApps that are uploaded through the 6G-BRICKS portal.
Once deployed, the xApps are automatically connected to the FlexRIC controller, enabling seamless
exchange of E2 messages with the available E2 nodes, including the RIS and the O-RAN DU. This
architecture allows experimenters to dynamically monitor and control the radio environment in real time
through standardized O-RAN interfaces.

The RIS control xApps continuously monitor the RAN performance using the KPM Service Model provided
by the DU. The KPM SM exposes a rich set of Key Performance Indicators (KPls) that characterize the
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operational state and performance of the network, including throughput, latency, reliability, coverage,
and capacity metrics. More specifically, it provides User Equipment (UE) radio channel indicators such as
Signal-to-Noise Ratio (SNR), Reference Signal Received Power (RSRP), and Block Error Rate (BLER). RIS
control algorithms can exploit these measurements to dynamically compute and optimize the RIS
coefficients in order to improve network performance, for example by maximizing throughput,
enhancing coverage, or reducing interference. In Deliverable D3.2, we introduced an xApp blueprint
implementing this approach to control the CEA RIS through the RIS E2SM, demonstrating the feasibility
of Al-driven and programmable RIS optimization within the O-RAN framework.

3.3.1.2 Challenges, Limitations, and Lessons on Best Practices

There were many challenges that we addressed during the project:

1)

3)

An important challenge was the integration of CEA RIS with the commercial RU and UE on site. The CEA
RIS is an experimental, non-commercial platform that was initially tested and validated in a controlled
environment (i.e., an anechoic chamber). Its physical size limited the range of deployment configurations
that could be explored to fully demonstrate the RIS effectiveness. In addition, the commercial RU and
UEs already incorporate advanced beamforming capabilities, which mitigate the impact of Non-Line-of-
Sight (NLOS) conditions to some extent. Furthermore, the RIS was originally evaluated in an ideal
propagation environment without reflection, metallic objects, or multi-path effects, whereas the EUR
environment is closer to a realistic indoor scenario with walls and scatterers. As a result, the main
observed behavior was that RIS benefits were not immediately visible across all placements and had to
be exposed through careful on-site tuning and scenario selection. This behavior in such conditions was
consistent with prior studies, and had already been anticipated by CEA in previous publications on RIS
performance and deployment constraints [15]. As a result, several on-site integration sessions were
required to identify suitable scenarios and positions where RIS could provide measurable benefits.
Although these integration efforts were time-consuming, they ultimately enabled the identification of
optimal deployment configurations and allowed the RIS to be properly prepared for UC and Open Call
experimentation activities.

Another major challenge was the development of the RIS E2SM proxy responsible for translating O-RAN
E2 control commands into RIS-specific control instructions. The CEA RIS can only be configured through
a serial port interface using a proprietary CLI, which is not directly compatible with the standardized O-
RAN E2 interface. As a result, an additional intermediary component had to be introduced in the
architecture in the form of a dedicated laptop connected to the RIS hardware. This component acts as
an E2SM proxy, receiving E2 control messages from the Flex RIC and translating them into proprietary
RIS commands understandable by the RIS controller.

The implementation of this translation layer required significant development and integration effort. The
proxy had to support bidirectional communication between the O-RAN ecosystem and the RIS hardware
while ensuring real-time responsiveness and compatibility with the FlexRIC controller. In particular, the
proxy decodes RIS E2SM control messages, interprets high-level beam steering instructions or low-level
phase configurations, and converts them into the proprietary CLI commands supported by the CEA RIS.
This component, therefore plays a critical role in bridging standardized O-RAN programmability with
vendor-specific RIS hardware interfaces, enabling seamless RIS control through xApps and facilitating the
integration of programmable RIS technologies into the O-RAN experimentation framework.

Another important challenge was the development of the xApp blueprint for RIS control. The xApps are
intended to be developed by external experimenters who may not have detailed knowledge of the
underlying O-RAN platform, RIS hardware, or E2 Service Model implementation. Consequently, it was
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necessary to design a high-level abstraction layer that simplifies the interaction with both the RIS and
the E2SM interfaces. To address this requirement, a dedicated Python library was developed and
integrated into the experimentation framework. This library can be directly imported into xApps,
enabling experimenters to focus on RIS optimization algorithms and Al logic without dealing with low-
level communication protocols or hardware-specific details. Designing this abstraction layer represented
a significant engineering effort because it had to expose a comprehensive and flexible set of
functionalities while remaining simple to use for developers. The library abstracts RIS control operations,
including beam selection and phase configuration, as well as the management of E2 messages exchanged
with the Near-RT RIC. In parallel, it also provides access to RAN monitoring information collected through
the KPM Service Model, such as SNR, RSRP, BLER, throughput, and other network performance
indicators. The objective was therefore to provide a unified programming interface that combines RIS
programmability with real-time RAN observability. In addition, to simplify the deployment and execution
of xApps, an automated onboarding mechanism was implemented within the 6G-BRICKS Orchestrator.
Once an experimenter uploads an xApp through the 6G-BRICKS portal, the orchestrator automatically
generates and builds a Docker image of the xApp, deploys it, and connects it to the FlexRIC controller.
This automation considerably simplifies the onboarding process and enables experimenters to rapidly
deploy RIS-aware xApps without requiring expertise in containerization, orchestration, or O-RAN
integration procedures. As a result, the platform significantly lowers the barrier to experimentation and
accelerates the development of programmable and Al-driven RIS control applications within the O-RAN
ecosystem.

3.3.1.3 Broader Impact Dimensions, Reusability, Portability, Modularity

The integration of the RIS within an O-RAN architecture composed of OAl, commercial RU, and commercial UE
was successfully demonstrated at EUCNC 2024. This demonstration had a significant impact on the research
community, as it represented one of the first successful integrations of programmable RIS technology into a
realistic and operational O-RAN environment. Unlike controlled laboratory setups, the demonstration validated
the feasibility of RIS-assisted communications in a real deployment scenario, highlighting the potential of RIS to
enhance radio performance through programmable propagation control integrated with O-RAN intelligence.

e Reusable xApp and RIS proxy for RIS control: The proposed xApp provides a generic and reusable
framework for controlling the CEA RIS through standardized O-RAN interfaces and can be adopted by
future SNS JU projects, research infrastructures, and industrial testbeds requiring programmable and
cloud-native management of heterogeneous radio and edge-cloud resources. The practical portability of
this framework is already being leveraged by the Sunrise-6G project, which is extending the xApp to
support Joint Communication and Sensing (JCAS) using another commercial RIS platform. This
demonstrates the software's ability to be repurposed across distinct research initiatives and hardware
ecosystems without requiring a core redesign. Similarly, the RIS proxy features an architecture designed
for high asset reusability, as it can be seamlessly adapted to alternative RIS hardware by retaining the
standardized E2 communication layer and only updating the backend RIS control logic. This dual-
portability was validated during the project through the successful deployment of two distinct proxy
implementations: one for the RIS simulator and one for the physical CEA RIS.

e Modularity and Independent Deployability: The proposed xApp provides a generic and reusable
framework for controlling the CEA RIS through standardized O-RAN interfaces and can be adopted by
future SNS JU projects, research infrastructures, and industrial testbeds requiring programmable and
cloud-native management of heterogeneous radio and edge-cloud resources. In particular, the Sunrise-
6G project is already extending this xApp framework to support JCAS using another commercial RIS
platform. The xApp was designed according to modular and microservice-based principles, enabling
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flexible deployment through the 6G-BRICKS platform either as a pre-built Docker image or directly from
a GitHub repository. The deployment and integration process is fully automated through the EURECOM
orchestrator, which simplifies onboarding and accelerates experimentation.

e Contribution to Autonomous 6G Management: By leveraging the O-RAN architecture and Near-RT RIC
programmability, the RIS control xApp can operate autonomously without human intervention. This
capability strongly aligns with the SNS JU vision of Al-native, autonomous, and cognitive 6G
infrastructures, where intelligent software components dynamically optimize network behavior in real
time. The proposed framework therefore not only demonstrates the practical integration of RIS into O-
RAN systems but also establishes a foundation for future autonomous radio optimization and Al-driven
network control in 6G environments.

Table 4 summarizes the key lessons learned from the experimentations in the EUR testbed.

Table 4: Key Lessons Learned for EUR testbed technological outcomes

Enabler/ . - - .
Innovation Main Outcomes Key Challenges Reusability/Portability/Modularity
e E2SM specifically . Integrathn of e RIS proxy can IF>e adapted to other
. the RIS with RIS. In the project we have
designed to control . ;
RIS commercial RU developed one for RIS simulator
CEARIS e RIS proxy that and.UE and one for CEA RIS
. . . e Design of the E2
integration interfaces between RIS
using O-RAN CEA RIS and FlexRIC q p':O()j(yt
approach (O-RAN architecture) adapted to

translate E2

commands to

CEA RIS

configuration.

e Highly abstract e On-boardingand | e It can be used to any deployment
blueprint to control autonomous that support RIS proxy

deployment and
the RIS. No need to
xApp for connection to

. understand how to
experimenters . ; the EUR platform
communicate with

the RIS, only library
calls such as Socket

3.3.2 Lessons Learned from Open Calls

The EUR testbed supported six Open Call projects within the 6G-BRICKS framework, two from OC1 and four from
0C2, demonstrating the platform’s flexibility and openness for advanced 6G experimentation. In OC1, the EUR
testbed hosted the ORIX and TwinRAN projects. ORIX enhanced the 6G-BRICKS RIS simulator by incorporating
3GPP-compliant Indoor Factory (InF) scenarios and developing RIS phase-shift control xApps that implement
practical RIS optimization algorithms. These components were integrated and validated in the 6G-BRICKS
experimentation layer, significantly strengthening the platform’s RIS experimentation capabilities. TwinRAN has
developed a Digital Twin-as-a-Service (DTaaS) platform for O-RAN, enabling high-fidelity simulation and
emulation of large-scale O-RAN deployments. The project leverages Kubernetes, OAl, and Al-driven optimization
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modules to simulate scenarios involving multiple gNBs and UEs. Through integration with the EUR testbed,
TwinRAN offers researchers a realistic and scalable environment for experimentation.

For OC2, the EUR testbed hosted four additional projects, each targeting different verticals and advanced 6G use
cases. The CollabXR project focused on real-time collaborative XR training by integrating virtual reality, haptic
feedback, and advanced wireless communications within the 6G-BRICKS framework. Its medical training use case
leveraged the EUR testbed’s low-latency FR2 capabilities. The PEDESTRIAN project addressed intelligent
transportation and road safety by incorporating Al-based transformer models and distributed edge computing
into the EUR orchestration platform. It also introduced mobility-aware migration of federated learning services
across emulated edge sites. The DIGIT project developed a three-layer testing and validation framework to
evaluate the EUR testbed’s performance using a Digital Twinning Frequency (DTF) metric, accessible via TMF628-
compliant APIs. This framework validated the testbed’s synchronization and low-latency capabilities by
correlating timestamps between physical user equipment and their virtual twins. Finally, the Follow Me
Connectivity (FMC) project demonstrated seamless XR connectivity using RIS-assisted FR2 communications and
5G NR mmWave technologies. In an augmented reality industrial scenario, RIS was used to extend connectivity
coverage and provide real-time visualization of network metrics, such as latency, jitter, and throughput, directly
within the XR headset. Together, these projects demonstrate the versatility of the EUR testbed in enabling
advanced research on RIS, O-RAN, XR, Al, digital twins, edge computing, and autonomous 6G services.

3.3.2.1 Onboarding and External Developer Support

Successful onboarding for external projects required both administrative preparation and technical mentorship.
With the exception of CollabXR and FMC - which required on-site access - most OC projects utilized the
Experimenter Portal to remotely access the EUR facility and conduct their experiments. The portal enables users
to run experiments on the EUR facility by deploying the RAN and CN, generating traffic, and managing all
processes through a graphical user interface (GUI). For each experiment, three data collectors are created: one
for the RAN (xApp KPM), one for the CN (NWDAF agent), and one for edge computing. All collected data is sent
to a central Broker, from which experimenters can retrieve their results. The Experimenter Portal also provides
access to a Grafana dashboard for data visualization. In contrast, we organized on-site experiments for CollabXR
and FMC, which required a RIS and FR2 setup. Each project involved three days of experimentation, supported
by a dedicated EUR staff member.

EUR has extensive experience in hosting trials and experiments, as its facility participates in numerous SNS D and
experimentation projects (including ESFRI Slices, 5G-Drones, ImagineB5G, and 6G-Versus). Through these
projects, several trials have been conducted in collaboration with various vertical industries. However, there are
still important lessons to be learned.

First, the limited knowledge of some experimenters presents a significant challenge, placing a considerable
support burden on the EUR team. There is always a learning curve, which often requires one or two EUR team
members to assist, even during remote experiments. To address this, we may need to improve our training
materials before granting access to the facility. Second, in-person experimentation is far more effective. Direct
interaction allows us to better understand the experimenters’ intentions and resolve issues more quickly. For
this reason, we recommend that most of the all Open Call participants to conduct their experiments on-site
rather than remotely.

3.3.2.2 Remote Access, Hardware and Software Integration Challenges and Lessons Learned

As previously mentioned, the EUR testbed has extensive experience hosting trials for third-tier experimenters.
Most common challenges related to remote access have been addressed by providing a well-defined API for
remote facility access. The main remaining challenge involved sharing the facility, as we had to manage four
projects in parallel during OC2.
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All remote experiments proceeded smoothly, thanks to comprehensive documentation prepared in advance and
a dedicated training session for experimenters. For the two projects conducted on-site, the primary challenge
was preparing their devices (XR and laptops) to access the facility and connect to the RAN. We allocated an entire
day to ensure all devices were properly connected and ready for use, which allowed us to run the experiments
smoothly.

3.3.2.3 Conclusions and Recommendations

In conclusion, the execution of the OC produced highly successful results. Many of the OC outputs are promising
and will be shared through scientific publications. At the time of writing, the outcome of the ORIX project has
been accepted for publication in the prestigious IEEE Wireless Communications Magazine.
The following lessons were learned to improve the OC execution process:
e Enhance the training materials for using the facility to shorten the learning period and reduce the
workload on the EUR team.
e Prioritize on-site experimentation for project validation. Remote access should be allowed only for
testing purposes, while all validations should take place on site.
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4 Lessons Learned from Vertical Use Case Execution

This section summarizes the main lessons learned from the execution of the 6G-BRICKS vertical use cases across
the KUL and EUR facilities. It focuses on the practical experience gained during integration, deployment, and
operation, highlighting both the technical and application-level insights that we derived from real
experimentation, including performance gains, bottlenecks, trade-offs, and challenges that are relevant for
future 6G validation of verticals in reusable experimentation infrastructures.

4.1 KUL Vertical Use Cases Lessons Learned

4.1.1  Technical Integration Lessons

The integration activities performed within the KUL vertical use cases provided valuable insights into the
challenges associated with deploying immersive telepresence and XR-enabled collaborative services over
distributed 6G experimentation infrastructures. In particular, the Proof-of-Concept (PoC) focused on the
integration of real-time holographic communications into a professional virtual production workflow, combining
volumetric capture, distributed rendering, immersive interaction, and low-latency communications.

The experimentation activities demonstrated that immersive media applications require the coordinated
operation of heterogeneous software and hardware components, including RGBD capture devices, point-cloud
processing frameworks, XR headsets, distributed rendering applications, networking infrastructures, and virtual
production engines. The integration process highlighted both the feasibility of combining these technologies into
a unified immersive experience and the practical limitations that still affect current XR and holographic
communication deployments.

The lessons learned are organized into two main categories. First, the deployment challenges associated with
the orchestration and operation of distributed application components are discussed. Second, the
interoperability issues and software/hardware limitations identified during the experimentation campaign are
presented.

4.1.1.1 Deployment Challenges of Application Components

One of the main integration challenges identified during the experimentation activities was the deployment and
synchronization of distributed immersive application components originating from different software stacks and
technology providers. The immersive communication framework used in the demonstrations was based on the
Holomit framework developed by i2CAT, which was integrated by BRAINSTORM into two dedicated applications,
namely the 6GBricks Client and the 6GBricks Streamer.

The 6GBricks Client application was executed by each remote participant joining the immersive session. Each
client could optionally connect to an RGBD camera to capture synchronized RGB and depth information from the
user. The experimentation setup employed Orbbec RGBD cameras operating in a frontal single-camera
configuration. Although the framework supports multi-camera volumetric capture, the demonstrations were
intentionally simplified to single-camera deployments due to physical space constraints and deployment
complexity considerations.

The capture pipeline processed RGB and depth images locally and reconstructed a point-cloud representation of
the participant. Instead of transmitting heavy volumetric geometry through the network, the framework
exchanged RGB and depth information and reconstructed the point cloud at the receiver side. This distributed
processing strategy reduced transmission overhead and enabled more flexible rendering configurations across
remote clients.
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A significant deployment lesson learned concerned the importance of maintaining a modular separation
between capture, transmission, reconstruction, and rendering stages. The decoupling of these functional blocks
facilitated the integration of heterogeneous components and simplified the interaction between the immersive
communication framework and the virtual production environment.

From the broadcast production perspective, InfinitySet acted as the main composition and rendering engine
responsible for generating the final output viewed by the audience. InfinitySet captured the local presenter,
removed the background, and composited the presenter within a virtual scenario. The rendering of remote
immersive participants was delegated to the 6GBricks Streamer application through an external rendering
synchronization mechanism. InfinitySet continuously updated the external application with the active camera
parameters, while the 6GBricks Streamer synchronized its virtual camera, rendered only the immersive
participants, and returned the resulting images with transparent background for final composition.

This rendering delegation approach demonstrated the feasibility of integrating immersive holographic
communications into existing professional virtual production pipelines without requiring direct modifications to
the rendering engine itself. However, the deployment process revealed that maintaining temporal
synchronization between external rendering applications and broadcast rendering systems is highly sensitive to
latency fluctuations and rendering delays.

The experimentation campaign also demonstrated that immersive telepresence applications are highly sensitive
to networking conditions and communication stability. Multiple deployment scenarios were evaluated, including
LAN deployments, Internet-based communications, WiFi connectivity, wired Ethernet connections, edge
deployments, and executions over the experimental 6G radio infrastructure. The results showed that wired and
LAN-based configurations provided highly stable bandwidth and low-latency conditions, enabling smoother
point-cloud synchronization and rendering consistency. Meanwhile, the executions over the experimental 6G
infrastructure highlighted the challenges inherent to early-stage experimental radio platforms, particularly when
supporting demanding real-time volumetric communication workloads as well as live streaming to the audience.
Variations in available throughput and latency occasionally impacted the continuity and responsiveness of the
immersive experience, providing valuable insights into the networking requirements of future large-scale
immersive communication services.

Another relevant deployment challenge concerned the operational integration of Meta Quest 3 devices used for
immersive interaction. The XR headsets allowed remote users to interact with virtual Formula 1 components
integrated within the virtual environment, improving immersion and audience engagement. Nevertheless, the
experiments showed that XR rendering significantly increased GPU processing requirements on the host PCs. In
addition, battery limitations forced long-duration demonstrations to rely on tethered wired connections, which
constrained user mobility and reduced operational flexibility during the demonstrations.

Overall, the deployment activities demonstrated that immersive holographic applications require careful
orchestration of rendering pipelines, networking resources, XR devices, and synchronization mechanisms in
order to maintain a stable and realistic immersive experience.

4.1.1.2 Interoperability and Limitations of Software/Hardware

The experimentation activities also revealed several interoperability challenges and hardware/software
limitations associated with current immersive communication technologies and distributed XR systems.

A first interoperability lesson learned concerned the integration of independent software ecosystems within a
unified immersive pipeline. The demonstrations required the interaction of the Holomit immersive
communication framework, BRAINSTORM'’s InfinitySet virtual production platform, external rendering
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applications, XR visualization systems, and distributed networking infrastructures. Achieving interoperability
between these components required the implementation of custom synchronization and rendering coordination
mechanisms, particularly for camera synchronization and transparent background composition between
InfinitySet and the 6GBricks Streamer application.

The experiments highlighted that immersive communication systems currently rely heavily on custom
integration layers and ad-hoc interoperability solutions due to the limited standardization of real-time volumetric
communication workflows. In particular, the synchronization of external rendering engines with professional
virtual production systems introduced additional complexity in camera alignment, rendering timing, and frame
consistency management.

The use of RGBD-based point-cloud reconstruction also introduced practical limitations associated with current
capture hardware. Since the demonstrations relied on single frontal RGBD cameras, the resulting volumetric
reconstruction quality was constrained by the available capture angle and occlusion handling capabilities.
Although multi-camera configurations could improve reconstruction fidelity, such deployments would
significantly increase calibration complexity, synchronization requirements, processing overhead, and physical
deployment constraints.

Another important limitation identified during the experimentation campaign was the high dependency of
immersive volumetric applications on network throughput and latency stability. While LAN and wired
deployments provided satisfactory results, wireless and experimental radio deployments introduced variations
in latency and available bandwidth that directly impacted rendering smoothness and temporal consistency. This
behavior confirmed that immersive volumetric telepresence services remain highly sensitive to communication
instability, particularly when real-time synchronization between distributed rendering components is required.

The experiments also revealed hardware limitations associated with XR-enabled immersive services. In
particular, the use of Quest 3 devices increased GPU rendering requirements considerably compared to non-
immersive configurations. Rendering immersive XR scenes while simultaneously processing point-cloud
reconstruction and virtual production composition imposed high computational loads on the host systems.

Furthermore, battery duration limitations in XR devices reduced the feasibility of long-duration untethered
demonstrations, forcing the use of wired operation modes that negatively impacted mobility and ergonomics.

UDP/RTP HEVC live streaming to the audience, using Meta Quest 3, together with KPI collection required the
development of a specific application as usual SDKs were not supporting this. Nevertheless, this App using
directly hardware resources of the XR headset showed stability and moderate power consumption including with
4K video decoding.

Finally, the experimentation campaign demonstrated that current immersive communication pipelines still
require substantial computational and networking resources to achieve stable operation. Although the overall
PoC validated the feasibility of combining holographic communications, XR interaction, and virtual production
systems within a 6G-enabled environment, the observed limitations indicate that future 6G infrastructures will
require significantly improved bandwidth, latency stability, edge computing integration, and standardized
interoperability mechanisms to support scalable immersive telepresence services.

4.1.2 Deployment Lessons

The deployment and execution activities carried out during the KUL vertical use case experimentation campaign
provided important practical insights regarding the operation of distributed immersive communication services
over experimental 6G infrastructures. While the PoC successfully demonstrated the feasibility of integrating
holographic telepresence, XR interaction, and virtual production technologies within a unified environment, the
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deployment process revealed several operational challenges associated with system orchestration, real-time
synchronization, software stability, and resource management.

The experimentation activities highlighted that immersive telepresence systems require the coordinated
initialization and monitoring of multiple heterogeneous components, including networking services, volumetric
communication frameworks, XR rendering applications, RGBD capture devices, tracking systems, and virtual
production engines. The lessons learned demonstrated that, beyond the networking infrastructure itself, the
operational complexity of immersive XR systems constitutes a significant challenge for future large-scale
deployments.

The following sections summarize the main lessons learned regarding testbed configuration, operational setup,
real-time monitoring, and troubleshooting activities during the execution of the trials.

4.1.2.1 Testbed Configuration Challenges

One of the main deployment challenges identified during the experimentation campaign was the complexity
associated with configuring and orchestrating the large number of distributed software and hardware
components required for the immersive experience.

The initialization process required several independent subsystems to be operational before the immersive
session could start successfully. One of the first mandatory components was the Holomit server, which was
deployed as a Docker-based service. Before launching the immersive applications, the experimentation team had
to verify that the server container was correctly initialized and that all communication services were functioning
properly.

Simultaneously, the virtual production environment based on InfinitySet also required extensive preparation and
validation. The production setup involved verifying the correct operation of the studio camera used to capture
the presenter, ensuring proper presenter positioning within the studio space, and validating the operation of the
tracking system used to synchronize the virtual camera movement. The tracking functionality relied on an iPad-
based tracking device, which required a complete reinitialization procedure each time the system was restarted.
In practice, the application had to be manually closed and relaunched before each session, after which the
tracking origin point had to be recalibrated to restore proper camera synchronization.

The deployment of remote immersive users introduced additional operational complexity. Due to a software
issue detected during the experimentation phase, the first immersive user had to be launched directly from the
Unity Editor environment before additional participants could join the session. This workaround imposed a strict
startup order for the immersive clients and required additional validation steps before each demonstration.

The XR setup process itself also involved several manual configuration stages. Before launching the immersive
application, the RGBD cameras had to be connected and verified, while the Meta Quest 3 devices required the
activation of the Meta Link connection mode to establish proper communication with the host PCs. If the VR
connection was not correctly initialized before launching the client application, immersive rendering
functionality became unavailable. Once the XR connection was established, users had to manually authenticate
against the Holomit server, select the appropriate RGBD capture device, and calibrate their initial position within
the virtual environment before joining the immersive session.

Another important lesson learned concerned the high dependency on manual network configuration
procedures. Each immersive client required the manual assignment of server IP addresses and communication
ports depending on the deployment scenario. Different configurations were required for local deployments and
Internet-based executions, increasing operational complexity and introducing additional opportunities for
configuration errors during the demonstrations.
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The experiments also demonstrated that immersive XR deployments remain computationally demanding.
InfinitySet and the 6GBricks Streamer application were executed on high-end workstations and operated reliably
during the demonstrations. However, the immersive clients were executed on portable laptops with more
limited computational resources. Although the laptops were sufficiently powerful to support the
demonstrations, the reduced hardware margins occasionally resulted in performance degradation and rendering
slowdowns during demanding XR sessions.

Finally, the experimentation activities highlighted the importance of adapting immersive applications to the
limitations of experimental networking infrastructures. During the execution of the PoC outside ideal laboratory
conditions, the available throughput of the experimental radio infrastructure imposed practical limitations on
the amount of data that could be transmitted in real time. As a consequence, the experimentation team was
forced to reduce the amount of transmitted volumetric information in order to maintain acceptable application
responsiveness and rendering continuity. This lesson emphasized the importance of adaptive data transmission
and scalable volumetric streaming techniques for future immersive 6G applications.

4.1.2.2 Real-time Monitoring and Troubleshooting during Trials

The execution of the immersive telepresence demonstrations required continuous real-time monitoring and
troubleshooting activities to maintain system stability throughout the experimentation sessions.

One of the main operational lessons learned was that immersive XR systems remain highly sensitive to transient
software failures and synchronization inconsistencies. During the trials, occasional application crashes and
temporary freezes were observed on some immersive clients. In several situations, the client application became
unresponsive and required a complete restart before the user could reconnect to the session. Although these
incidents were manageable during the demonstrations, they highlighted the importance of improving fault
tolerance and recovery mechanisms in distributed immersive communication systems.

The experimentation campaign also revealed that network instability could directly affect the continuity of
immersive sessions. Temporary communication interruptions occasionally resulted in connection losses between
remote participants and the Holomit server. When these situations occurred, users had to reconnect manually
to restore the immersive session. In addition, intermittent frame losses and rendering discontinuities were
occasionally observed during periods of fluctuating network conditions, particularly when operating over
wireless or experimental radio deployments.

Another important lesson learned concerned the operational complexity of coordinating multiple heterogeneous
real-time systems simultaneously. The immersive demonstrations relied on the synchronized operation of XR
rendering engines, RGBD capture pipelines, virtual production systems, networking services, tracking systems,
and external rendering applications. As a result, troubleshooting activities often required identifying whether a
given issue originated from networking instability, rendering synchronization, tracking initialization, XR device
connectivity, or RGBD capture failures.

The use of XR devices also introduced practical operational constraints during prolonged experimentation
sessions. Since the Meta Quest 3 devices relied on wired operation during long-duration demonstrations due to
battery limitations, maintaining stable cable connections became an additional operational concern during the
trials. Furthermore, the additional GPU load introduced by immersive XR rendering occasionally amplified
performance instability on less powerful client devices.

The experimentation activities ultimately demonstrated that immersive telepresence services require
continuous monitoring of networking conditions, rendering synchronization, XR device connectivity, and
distributed application states in order to maintain stable operation. The lessons learned from the
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troubleshooting process highlighted the need for more automated orchestration, fault recovery, adaptive
streaming, and monitoring mechanisms in future 6G-enabled immersive communication platforms.

4.1.3 Use-Case Specific Insights (technological barriers overcome, application performance
improvements | Challenges, Trade-offs, Limitations)

The execution of the UC1 PoCs provided practical insights into the behavior of immersive communication
applications under realistic operational conditions. Beyond validating the functionality of the individual
technological components, the experimentation campaign allowed the consortium to evaluate how distributed
XR services behave when combining real-time volumetric communications, virtual production workflows,
immersive visualization devices, and experimental networking infrastructures within a single end-to-end system.

The experimentation process highlighted several important aspects regarding application responsiveness,
rendering synchronization, scalability, operational flexibility, and end-user immersion. In particular, the
demonstrations revealed that immersive telepresence applications are characterized by strong
interdependencies between communication performance, rendering pipelines, GPU availability, XR device
capabilities, and synchronization mechanisms. As a result, limitations affecting one subsystem could rapidly
propagate across the entire immersive experience.

At the same time, the PoCs demonstrated that distributed holographic communication services can already
provide meaningful immersive experiences using current XR technologies and modular software architectures.
The lessons learned obtained during the experimentation campaign therefore provide valuable guidance
regarding the technological barriers already overcome, the remaining limitations of current immersive systems,
and the architectural directions required for future scalable 6G-enabled immersive communication platforms.
Furthermore, the delivery to the audience architecture enables a low latency immersive video delivery through
6G, using standardized protocols and video formats, providing interoperability with existing delivery systems.

4.1.3.1 UC1 - PoC 1 Holoconferencing: Telepresence in a Broadcasting environment and UC1 - PoC 2:
Multiuser Team Building Activities Lessons Learned

One of the most important technological achievements demonstrated during the experimentation campaign was
the successful integration of immersive holographic communications into a professional virtual production
workflow. The PoCs validated that remote users represented as real-time point-cloud reconstructions could be
integrated into broadcast-oriented virtual environments while maintaining immersive interaction capabilities for
XR participants. This demonstrated the feasibility of combining XR communication services and professional
media production pipelines within a common distributed architecture.

A major lesson learned concerned the benefits of adopting modular and distributed rendering approaches. The
separation between capture, transmission, point-cloud reconstruction, immersive rendering, final broadcast
composition, and delivery to the audience significantly simplified the interoperability between heterogeneous
systems developed by different project partners. In particular, the delegation of immersive participant rendering
to the 6GBricks Streamer application allowed InfinitySet to preserve its standard virtual production workflow
while integrating externally rendered holographic users through transparent composition techniques. This
approach demonstrated that immersive communication services can be integrated into existing professional
production environments without requiring substantial modifications to established broadcast rendering
engines.
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The experimentation activities also confirmed the importance of distributed processing strategies for immersive
communication systems. Instead of transmitting fully reconstructed volumetric geometry through the network,
the framework exchanged RGB and depth information and reconstructed the point cloud at the receiver side.
This approach reduced transmission overhead while enabling more flexible rendering and synchronization
strategies across distributed clients. The experiments showed that this architecture represents a practical
compromise between volumetric fidelity, computational complexity, and network resource consumption. The
Distribution Engine for the delivery to the audience had its own processing strategy, having no impact on the
other elements of the architecture.

Another relevant insight obtained during the trials concerned the strong dependency of immersive telepresence
services on communication stability and end-to-end latency consistency. The experiments demonstrated that
immersive volumetric applications as well as content distribution remain highly sensitive to fluctuations in
available throughput, latency, and jitter. Even moderate communication instability could affect point-cloud
continuity, rendering smoothness, and temporal synchronization between immersive participants and the virtual
production environment. These observations confirmed that future immersive communication services will
require highly stable low-latency networking infrastructures combined with adaptive streaming and
synchronization mechanisms.

The experimentation campaign also highlighted several trade-offs between visual quality, computational
complexity, networking requirements, and operational flexibility. Higher point-cloud quality and increased
rendering fidelity improved immersion and user perception, but also increased GPU processing requirements
and network bandwidth consumption. Similarly, the use of XR headsets significantly enhanced spatial interaction
and user engagement during collaborative activities, but introduced additional computational overhead,
operational complexity, and ergonomic limitations associated with battery duration and tethered operation
modes.

The PoCs further demonstrated that rendering synchronization between multiple distributed real-time systems
remains one of the most delicate aspects of immersive communication deployments. The interaction between
XR rendering engines, RGBD capture pipelines, external rendering applications, tracking systems, and virtual
production platforms required continuous synchronization of camera parameters, rendering states, and
participant positioning. The experimentation activities showed that maintaining temporal consistency across
these distributed systems becomes increasingly challenging under fluctuating networking conditions or limited
computational resources.

Another important lesson learned concerned scalability limitations in current immersive communication
systems. Although the PoCs successfully validated multiuser immersive collaboration scenarios, the experiments
also revealed that increasing the number of simultaneous immersive users directly impacts GPU utilization,
rendering complexity, and network resource consumption. This highlighted the need for more scalable rendering
architectures, adaptive level-of-detail techniques, and more efficient volumetric communication strategies for
future large-scale deployments.

The experimentation activities additionally revealed several practical limitations associated with current XR
hardware and immersive capture technologies. The use of single frontal RGBD cameras simplified deployment
and calibration procedures, but constrained volumetric reconstruction fidelity and limited full-body capture
capabilities. Multi-camera configurations could improve reconstruction quality, but would significantly increase
synchronization complexity, processing overhead, and deployment requirements. Similarly, current XR headsets
still impose operational limitations related to battery duration, wired connectivity requirements for high-
performance rendering, and increased hardware demands on host systems.

Overall, the experimentation campaign demonstrated that immersive telepresence and collaborative XR
applications represent highly promising use cases for future 6G infrastructures, particularly in media production,
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remote collaboration, training, and distributed immersive experiences. At the same time, the lessons learned
highlighted that future large-scale deployments will require substantial advances in networking stability, edge
computing integration, rendering scalability, interoperability standardization, adaptive streaming mechanisms,
and XR hardware efficiency in order to support truly seamless immersive communication services.

4.2 EUR Vertical Use Cases Lessons Learned

4.2.1 Technical Integration Lessons
4.2.1.1 Deployment Challenges of Application Components

UC2-PoC1 (Autonomous Robots in Industry 4.0)

Deploying the full UC2-PoC1 application stack, spanning the ROS 2 navigation pipeline on the TurtleBot, the TCP
mission dispatcher on the Control Server, the OAl 5G core and RAN components, and the FLEXRIC-hosted RIS
Control xApp, exposed a set of deployment challenges whose resolution yielded lessons for future vertically
integrated 6G use cases.

The most structurally significant challenge was the dependency between application components. The ROS 2
navigation stack could not operate meaningfully until the 6G data plane was established. The data plane could
not be established until the OAIl core network was running and the UE had successfully registered. UE
registration, in turn, depended on stable fronthaul timing between the RU and the DU. This sequential
dependency meant that a failure at any layer cascaded into application-level symptoms that were initially difficult
to attribute to their root cause. Resolving this required the development of a layer-by-layer protocol with explicit
validation steps at each stage before proceeding to the next.

A secondary deployment challenge concerned the co-existence of multiple software environments on the edge
server. The OAl components, the FLEXRIC RIC, and the mission dispatcher each had specific runtime
dependencies that occasionally conflicted. Containerising each component independently, with explicit inter-
container communication interfaces, resolved most of these conflicts and is recommended as standard practice
for future deployments of similarly heterogeneous software stacks.

The technological components developed and validated within UC2-PoC1 are designed with reusability and
modularity as explicit goals, in alignment with the broader 6G-BRICKS objective of producing transferable
infrastructure and methodology assets for the SNS-JU ecosystem.

e Reusability: The TCP-ROS communication bridge and the associated command parser represent a self-
contained integration layer that can be reused by any future PoC or external project employing a ROS 2-
based robotic platform alongside a non-ROS mission dispatcher. Similarly, the KPI and KVI measurement
methodology developed for this PoC, including the log extraction pipeline for ROS 2 metrics and the
guestionnaire instruments for stakeholder perception assessment, constitutes a reusable evaluation
framework applicable to a wide range of robotic use cases beyond the specific transport task evaluated
here.

e Portability: The O-RAN stack deployed in this testbed (OAI DU, CU, and CN, combined with the LiteON
RU) is hardware-agnostic at the software level, and the xApp deployment mechanism through the 6G-
BRICKS Experimentation Layer is designed to be portable across FLEXRIC-compatible RIC deployments.
This means that the RIS Control xApp developed for the EUR testbed could, in principle, be deployed in
other testbeds within the 6G-BRICKS federation without fundamental re-engineering, provided that a
compatible E2 proxy layer is available for the target RIS hardware.
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e Modularity: The system architecture deliberately separates the robotic application layer, the RAN
control plane, and the RIS subsystem into independently operable modules. This modularity has practical
value for the SNS-JU ecosystem: the RIS integration brick can be evaluated and evolved independently
of the robotic use case, while the robotic platform can be connected to alternative radio access
technologies without changes to the ROS 2 stack. This clean separation of concerns reduces the
integration risk for future Open Call participants who wish to contribute to only one layer of the system
and lowers the barrier to technology transfer beyond the 6G-BRICKS project.

From a societal impact perspective, the demonstrated capability of RIS-assisted 6G connectivity to enable reliable
autonomous robot operation in NLOS industrial environments directly addresses a recognised bottleneck in
smart factory deployment: the inability of conventional wireless technologies to provide consistent coverage
across the complex radio environments of real production floors. By providing an open, reproducible evidence
base for this capability, UC2-PoC1 contributes to accelerating the informed adoption of 6G technology in
European industrial settings.

UC2-PoC2 (AR inspection of Industry 4.0 digital twin on site)

A deployment challenge that was faced by this PoC was to ensure that the AR system used called ARTEMIS should
operate in a standalone mode within EUR. A connection to an external source (e.g. internet) would skew the
results and not be representative of the communications system deployed in EUR. This was solved by locally
installing all third-party services (e..g the turnserver for webrtc). Preparation of this PoC was carried out using
commercial 5G where the issue was not evident.

4.2.1.2 Interoperability and Limitations of Software/Hardware

UC2-PoC1 (Autonomous Robots in Industry 4.0)

The UC2-PoC1 system brought together hardware and software components from multiple vendors and open-
source projects (LiteON RU, OAIl stack, Quectel modem, CEA RIS, FLEXRIC, ROS 2, Raspberry Pi) and the
interoperability challenges encountered reflect the current state of maturity of cross-vendor O-RAN integration.

The most significant interoperability gap was between the LiteON RU and the OAIl DU at the Open Fronthaul
interface. While both components nominally conform to the O-RAN Alliance Open Fronthaul specifications,
practical conformance was partial, and achieving stable operation required configuration adjustments on both
sides that were not documented in either component's standard documentation. This experience is consistent
with findings reported by other O-RAN integration projects and confirms that Open Fronthaul interoperability,
despite significant standardisation progress, still requires hands-on bilateral tuning.

A hardware limitation with direct implications for the application layer was the on-board computational capacity
of the Raspberry Pi. While adequate for local Nav2 execution in the task configurations evaluated, the Raspberry
Pi showed signs of CPU saturation during simultaneous high-frequency LiDAR scanning, SLAM processing, and 6G
modem management, manifesting as occasional navigation command latency spikes that were distinguishable
from network-induced delays only through careful log correlation. Migrating to a more capable on-board
compute platform would address this bottleneck in future iterations.

The Quectel modem's integration via USB-C, while physically straightforward, placed the data path through the
Raspberry Pi's USB controller, introducing a host-side latency component in addition to the over-the-air
component. For the latency ranges targeted in this PoC, this was not a critical limitation, but it would need to be
addressed in use cases targeting the sub-millisecond latency regime envisaged for future 6G robotic applications.
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UC2-PoC2 (AR inspection of Industry 4.0 digital twin on site)

A primary limitation and constraint was that the field and the expert office were in the same physical space in
terms of demonstrating the connectivity between the two sites and ensuring the digital twin was showcased
correctly. We had to ensure that the physical separation of the two sites was visually evident in the experiments.
It was interesting to note how the CEA RIS allowed for better connection and improved latency ensuring the
maximum bandwidth could be achieved.

4.2.2 Deployment Lessons
4.2.2.1 Testbed Configuration Challenges

UC2-PoC1 (Autonomous Robots in Industry 4.0)

The physical and logical configuration of the EUR testbed for UC2-PoC1 presented several practical challenges
that informed both the trial execution strategy and the recommendations for future deployments.

The spatial layout of the testbed required careful iteration. The RU placement needed to simultaneously support
LOS coverage for the baseline trials and a meaningful NLOS geometry when obstructions were introduced, while
also remaining within the cabling constraints imposed by the fronthaul connection to the DU. Satisfying these
constraints required multiple repositioning cycles accompanied by signal quality measurements, a process that
consumed a substantial portion of the pre-trial setup time. A dedicated radio planning phase would significantly
reduce this setup overhead for future campaigns.

The robot's initial pose calibration between trial runs was a recurring operational challenge. Manual
repositioning of the TurtleBot introduced variability in the robot's starting pose relative to the SLAM map, which
in turn produced variability in the planned navigation path and execution time that partially obscured network-
induced performance differences. Implementing a standardised pose initialisation routine, for instance, using a
physical docking station or a fiducial marker aligned with the SLAM map, would improve inter-run repeatability
and simplify the attribution of performance variance to specific causal factors.

Network configuration management across the multi-component stack also presented challenges. IP address
assignments, RAN slice configurations, and E2 node registrations needed to be consistent across all components
at startup, and configuration drift between sessions occasionally required full reconfiguration of the stack before
trials could resume. Version-controlling all configuration files and implementing a configuration validation script
that checks inter-component consistency at startup is strongly recommended for ongoing testbed operations.

UC2-PoC2 (AR inspection of Industry 4.0 digital twin on site)

There were two rounds of testing which allowed for us to demonstrate the improvements between the two
sessions due to the improved network configurations. In the first round of testing, it was noticed that the high
latency, although it was improved by locally hosting third-party services, there was still room for improvement
to meet the KPIs.

4.2.2.2 Real-time Monitoring and Troubleshooting during Trials
UC2-PoC1 (Autonomous Robots in Industry 4.0)

The multi-layer nature of the UC2-PoCl system made real-time monitoring during trial execution both
particularly valuable and particularly challenging to implement effectively.

In the absence of an integrated cross-layer monitoring tool, the trial team relied on a combination of separate
monitoring streams: FLEXRIC KPM dashboards for network-layer metrics, ROS 2 topic echo and rqgt tools for
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application-layer observation, and standard system monitoring utilities for edge server resource usage. While
each stream individually provided useful information, correlating events across streams in real time, for example,
identifying whether a navigation anomaly observed in rqt was coincident with a connectivity event visible in the
KPM dashboard, required manual timestamp cross-referencing that was impractical to perform with sufficient
speed during live trials. This limitation had a direct operational consequence: several trial runs that could
potentially have been salvaged through timely intervention were instead terminated and discarded once the
anomaly was identified in post-hoc log analysis. Developing a lightweight, unified monitoring dashboard that
ingests events from both the ROS 2 and network-layer monitoring pipelines and displays them on a common
time axis would substantially improve the real-time observability of the system and enable more informed trial
management decisions during execution.

Additionally, the physical distance between the trial operator's monitoring station and the robot's operational
zone made it difficult to observe robot behaviour visually while simultaneously watching the monitoring screens.
Deploying a fixed overhead camera with a live feed displayed alongside the monitoring dashboard would close
this observation gap and is a low-cost improvement that would benefit all future trials in the testbed.

UC2-PoC2 (AR inspection of Industry 4.0 digital twin on site)

In the first round of testing, there was an initial investigation to understand the value of the latency which could
only be done by the metrics measuring that was developed prior moving to the testbed. Remote testing without
physically being next to the testbed is not possible. The range of metrics which we would gather was unknown
and thus mitigation strategies had to be researched on the spot. A second round of testing with improved
network performance validated the PoC successfully.

4.2.3 Use-Case Specific Insights (technological barriers overcome, application performance
improvements | Challenges, Trade-offs, Limitations)

4.2.3.1 UC2 - PoC 1: Autonomous Robots in Industry 4.0 Lessons Learned

Technological Barriers Overcome

UC2-PoC1 addressed and overcame several technological barriers that had previously limited the practical
applicability of 6G-connected autonomous robotics in industrial environments.

The most substantive barrier was the absence of empirical evidence for RIS-assisted 6G connectivity as a viable
communication substrate for ROS 2-based autonomous navigation in NLOS factory conditions. The PoC produced
this evidence directly: under RIS-active NLOS conditions, the system sustained latency and reliability
performance comparable to LOS operation, and mission execution efficiency remained above the defined 95%
success rate threshold. This result is not self-evident, as it required the RIS panel, the FLEXRIC xApp, the OAI RAN
stack, and the ROS 2 navigation pipeline to interact correctly under real wireless channel conditions. A second
barrier concerned the integration of O-RAN programmability, specifically, xApp-driven network control, with the
operational requirements of a real-time robotic application. The successful deployment and operation of the RIS
Control xApp through the standard 6G-BRICKS Experimentation Layer workflow demonstrates that O-RAN's
programmability model is sufficiently mature to support application-aware network management in a vertically
integrated industrial use case. This constitutes a meaningful step beyond purely network-centric xApp
demonstrations.

Application Performance Improvements

The measurable performance improvements attributable to the 6G and RIS infrastructure can be summarised
across the three KPI dimensions. In terms of communication latency, LOS trials consistently produced RTT values
below 10 ms, while RIS-assisted NLOS trials maintained latency within the operationally acceptable yellow band

© 6G-BRICKS 2023 Page | 43




D.6.6. Lessons Learned BR iCKS

(10-20 ms), compared to frequent red-band exceedances in RIS-disabled NLOS trials. Connectivity reliability
under RIS-assisted NLOS conditions exceeded 95%, compared to substantially lower figures without RIS. Mission
execution efficiency tracked these network-layer improvements closely, with success rates above the 95% target
in all configurations where the 6G link was stable. Beyond the KPI metrics, the qualitative improvement in
operational predictability and the ability to plan and execute trials with a reasonable expectation of consistent
network behaviour were significant practical benefits of the O-RAN-based infrastructure relative to less
controlled wireless alternatives.

Challenges, Trade-offs and Limitations

The primary trade-off embedded in the current system design is between RIS configuration adaptivity and control
latency. The static beam pattern approach adopted for this PoC ensures predictable RIS behaviour but foregoes
the potential performance gains of real-time adaptive beamforming. This trade-off is appropriate for the
evaluation objectives of PoC1, but will need to be revisited as the use case evolves toward higher robot mobility
profiles. The partial realisation of the compute offloading model is the most significant limitation of the current
PoC relative to its full design intent. The edge server was deployed and operational, but the integration of edge-
side SLAM processing into the live navigation pipeline was not completed within the trial campaign timeline. As
a result, the latency and mission efficiency improvements attributable specifically to edge-assisted computation,
as distinct from those attributable to the 6G link quality, remain unquantified. This gap defines a clear and
concrete objective for the next iteration of the PoC.

The trial sample size, while sufficient for preliminary KPI validation, is modest from a statistical standpoint.
Conclusions regarding the comparative performance of LOS, RIS-active NLOS, and RIS-disabled NLOS
configurations are directionally robust but should be treated as indicative rather than definitive pending
replication with a larger number of trial runs. Similarly, the KVI stakeholder survey, conducted with 20
participants, provides a valid initial signal regarding human perception of the system's safety, security, and
trustworthiness, but would benefit from expansion to a broader and more occupationally diverse participant
group in future evaluation cycles.

4.2.3.2 UC2 - PoC 2: AR Inspection of Industry 4.0 Digital Twin on Site Lessons Learned

Technological Barriers Overcome

The PoC showcased the minimal latency that is available with the communications stack available and installed
at EUR. This provided seamless communications between field and expert personnel, which ensured proper
maintenance and assistance procedures were available and no frustration was experienced by field personnel.

Application Performance Improvements

The measurable performance improvements attributable to the 6G and RIS infrastructure can be summarised
across a number of KPl dimensions. The smooth visual experience was above 10fps and from a qualitative aspect
there was a clear picture on both sides of the connection (field personnel and expert). In terms of real-time data
delivery the expert was able to understand the situation immediately faced by the field technician and provided
support very quickly thus minimizing time spent during maintenance and inspection procedures. The latency as
another improvement allowed minimal delay between the expert and the field technician allowing for seamless
visual and audio experience between users.

Challenges, Trade-offs and Limitations

The challenge faced in this PoC was to ensure that all available parts were installed locally to ensure the metrics
were not skewed by connection to internet services. It was accomplished in the second test session and this
enabled the favourable conditions to gather proper metrics. Together with the improved network configuration
over the previous test sessions resulted in very good results.
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5 Overall Lessons and Strategic Recommendations

This section provides cross-cutting lessons from the deployment and operation of the 6G-BRICKS facility, the
execution of two OC cycles, and the validation of vertical PoCs, and derives strategic recommendations for future
6G experimentation infrastructures and SNS JU initiatives. The focus is on actionable insights grounded in
6G-BRICKS outcomes and technological “bricks and on how these can be generalized and reused by other EU
projects, testbeds, and industrial stakeholders.

5.1 Roadmap for 6G-BRICKS Future Technical Evolution

6G-BRICKS has demonstrated an end-to-end, multi-site 6G experimentation facility federating two advanced
testbeds (KUL and EUR) under a core site (ISI/ATH) that provides the experimentation plane, including the
Experimenter Portal, intent-based orchestration, Zero Trust Security Framework (ZTSF), and XAl-enabled DMO.
At the RAN level, the project has delivered O-RAN-compliant CF-mMIMO and RIS bricks, integrated in end-to-
end O-RAN architectures and accessible through programmable xApps, enabling experimentation on scheduling,
RIS control, and other core 6G mechanisms using real devices. Building on these results, the roadmap for the
future technical evolution of 6G-BRICKS outcomes includes the following directions:

e Scalable operation of the facility stack: The ISI/ATH experimentation plane, combining the Experimenter
Portal, ZTSF, DMO/XAI stack, and ECCM, has been validated in real experiments and through multiple OC
projects, but further hardening is needed to support sustained operation and larger experimenter
communities. This includes leveraging and improving the stack in future large-scale projects, to test
capabilities like the Zero Trust mechanisms and automated fault management under many concurrent
experimenters. Additionally, the DMO operation demonstrated the feasibility of multi-domain XAl-based
anomaly detection across RAN, Core and edge domains, but also exposed the limitations of current data
availability and explainability algorithms. Future evolution should focus on diverse telemetry pipelines
providing real-world anomaly datasets for 6G scenarios, scalable explainability, and further integration
of these Al components with the experimentation lifecycle exposed by the portal.

e Improving experimenter and developer experience: The OCs revealed that YAML/NSD-based
experiment description is powerful but could be challenging for less experienced experimenters. The
roadmap for the evolution of the 6G-BRICKS experimentation layer, as well as recommendations for
other project initiatives, should therefore include GUI experiment builders, higher-level intent and xApp
templates, and LLM-assisted frontends to bridge the semantic gap between high-level goals and low-
level configurations, lowering the barrier to entry for SMEs, verticals, and academic groups.

e Extending hardware and vertical coverage: Integrating proprietary radio equipment (e.g., OAIBOX) and
complex RIS setups showed the value, but also the effort, of onboarding new hardware into 6G testbed
facilities. Future projects should formalize hardware onboarding workflows, including documentation,
testing, and reusable integration artefacts, to speed up the inclusion of additional devices and to support
new verticals with less effort.

e Participating in long-lived lighthouse projects: The outcomes of this project highlight the need for
longer-term, 5-year-scale Stream C projects that continuously benchmark innovations in industry-
relevant settings under European Commission and industry oversight. The 6G-BRICKS facility and its
reusable bricks can further evolve by integrating with such lighthouse initiatives, providing a mature,
standards-aligned platform where O-RAN, Al-native experimentation can be validated and prepared for
industrial adoption.

5.2 Sustainability and Scalability of the 6G-BRICKS Framework

The 6G-BRICKS framework has been designed for sustainability and scalability through a combination of open-
source technologies, containerized deployment, and strict adherence to telecom and cloud-native standards.
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The Experimenter Portal, ZTSF, and supporting orchestration components are all modular microservices
connected via well-defined APIs, enabling independent deployment, upgrade, and replacement of individual
bricks while preserving end-to-end functionality. From a technical sustainability standpoint, the use of widely
adopted open-source stacks and standard interfaces reduces vendor lock-in and facilitates long-term
maintainability and reuse by other projects and commercial testbeds. The modular nature of the bricks, like the
independently deployable ZTSF or the RIS control xApps, means that specific components can be adopted by
external infrastructures as needed, without requiring the full 6G-BRICKS stack.

The framework’s scalability has been validated in several dimensions (multi-site experimentation across ISI/ATH,
KUL and EUR, integration of heterogeneous RAN hardware, CF-mMIMO, RIS, commercial RUs/UEs), and
execution of diverse OCs. However, 6G-BRICKS also encountered practical scalability challenges during
integration and dry-run testing. Keeping the portal, security services, and remote testbed backends synchronized
across sites required careful handling of API changes, token propagation, and site-specific configurations. In
addition, the orchestration and monitoring functions depend on timely and consistent telemetry from testbeds,
making consistent cross-site telemetry updates a key operational issue. These experiences show that future
scaling will depend not only on better algorithms but also on stronger automation, synchronization, and fallback
procedures.

Finally, the 6G-BRICKS framework also contributed to environmental sustainability by enabling experimentation
with energy-efficient and spectral-efficient innovations such as CF-mMIMO, RIS-assisted communications, and
power-saving features in X-Haul, all of which can be evaluated in realistic scenarios before industrial deployment.
By keeping these capabilities available and evolving them within a sustainable facility, 6G-BRICKS supports the
EU goal of efficient 6G networks.

5.3 Recommendations for the SNS JU and Future 6G Testbeds

Based on the above lessons and the overall policy feedback process, we next propose the following
recommendations for the SNS JU and for future 6G testbed initiatives. First, 6G-BRICKS suggests promoting O-
RAN programmability and xApps support. The project showed that O-RAN-compliant CF-mMIMO and RIS bricks,
along with the developed experimentation xApps, significantly lowered the effort and complexity for third parties
to validate algorithms and RAN innovations in realistic end-to-end testbed environments. To further improve
upon this impact, future SNS JU calls and guidelines could explicitly encourage O-RAN-compliant interfaces and
xApp programmability in funded initiatives, and should incentivize EU vendors to expose these interfaces on
production-grade equipment to allow SME and academic innovation.

Another recommendation is to support long-term, industry-facing Stream C lighthouse projects, incentivized by
the gap between prototypical validation in research projects and actual adoption by vendors and operators,
partly due to misaligned incentives and short project lifetimes. SNS JU could address this by funding multi-phase
lighthouse projects with a duration of at least 5 years, that continuously benchmark innovations in industry-
relevant environments, under joint oversight from EC, industry and the research community. Facilities like
6G-BRICKS with their reusable bricks and standards-aligned architectures are candidates to evolve into such
lighthouses or to be federated with them.

At the same time, the experience with the ZTSF and DMO/XAI showed that Zero Trust security and Al-based
management should be seen as basic parts of an open 6G testbed, not as extra features. If a facility gives external
users access to powerful and shared resources, it needs strong access control, clear security policies, and Al-
based monitoring from the start. These systems should also be tested under realistic load and connected to
telecom-grade operating procedures. In addition, the OCs showed that even advanced facilities can be hard to
use if the experimenter tools are too complex. To simplify experimentation, future testbeds should offer
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graphical experiment builders, ready-to-use templates for common use cases such as RIS control xApps and edge-
service placement, as well as clear setup documentation.

Finally, 6G-BRICKS highlighted the importance of moving from testbed innovation to industrial adoption. Projects
like 6G-BRICKS can quickly validate new ideas, but their long-term impact depends on cooperation with vendors
and operators, support for standardization, and clearer ways to transfer results into practice. Future SNS JU
programs should therefore promote regular interaction between testbeds and industry, help turn successful
technical solutions into standards and reference architectures, and track more clearly whether project results
are actually being adopted in vendor roadmaps, follow-up deployments, and standardization impact.
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6 Conclusions

In conclusion, this deliverable presented the main lessons learned from the 6G-BRICKS project, covering both the
facility perspective and the execution of the project vertical use cases. The reported lessons show that 6G-BRICKS
successfully established an open programmable experimentation framework across the ISI/ATH, KUL, and EUR
sites, while also highlighting practical challenges related to integration, interoperability, usability, security, and
operational scalability.

From the facility side, the project confirmed the value of combining open and modular experimentation tools
with capabilities such as O-RAN programmability, Zero Trust security, Al-enabled monitoring, and edge-cloud
orchestration. At the same time, the OCs and the vertical use cases showed that real experimentation in
distributed 6G environments requires careful coordination of software, hardware, experimenter access, and
user-facing tools in order to support effective onboarding and reliable execution.

Overall, the lessons outlined in this deliverable show that 6G-BRICKS provides a strong basis for future open 6G
experimentation infrastructures. The project outcomes and the experience gained can support the further
evolution of the 6G-BRICKS facility itself, while also offering useful guidance, best practices, and
recommendations for future SNS JU projects, European testbeds, and wider research and industrial initiatives.
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