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1 Executive Summary 

This deliverable, D6.2 – Report on the Tests of the 2nd Cycle of Open Call, presents the integration, 
experimentation, and performance evaluation results of the eleven third-party projects funded under the second 
6G-BRICKS Open Call. These projects were deployed across the 6G-BRICKS testbeds operated by EUR, ISI/ATH, 
and KUL, demonstrating the capability of the project's experimentation facilities to support a diverse range of 
advanced 6G research and innovation activities. 

The second Open Call expanded the scope of experimentation compared to the first funding cycle, supporting 
projects addressing edge computing, AI-enabled network intelligence, cloud-native services, extended reality 
(XR), mobility, healthcare, distributed learning, security, cell-free communications, and public safety 
applications. Through close collaboration with the hosting testbed providers, the funded projects successfully 
integrated their solutions into operational research infrastructures, validated their proposed concepts against 
defined Key Performance Indicators (KPIs), and demonstrated the feasibility of their approaches under realistic 
experimental conditions. 

Building upon the experience gained during the first Open Call, the second cycle benefited from a more mature 
mentoring framework, improved onboarding procedures, regular technical reviews, and continuous interaction 
between funded projects and assigned mentors. These improvements contributed to smoother project 
execution, faster resolution of technical issues, and more efficient integration within the 6G-BRICKS 
experimentation ecosystem. At the same time, implementing increasingly sophisticated use cases provided 
additional insights into infrastructure interoperability, software integration, orchestration mechanisms, and 
performance evaluation, further strengthening the project's understanding of the requirements for supporting 
external experimentation. 

The deliverable documents for each funded project include the implemented architecture, integration process, 
experimental methodology, achieved KPIs, technical challenges encountered, and corresponding outcomes. 
Collectively, these results demonstrate the flexibility, openness, and technical maturity of the 6G-BRICKS facilities 
while validating their suitability for hosting heterogeneous third-party experiments across multiple application 
domains. 

Finally, the report consolidates lessons learned from the second Open Call, highlights how recommendations 
from the first funding cycle were incorporated into the second cycle's execution, evaluates their effectiveness, 
and identifies new recommendations for future open-call-driven experimentation initiatives. Together with 
Deliverable D6.1, this report provides a comprehensive assessment of the execution of both 6G-BRICKS Open 
Call cycles and contributes valuable knowledge for the design, operation, and management of future large-scale 
6G experimentation platforms. 

 



 
Deliverable D6.2 – Report on the tests of the 2nd cycle of open call  

 
 

 

© 6G-BRICKS 2026  Page | 11  

2 Introduction 

The goal of this section is to provide a brief outline of the objectives of the specific 6G-BRICKS Deliverable, how 
they align with and are relevant to the overall project, and the approach followed to achieve them. 

 

2.1 Mapping 6G-BRICKS Outputs 

The purpose of this section is to map 6G-BRICKS Grant Agreement commitments, both within the formal 
Deliverable and Task description, against the project’s respective outputs and work performed. 

Table 1: Adherence to 6G-BRICKS GA Deliverable & Tasks Descriptions 

6G-BRICKS GA 
Component 

Title 

6G-BRICKS GA 
Component Outline 

Respective Document 
Chapter(s) 

Justification 

DELIVERABLE 

Deliverable D6.2 – Report on the tests of the 2nd cycle of open call  

Report on the tests of the 2nd  cycle of open call 

TASKS    

Task T6.4 Open 
Calls Execution 
and Lessons 
Learned –[M19-
M36] – Leader: 
ISI 

During this task, the 
execution and the 
monitoring of the selected 
projects will take place. 
The third parties’ projects 
will be monitored and 
supported by the 6G-
BRICKS Mentoring 
Committee, which will be 
led by the Technical 
Manager (IQU), will 
consist of up to 4 
members from the project 
consortium and it will be 
responsible for the actual 
execution of the Open 
Calls. The members of the 
committee will be 
responsible to prepare 
and provide all 
information about the 
administrative process to 
the third parties’ projects 
and the project mentors. 

Chapters 3-7 

Chapter 3 offers an overview of 
the Open Call 2 projects. Chapters 
4 to 6 detail the performance, 
integration, experiments, related 
KPIs, technical constraints, and 
final outcomes of the projects 
carried out at the EUR, ISI/ATH, 
and KUL testbeds, respectively. 
Chapter 7 reports on lessons 
learned, key insights, and 
recommendations for future open 
call cycles. 
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Furthermore, the 
Mentoring Committee will 
assign the technical 
mentors to the third 
parties’ projects who will 
be the primary contact for 
both, the funded consortia 
and the mentors in case of 
technical issues. Finally, 
the first evaluation of the 
project reports will be 
handled by the Mentoring 
Committee, only in case of 
severe deviations. A 
webinar will be organised 
at the beginning of each 
stage to explain the 
procedures and results 
expected. Output: D6.4 in 
M36, Contributors: ISI, 
IQU, KUL, EUR, I2CAT, 
SPH, EBOS, OTE 

 

2.2 Deliverable Overview and Report Structure 

Chapter 1 provides the Executive Summary of this deliverable.  

Chapter 2 serves as the introduction, mapping the 6G-BRICKS outputs in relation to the GA. 

Chapter 3 summarises the selected projects, maps them to testbeds and mentoring partners, and outlines the 
overall framework and partners’ roles. 

Chapter 4 discusses the projects implemented at EUR. It provides an overview, integration setup, KPIs, 
experiment metrics, results, performance evaluation, technical challenges encountered, and a summary of 
outcomes. 

Chapter 5 presents the results, technical details, and technical overview of the projects implemented at ISI/ATH. 

Chapter 6, similar to the previous chapters, presents the projects that were implemented at the KUL testbed.  

Chapter 7 reports on lessons learned, key insights, and recommendations for future open call cycles. 

Chapter 8 concludes this deliverable. 
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3 Overview of the Second Open Call Funded Projects 

This chapter provides a glimpse of the Open Call 2 third-party projects, their major aims and added value, and 
maps them to testbeds and mentoring partners, along with the overall framework and partners’ roles. 

3.1 Summary of Selected Projects 

Below is an overview of the selected projects, including their technical scope, objectives, and added value to 6G-
BRICKS. 

1. 6G-MEC: Testing MEC Integration with Open RAN for Low-Latency Industry 4.0 Applications 

• Technical Mentor: ISI/ATH 

• Topic: Industry 4.0 vertical application for validating private 5G technologies using MEC integration 
and network slicing. 

• Major Aim: To reduce latency in Industry 4.0 applications by decentralising the User Plane Function 
(UPF) and integrating it with a Multi-Access Edge Computing (MEC) environment, while leveraging 
network slicing to guarantee Ultra-Reliable Low-Latency Communication (URLLC) for industrial use 
cases.  

• Added Value to 6G-BRICKS: The project validates the integration of decentralised UPF and 
programmable network slicing within the 6G-BRICKS infrastructure using the ISI/ATH testbed. The 
experiment will deploy a private 5G environment with two small cells and evaluate performance 
through an Industry 4.0 eXtended Reality (XR) application using digital twin technology and real-time 
operational data. The results will provide insights into latency performance, slice resource isolation, 
and handover behaviour under different network configurations. 

• https://gitlab.EUR.fr/luis_pereira87 
 

2. BRICKS4HEALTH: BRICKS for e-health services 

• Technical Mentor: KUL 

• Topic: eHealth vertical application for validating 6G enablers. 

• Major Aim: To validate the capability of the 6G-BRICKS infrastructure to support remote 
rehabilitation services for chronic back pain (cBP) by enabling real-time monitoring of 
patient movements and feedback through avatar-guided 3D pose estimation.  

• Added Value to 6G-BRICKS: The project evaluates key 6G-BRICKS enablers, including the 
Cell-Free (CF) architecture, localisation and sensing capabilities, and the Pi-Edge platform for 
intent-driven deployment. Using a telerehabilitation scenario where patient movements are 
captured via sensors and visualised as a 3D avatar by a physiotherapist, the experiment 
assesses network performance metrics such as latency, throughput, spectral efficiency, and 
coverage. This validation demonstrates the applicability of the 6G-BRICKS platform to 
healthcare services and explores how advanced 6G technologies can support scalable 
remote rehabilitation solutions.  
 

3. CollabXR: Collaboration in XR 

• Technical Mentor: EUR 

• Topic: XR / Metaverse vertical application for validating 6G technologies. 

•  Major Aim: To develop and validate a multiplayer Virtual Reality (VR) training application 
for medical intubation that enables real-time, synchronised collaboration using haptic 

https://gitlab.eurecom.fr/luis_pereira87


 
Deliverable D6.2 – Report on the tests of the 2nd cycle of open call  

 
 

 

© 6G-BRICKS 2026  Page | 14  

feedback through Magos VR Haptic Gloves, leveraging the capabilities of the 6G-BRICKS 
infrastructure.  

• Added Value to 6G-BRICKS: The project tests the 6G-BRICKS infrastructure under 
demanding metaverse scenarios requiring synchronised visual and haptic feedback across 
multiple users. By exploiting the EUR testbed’s mmWave (FR2 band) and hardware RIS 
capabilities, the experiment evaluates Key Performance Indicators (KPIs) such as latency, 
throughput, spectral efficiency, and connectivity reliability for immersive XR applications. 
CollabXR will also develop an xApp to monitor network-level data and support 
experimentation with advanced 6G technologies, while contributing a reusable XR 
collaboration framework and hardware resources to the 6G-BRICKS ecosystem.  

 

4. DIGIT: Digital Twin-based Performance Validation Framework for 6G-BRICKS Transportation 
Vertical 

• Technical Mentor: EUR 

• Topic: Transportation vertical application for validating 6G-BRICKS testbeds. 

• Major Aim: To develop and deploy a three-layer Digital Twin-based testing and 
validation framework that integrates cloud-native microservices and real-time data 
processing to support experimentation and performance validation of 6G vertical 
applications, demonstrated through an emergency transportation network scenario.  

• Added Value to 6G-BRICKS: The DIGIT project provides a reusable Digital Twin-based 
validation framework that integrates with the EUR 6G-BRICKS testbed through TMF-
compliant APIs and supports real-time data collection, processing, and decision-making. 
By implementing an emergency vehicle management scenario using Reinforcement 
Learning for optimal route selection, the project evaluates key network performance 
metrics such as end-to-end latency, throughput, and jitter. The framework’s modular 
microservice architecture enables scalable experimentation across different verticals, 
strengthening the 6G-BRICKS experimentation facility and supporting future use cases 
beyond transportation.  

• https://github.com/bcrg-labs/DIGIT 

 

5. EDGETRUST: Situational Guidance and Response Deployment at the Edge  

• Technical Mentor: ISI/ATH 

• Topic: PPDR (Public Protection and Disaster Relief) vertical application for validating the 6G-
BRICKS testbeds. 

• Major Aim: To enhance the Mobitrust situational awareness platform by integrating it with 
the 6G-BRICKS ISI testbed’s Cognitive Continuum capabilities, enabling intent-driven 
deployment and lifecycle management of edge-native services to support real-time 
decision-making in PPDR operations.  

• Added Value to 6G-BRICKS: The project validates the integration of Mobitrust with the 6G-
BRICKS Cognitive Continuum enabler, allowing latency-sensitive services such as real-time 
analytics and video streaming to be dynamically deployed closer to the network edge. 
Mobitrust collects real-time operational and environmental data from wearable and 
deployable devices used by first responders and transmits this information to command and 

https://github.com/bcrg-labs/DIGIT
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control centres for rapid situational awareness. Through experimentation on the ISI testbed, 
the project evaluates system performance in terms of latency, reliability, and 
responsiveness under PPDR scenarios, while demonstrating interoperability with 
complementary technologies such as drones, IoT sensors, and augmented reality devices. 

 
6. EMERGE-XR: Extended Reality for Medical Emergency Response and Guidance Evaluation 

• Technical Mentor: KUL 

• Topic: PPDR vertical application for validating the 6G-BRICKS testbeds. 

• Major Aim: To develop and validate an Extended Reality (XR) application that provides real-
time medical guidance to emergency response teams through augmented reality headsets, 
integrating wearable sensors, AI-driven decision support, and edge/cloud processing to 
support responders during critical incidents.  

• Added Value to 6G-BRICKS: The project evaluates the capability of the 6G-BRICKS 
infrastructure to support demanding XR applications for emergency response scenarios 
using the KUL testbed. Through experiments involving both static and mobile emergency 
scenarios, the system will assess key performance metrics such as latency, throughput, 
reliability, and coverage using technologies such as Cell-Free Massive MIMO (CFmMIMO) 
and advanced telemetry monitoring tools. By combining wearable sensor data, real-time 
video streams, and AI-based medical guidance within an XR interface, the project 
demonstrates the potential of 6G-enabled XR solutions for Public Protection and Disaster 
Relief (PPDR) applications while contributing performance insights and monitoring data to 
the 6G-BRICKS experimentation facility. 

 
7. FMC: Follow Me Connectivity: towards combining LMF with RIS for machine inspection 

• Technical Mentor: EUR 

• Topic: Experimentation xApp for RIS experimentation and trajectory-aware connectivity. 

• Major Aim: To develop an ORAN xApp that enables real-time control of Reconfigurable Intelligent 
Surfaces (RIS) by combining user localisation data from the 5G Core Location Management Function 
(LMF) with radio channel information from a Key Performance Metrics (KPM) xApp, enabling the 
concept of “Follow Me Connectivity” for XR/AR-based machine inspection scenarios.  

• Added Value to 6G-BRICKS: The project validates real-time RIS control on the EUR 6G-BRICKS testbed 
by integrating an FMC xApp with the ORAN RAN Intelligent Controller and the 5G Core Network. The 
proposed solution dynamically adapts RIS configurations based on user location and channel 
conditions to maintain connectivity for XR/AR devices operating in FR2 environments, particularly in 
non-line-of-sight indoor scenarios. The experimentation will demonstrate how RIS-assisted 
connectivity can improve coverage and user experience for XR/AR-based machine inspection 
applications, while also producing an open dataset for training machine learning models and 
supporting further research on RIS control in real-world deployments.  
 

8. LearnSphere: Expanding 6G-BRICKS to Revolutionise Education 

• Technical Mentor: ISI/ATH 

• Topic: Immersive education vertical application using Virtual Reality (VR). 

• Major Aim: To develop and validate an immersive Virtual Reality (VR) educational platform that 
leverages the 6G-BRICKS infrastructure to enable real-time, interactive, and collaborative virtual 
classrooms connecting geographically dispersed students and educators.  
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• Added Value to 6G-BRICKS: The project demonstrates how the 6G-BRICKS infrastructure can support 
bandwidth-intensive immersive education scenarios by integrating VR learning environments with 
the Cognitive Compute Continuum and edge-cloud deployments. Using Meta Quest 2 headsets and 
large-scale datasets—including high-definition video lectures, VR lessons, and collaborative 
educational activities—the experiment evaluates network performance metrics such as latency, 
bandwidth utilization, and packet loss during real-time educational interactions. The results will 
provide insights into the deployment of XR-based educational platforms over 6G infrastructures and 
contribute performance benchmarks and user experience evaluations for immersive learning 
applications.  

• http://Github.com/ioaninini/LearnSphere    
 
 

9. LITE: Lightweight Intelligent Trajectory Estimation 

• Technical Mentor: KUL 

• Topic: Experimentation xApp for Cell-Free experimentation and trajectory prediction. 

• Major Aim: To design, develop, and validate a lightweight, data-driven xApp for trajectory prediction 
within an ORAN-compliant architecture, capable of accurately predicting user mobility while 
reducing the fronthaul load associated with Channel State Information (CSI) transmission. 

• Added Value to 6G-BRICKS: The project extends the capabilities of the 6G-BRICKS infrastructure by 
integrating an AI-driven trajectory prediction xApp into the ORAN stack of the KUL testbed, enabling 
real-time mobility prediction and more efficient resource allocation in Cell-Free Massive MIMO 
networks. By combining lightweight machine learning algorithms with CSI data compression 
techniques, LITE aims to reduce fronthaul traffic while maintaining high prediction accuracy. The 
experimentation will validate the solution using the CF-MaMIMO emulator and testbed resources, 
contributing datasets, performance evaluations, and insights that support the development of AI-
native, ORAN-compliant architectures for next-generation wireless networks.  

• https://github.com/spindoxlabs/LITE.git   

 

10. PEDESTRIAN: Protecting vulnErable roaD usErS with federaTed leaRnIng for trAjectory prediction 

• Technical Mentor: EUR 

• Topic: Transportation vertical application for validating the 6G-BRICKS testbeds. 

•  Major Aim: To develop and evaluate a federated learning-based trajectory prediction system for 
Vulnerable Road Users (VRUs), such as pedestrians and cyclists, using data collected from Connected 
Vehicles (CVs) and Road Side Units (RSUs) in an Internet of Vehicles environment. The project 
employs transformer neural networks combined with federated learning to predict VRU trajectories 
and improve road safety in Cooperative, Connected, and Automated Mobility scenarios.  

• Added Value to 6G-BRICKS: The project extends the EUR testbed of the 6G-BRICKS platform by 
introducing new components for federated learning-based AI training across the edge–cloud 
continuum. The experimentation evaluates different architectural approaches—including 
centralised, distributed, and hierarchical federated learning deployments—to analyse their impact 
on training time, prediction accuracy, bandwidth usage, and edge computing requirements. The 
project also introduces software modules such as CV and RSU emulators, a resource orchestrator for 
edge and extreme-edge nodes, and an MLOps platform for federated learning pipelines. These 
developments demonstrate how AI-driven vehicular services can leverage edge computing and 
network slicing to support road safety applications within future 6G-enabled intelligent transport 
systems.  

http://github.com/ioaninini/LearnSphere
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• nextworks / PEDESTRIAN · GitLab 
 

12. TRACAI-CF: Industry 4.0 Robot Trajectory Cell-Free MIMO Cluster Prediction Using Advanced AI/ML 
Techniques in an ORAN Environment 

• Technical Mentor: KUL 

• Topic: Experimentation xApp for Cell-Free experimentation and trajectory prediction. 

• Major Aim: To develop and validate a BERT-based trajectory prediction xApp capable of predicting user 
equipment (UE)–radio unit (RU) associations in cell-free massive MIMO networks for Industry 4.0 
scenarios involving autonomous robots and automated guided vehicles. The solution incorporates a 
quantum-inspired compression framework based on tensor networks to reduce the computational 
complexity and memory footprint of the BERT model while maintaining prediction accuracy.  

• Added Value to 6G-BRICKS: The project enhances the 6G-BRICKS experimentation facility by introducing 
a compressed BERT-based trajectory prediction xApp deployed in the KUL testbed’s ORAN environment. 
By integrating AI-driven trajectory prediction with quantum-inspired model compression, the project 
enables efficient real-time decision-making for cell-free networks while respecting the strict latency and 
resource constraints of near-RT RIC environments. The experimentation evaluates metrics such as 
prediction accuracy, inference latency, resource utilisation, and scalability in Industry 4.0 mobility 
scenarios, demonstrating how advanced AI techniques can support intelligent network operations and 
resource allocation in next-generation 6G infrastructures.  

 

3.2 Mapping to Testbeds and Mentoring Partners 

The table below summarises the projects’ involved organisations, countries, 6G-BRICKS mentors/testbeds and 
the funding awarded.  

Table 2: Mapping Testbeds and Mentoring Partners. 

Proposal 
Acronym 

Organisation 1 Country 1 Organisation 2 Country 2 Mentor Funding 
Awarded 

DIGIT Edinburgh 
Napier 
University 

United 
Kingdom 

- - EUR €60,000 

6G-MEC ALLBESMART 
LDA 

Portugal CMSF-Sistemas 
de Informação 
LDA 

Portugal ISI/ATH €120,000 

LearnSphere University of 
Peloponnese 

Greece University of 
Ioannina 

Greece ISI/ATH €120,000 

EMERGE-XR PIKEI NEES 
TECHNOLOGIES 
OE 

Greece ZEONTEX-ZERO 
ONE 
TECHNOLOGIES 
IKE 

Greece KUL €120,000 

https://gitlab.com/nextworks1/PEDESTRIAN
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Follow Me 
Connectivity 
(FMC) 

FINGLETEK OY Finland - - EUR €60,000 

PEDESTRIAN NEXTWORKS SRL Italy CONSORZIO 
NAZIONALE 
INTERUNIVERSI
TARIO PER LE 
TELECOMUNICA
ZIONI 

Italy EUR €120,000 

EDGETRUST ONE SOURCE 
CONSULTORIA 
INFORMATICA 
LDA 

Portugal - - ISI/ATH €60,000 

TRACAI-CF THE LAUDE 
TECHNOLOGY 
COMPANY S.L. 

Spain Multiverse 
Computing S.L. 

Spain KUL €120,000 

CollabXR QUANTA & 
QUALIA IKE 

Greece UNIVERSITY 
COLLEGE 
DUBLIN, 
NATIONAL 
UNIVERSITY OF 
IRELAND, 
DUBLIN 

Ireland EUR €120,000 

LITE INTERUNIVERSIT
AIR MICRO-
ELECTRONICA 
CENTRUM 
(IMEC) 

Belgium Spindox Labs 
SRL 

Italy KUL €120,000 

BRICKS4Health Luxembourg 
Institute of 
Science and 
Technology 

Luxembourg - - KUL €60,000 

 

3.3 Mentoring and Review Framework 

To ensure effective coordination, technical alignment, and high-quality outcomes, 6G-BRICKS established a 
dedicated mentoring framework for the sub-projects funded under the 2nd Open Call. Each sub-project was 
assigned a technical mentor from the partner that operated the testbed where the experiment was hosted. 
These mentors acted as the primary points of contact and provided continuous guidance throughout the 
implementation period. 
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3.3.1 Initial Coordination and Mentoring Onboarding 

At the beginning of the implementation phase, each sub-project participated in a kick-off meeting with its 
assigned mentor. These meetings were used to: 

• Finalise the experiment plan, technical approach, and timeline. 
• Define milestones, deliverables, and KPIs. 

The outcomes of these meetings were reflected in each sub-project’s first deliverable and reviewed as part of 
the Individual Mentoring Plan (IMP). 

3.3.2 Milestone Review Process 

The Milestone Reviews are a core component of the 6G-BRICKS Open Call 2 monitoring framework. They ensure 
that sub-projects remain on track, deliver quality results, and receive timely feedback and funding. Each review 
coincides with a payment stage and is based on the IMP, which was co-developed by the sub-project team and 
their assigned mentor at project start. 

Upon submission of each deliverable, mentors conduct a structured review and share the results with the sub-
projects, either requesting clarifications and revisions or approving the report and triggering the next payment. 

Milestone Reviews are carried out by the assigned Technical Mentor. As described in D7.4, evaluations are based 
on three weighted criteria: 

1. Deliverable Quality 
o The quality of deliverables is assessed based on the outputs established in the Individual 

Mentoring Plan. 
2. Technical Performance Indicators 

o The technical performance is evaluated against the KPIs specified in the Individual Mentoring 
Plan. 

3. Deadline Compliance 
o Adherence to the deadlines outlined in the work plan is scored. 

Each criterion is scored on a scale from 0 to 10, and the final score is calculated using the following weights: 

• Deliverable Quality: 30% 
• Technical Performance Indicators: 60% 
• Deadline Compliance: 10% 

The overall threshold is 7/10, and the weighted average determines whether the milestone is approved or 
requires resubmission. 

In addition to the formal milestone reviews, the 6G-BRICKS team circulated short progress-tracking 
questionnaires to all Open Call 1 sub-projects. The purpose was to gather up-to-date information on each 
project’s status, including the estimated submission date of upcoming deliverables, the number of deliverables 
submitted to date, the expected timeline for project completion, remaining deliverables, and any identified risks 
or blockers. 
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This activity allowed the mentoring team to proactively monitor progress, identify potential delays, and offer 
targeted support where needed. The feedback collected was used to complement the milestone review process 
and guide planning for the final review and administrative follow-up. 
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4 Projects Implemented at EUR  
4.1 DIGIT 

4.1.1 Project Overview 

The primary goal of the DIGIT project is to design and develop a three-layered testing and validation framework 
to evaluate the performance capabilities of the EUR 6G-BRICKS testbed. In the Mobile Network Layer, use-case-
specific agents deployed on User Equipments (UEs) generate and transmit telemetry data. This is then processed 
by the Digital Twin (DT) layer to create and manage real-time virtual replicas of those devices. In the Service 
Layer, an emergency transportation network is considered as a use case for the framework, where a “What-if 
Plane” module enables predictive analysis through Reinforcement Learning for real-time route optimisation. 

DIGIT aligns with the 6G-BRICKS goal of creating an open and programmable experimentation testbed. It provides 
a reusable framework that 6G researchers and engineers can leverage to conduct advanced testing for future 6G 
developments. To achieve this, the proposed Digital Twinning Frequency (DTF) metric, exposed through TMF628-
compliant APIs [1], enables performance evaluation of the interaction of both DIGIT and 6G-BRICKS testbed. This 
DTF is calculated by the DIGIT framework’s data pipeline by leveraging timestamp correlations to measure the 
effective synchronisation rate between physical user equipment and their virtual models, thereby validating the 
real-time processing and low-latency capabilities of the 6G-BRICKS testbed. The following table summarises the 
deliverables of the project, which realises a cloud-native DT framework with integrated transportation use cases, 
seamless 6G-BRICKS interoperability, and validated performance against 6G KPIs 

Table 3: DIGIT Project Deliverables. 

Deliverable/Output Description Status 

D1.1 Software requirements 
specification document 

A comprehensive technical requirements analysis 
for the DIGIT framework and transportation use 
case is presented (D1.1). These outcomes will 
ensure alignment with the 6G-BRICKS 
infrastructure by delivering detailed platform 
architecture design and defining integration points 
with existing testbed and API standards to enable 
seamless interaction (D1.2). 

Accepted 

D1.2 Platform architecture design 

document 

Using comprehensive technical requirements 
analysis for the DIGIT framework and 
transportation use case (D1.1), a 
plplatformhitecture is meticulously designed with a 
definition of integration points with existing 
testbed and API standards to enable seamless 
interaction (D1.2). 

Accepted 

D2.1 Fully functional DIGIT 
platform 

Using the comprehensive technical requirements 
analysis for the DIGIT framework (D1.1) and the 
platform architecture with a definition of 
integration points with existing testbeds and API 
standards to enable seamless interaction (D1.2), 

Accepted 
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this deliverable implements the DT Layer of the 
DIGIT platform. 

D2.2 Software documentation The implementation details, setup procedures, and 
usage guide of these software components are 
documented. 

Accepted 

D3 What-if Plane and RL model 
documentation for transportation 
use case 

Using the comprehensive technical requirements 
analysis for the DIGIT framework (D1.1) and 
platform architecture with a definition of 
integration points with existing testbed and API 
standards to enable seamless interaction (D1.2), 
this task implements the DIGIT Platform’s Service 
Layer (D3) on top of the DT Layer (D2). The 
implementation details, setup, and usage guide of 
these software components are detailed in this 
document. 

Accepted 

D4 Test and validation report The KPIs defined and implemented in D1.2, D2, and 
D3 are used to evaluate the project's performance 
on the EUR testbed. 

Accepted 

Code Repository All project code for all deliverables including IaaS 
code to deploy it to a  locally or to Hetzner cloud 
were provided as a ZIP file when submitting D4. 

Accepted along 
D4 

Demo Video A 2-minute video was provided that shows how 
DIGIT works 

Published on 
https://6g-
bricks.eu/video-
clips/  

 

4.1.2  Integration and Setup 

Agent Development 

The DIGIT agent is designed as a cross-platform application that maintains a single codebase (in the project’s 
agent directory) while delivering a native-like user experience across mobile and desktop environments. It is 
implemented using React [2] and Ionic [3] frontend frameworks, allowing the interface to render consistently 
across devices. This Native platform integration is achieved through the Capacitor [4] package, which bridges the 
web application to Android's system capabilities and build pipeline. For desktop deployments, the same 
application is packaged using Electron [5], which combines Chromium web browser, Node.js JavaScript runtime, 
and the agent into a single binary. This enables distribution as a Linux AppImage, Windows NSIS installers, and 
macOS DMG packages. In addition to native application packages, the DIGIT agent is also distributed as a 
containerised web deployment. A Docker [6] image is provided that packages the compiled web application 
together with an Nginx web server [7]. In this configuration, Nginx serves the static build artefacts. This allows 
the agent interface to be accessed directly through a browser without installing platform-specific binaries on 

https://6g-bricks.eu/video-clips/
https://6g-bricks.eu/video-clips/
https://6g-bricks.eu/video-clips/
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devices. For the latest release of DIGIT, the Docker image, Android APK, and Linux AppImage are built and 
provided. 

Spatial visualisation in the DIGIT agent is provided by MapLibre Graphics library [8], while Turf.js [9] is used for 
geospatial processing tasks such as calculating accuracy circles around device locations. The agent maintains a 
persistent WebSocket connection to the DT platform, enabling real-time reception of control messages including 
DTF updates, emergency broadcasts, and route recommendations. A core capability of the agent is its 
management of requested Telemetry Update Frequency (TUF) and the monitoring of observed DTF. Users can 
configure the TUF through a slider and numeric input ranging from 0.1 to 10 Hz. This directly controls the 
frequency used to push location telemetry to the DT API. However, the platform retains authority to override 
this frequency by sending a dtf_update control message via the WebSocket channel. When this occurs, the agent 
adjusts its TUF and notifies the user. To validate that the requested telemetry is being processed by the platform 
stack, the agent retrieves the observed DTF using a TMF628 compliant performance measurement flow every 
minute. In this model, TUF represents the user’s request while DTF reflects the platform’s measured delivery 
performance. 

This TMF628-based [1] Measurement integration enables standardised monitoring of performance. When the 
agent starts, it checks for an existing TMF628 MeasurementCollectionJob associated with the authenticated UE. 
If none exists, the agent automatically creates one using a G_1MN granularity and R_1MN reporting period to 
collect periodic measurements. Every 60 seconds, the agent queries the listAvailableFilesTask endpoint to 
retrieve the most recent performance-measurement file within a 2-minute window. These files are 3GPP-
compliant XML documents, which the agent parses client-side to locate the measType element for the 
digital_twinning_frequency attribute, and extract the corresponding <r> result value. The parsed DTF value is 
then displayed in the interface. This allows the user to directly compare the requested TUF with the measured 
platform performance, as shown in Figure 1. This implementation is a practical demonstration of how such a 
measurement workflow can be integrated into DMO [10]. 

 

Figure 1: Agent visualisation 
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Complementing this capability, the built-in location plugin supports real, simulated, and manual tracking modes, 
as shown in Figure 2. The simulated scenarios enable deterministic route playback. These routes are generated 
with the same flow emergency locations are generated through the Service layer of the DIGIT. This allows the 
DIGIT to be evaluated without requiring physical movement of the UE hardware. As shown in Figure 1, when the 
agent tracks a new GPS position, it appears as a blue dot on the map, indicating the location has been sampled 
locally. Once the DT API acknowledges the telemetry push, the dot turns green. This provides visual confirmation 
that the position has been successfully ingested by the DT platform. 

 

Figure 2: Agent location tracking module 

Integration and Deployment 

The DIGIT platform was deployed on a Hetzner Cloud virtual machine provisioned through OpenTofu [11] 
Infrastructure-as-Code definitions in the deploy directory. The server.tf creates a Fedora 43 instance with Docker 
pre-installed via cloud-init. To enable access, the firewall.tf opens only ports 22 (SSH), 80 (HTTP), and 443 
(HTTPS). The outputs.tf emits the SSH command needed to start DIGIT remotely. Once the VM is provisioned, a 
remote-exec provisioner uses rsync to copy the entire project to the server. It writes the DOMAIN_NAME and 
ACME_EMAIL variables to the environment file. After this, the operator connects and runs “./start.sh --build --
remote” to bring the DIGIT framework online. 

The system is composed of three Docker Compose definitions started in sequence: the DT platform, the services 
layer, and the agent. The platform uses Traefik [12] as a TLS-terminating reverse proxy with automatic Let's 
Encrypt certificate acquisition for HTTPS. Traefik routes requests to the agent at the domain root and to the API 
under the /api path prefix. 

Deploying the experiment required several configuration prerequisites. An example.env file documents the 
required variables for each stack, including InfluxDB [13] credentials (stored as Docker secrets in file-based 
tokens), MongoDB [14] replica set authentication (a keyfile generated by a helper script with strict 400 
permissions), and the target domain name for TLS. For local development and testing, a docker-
compose.local.yml overrides Let's Encrypt [15] configuration with self-signed certificates generated by generate-
certs.sh. 

Within the EUR testbed, the User Equipment (UE) is provisioned as a laptop equipped with an external antenna. 
This enabled direct connectivity to EUR's 5G RAN and core network infrastructure. From this device, the user 
accessed the DIGIT agent interface through a web browser (Firefox, then Google Chrome). The agent 
continuously sent telemetry data to and received control commands via the DIGIT DT API exposed under the /api 
endpoint from the Hetzner Cloud VM. 
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4.1.3 KPIs and Experiment Metrics 

The KPIs, along with their definitions derived from Digital Twin as a Service (DTaaS) literature [16], target values, 
and measurement methods, are outlined below in Table 4. Additionally, Figure 3 indicates what each KPI 
measures across the data pipeline of DIGIT. 

 

 

Figure 3: KPI definitions 

Table 4. Measurement methods 

KPI Definition Target Value Methods  

(If applicable) 

Digital Twinning 
Frequency (DTF) 

The frequency with 
which synchronisation 
occurs between the 
physical entity and the 
corresponding virtual 
entity. In the DIGIT 
project, DTF is the rate at 
which telemetry data is 
synchronised between 
the Mobile Network 
Layer and the Digital 
Twin Layer. Controlled 
through changing 
Telemetry Update 
Frequency (TUF). 

0.2 Hz - 1 Hz The desired TUF is set by the UE 
agent. A TMF628-compliant 
Performance Measurement is 
made for a reporting period and 
granularity of 1 minute. The 
observed DTF value is calculated 
using telemetry messages 
enriched with timestamps at 
each control point of the digital 
twinning pipeline. The result is 
shown on the agent interface. 

Latency in real-time 
processing 

Corresponds to the time 
required to process each 
telemetry packet inside 
the data ingestion 
pipeline by the DT 
processor. 

< 50 ms The timestamp right after 
processing is subtracted from 
the timestamp at the broker. 
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Latency for real-time 
queries 

The average time 
required to retrieve a 
route for a UE. 
Corresponds to the time 
required to retrieve a 
cached route for a UE 
from the key value 
storage unit through the 
what-if engine. 

< 100 ms DT API logs the time delta 
between when it received the 
emergency request and the time 
right after it responded to the UE 
agent with the selected route via 
a CACHE HIT from the what-if 
module. 

Physical to digital RTT The round-trip time is 
the time elapsed 
between the generation 
of telemetry data at the 
UE and its successful 
arrival and 
acknowledgement of 
ingestion at the Digital 
Twin Layer. 

< 50 ms Time between the agent sending 
a /location request to digital-
twin-api and receiving an ACK 
that the message has been sent 
to the message broker. Agent 
logs the time delta to the 
console. 

End-to-end latency The time required to 
respond to a distress 
signal with the emergent 
routing decisions. 
Defined as the total time 
required for telemetry 
data to travel from the 
originating agent 
through the Digital Twin 
ingestion, processing, 
and storage pipeline, 
and ultimately reach the 
service layer for route 
analysis and 
recommendation 
generation. 

< 200 ms DT API logs the time delta 
between when it received the 
emergency request and the time 
right after it responded to the UE 
agent with the selected route via 
a CACHE_MISS from the what-if 
module. 

End-to-end 
throughput 

The volume of telemetry 
data the DIGIT platform 
can ingest, process, and 
store per unit time 
across all connected 
agents. 

> 1 Gbps Network input of the DT API 
container is monitored under 
simulated UE agent load. 

Jitter Fluctuation in DT update 
processing latency 
within the DIGIT 

< 5 ms Measured in standard deviation 
of DT processing latencies. For 
this, we calculate the standard 
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platform. Reflects the 
consistency of telemetry 
processing over time. 

deviation of 
(timestamp_processing − 
timestamp_broker) 

 

4.1.4 Results and Performance Evaluation 

Figure 4 presents the measured KPIs, including minimum–maximum ranges, and reported values. Meanwhile, 
the table provides the corresponding thresholds and additional justification where necessary. Overall, the results 
align with expectations, with all KPIs exceeding their targets. 

 

 

Figure 4: KPI Results 

 

Table 5: DIGIT Project KPIs. 

KPI Target Outcome Comment 

Digital Twinning 
Frequency (DTF) 

0.2Hz - 1Hz 0.1Hz - 10Hz When TUF was set to 10Hz by 
the agent, the observed DTF 
stayed within ± 0.1Hz of 10Hz. 

Latency in real-time 
processing 

< 50 ms 1.627 ms Well below threshold. Average 
used for processing updates of 
EUR UE. 

Latency for real-time 
queries 

< 100 ms 2.460 ms Well below threshold. Average 
used for EUR UE’s simulation 
and manual queries. 

Physical to digital RTT < 50 ms 42.954 ms Average meets threshold, but 
occasional spikes occurred. 
During experimentation, UE 
temporarily lost connectivity to 
the 5GC, explaining max values 
exceeding the threshold. 
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End-to-end latency < 200 ms 46.21 ms Within the threshold. Average 
used for UE. Subtracting this 
from the latency for real-time 
queries gives an estimate of 
pathfinding query latency 
(search and inference time). 

End-to-end throughput > 1 Gbps 2.810 Gbps A load test script sending 
padded location updates to the 
DT API, simulating 5000 UEs, 
was executed over 3 runs, with 
the reported value 
representing the average. 

Jitter < 5 ms 0.92 ms Jitter was calculated as the 
standard deviation of 
processing latency across 
multiple runs of the EUR UE, 
with the reported value 
representing the average. 

 

4.1.5 Technical Challenges Encountered 

Table 6. Technical Challenges 

Challenge Description Resolution / Mitigation 

Necessity for a 
scheduler 

The TMF628 standard requires 
measurement collection jobs with 
defined granularity periods, reporting 
schedules, and time-bounded file 
generation. The Digital Twin API 
alone had no mechanism to trigger 
periodic tasks, such as aggregating 
telemetry into performance-
measurement files at the end of each 
reporting interval. 

Wrote a dedicated Go scheduler service 
that watches MongoDB for active 
MeasurementCollectionJob documents, 
computes the next execution time from 
each job's granularity and schedule 
definition, and produces 3GPP-compliant 
XML measurement files on a recurring 
basis. 

Requirement of HTTPS 
for Geolocation APIs 

Modern browsers enforce a secure-
context policy that blocks 
navigator.geolocation.watchPosition
() and related APIs on pages served 
over plain HTTP, making it impossible 
to obtain real GPS coordinates during 
development or deployment without 
TLS.  

Configured Traefik with a Let's Encrypt 
ACME HTTP challenge for remote 
deployments, automatically acquiring 
and renewing trusted certificates for the 
domain. For local development, a 
generate-certs.sh script creates self-
signed certificates and a docker-
compose.local.yml overlay mounts them 
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into Traefik, satisfying the browser's 
secure-context requirement in both 
environments. 

TMF628-compliant 
service 
implementation 

No off-the-shelf component existed 
that could bridge the Digital Twin's 
internal telemetry pipeline to 
TMF628 Performance Management 
API (measurement job CRUD, file 
listing, ad-hoc collection). The 
standard defines specific resource 
models, lifecycle states, and file 
naming conventions that had to be 
faithfully reproduced. 

Wrote a Go service implementing the 
TMF628 REST endpoints 
(measurementCollectionJob, 
listAvailableFilesTask, adhocCollection, 
and file download) backed by MongoDB 
for job persistence and the shared 
volume for PM file storage, enabling the 
agent to fetch PM from the platform 
through standardised API calls. 

 

In some experiment 
runs, the observed DTF 
exceeded the 
configured TUF for a UE 

Since the TUF defines the rate at 
which messages are sent, and DTF, 
represents the number of processed 
messages, DTF should not exceed the 
TUF value by more than 
approximately 0.1Hz in a stable 
system. As illustrated in Time drift 
between TUF and DTF, a slight time 
drift between DTF intervals can occur, 
where a telemetry point sent at the 
end of one interval is processed and 
accounted for in the subsequent 
interval. However, during 
experimentation, instances were 
observed where DTF was 50% higher 
than the requested TUF. 

Downloaded and used Google Chrome 
during experimentation on the EUR 
testbed as a workaround. Later, 
verification against the telemetry logs (as 
shown in Figure 6 and Figure 7) confirmed 
that the calculated DTF accurately 
matched the number of messages sent by 
the UE. This ruled out errors in the 
measurement methodology. On the UE 
agent, firstly, an initial push overlap could 
have resulted in extra telemetry 
messages. Second, browser-side caching 
of PM file responses could have shown 
stale DTF PM. Both issues were fixed in 
DIGIT version 3.1.1 and validated through 
testing in Firefox 148.0.2. 

Missing location points 
on the agent UI 

Firefox did not display the blue and 
green location points (shown in Agent 
location tracking module) in the UI 
during simulation testing. 

During experimentation on the EUR 
testbed, Google Chrome was therefore 
used as a workaround. Subsequent 
testing with a recent Firefox version 
148.0.2 showed no issues. As such, there 
were no changes applied for this. 
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Figure 5: Time drift between TUF and DTF 

 

Figure 6: 3GPP XML of DTF PM fetched through TMF628-compliant DT API endpoint 

 

Figure 7: Counting of telemetries that correspond to the interval calculated by DTF 
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4.1.6 Summary of Outcomes 

The DIGIT project successfully achieved its primary objective of delivering a reusable, cloud-native Digital Twin–
based testing and validation framework for the EUR 6G-BRICKS testbed. The implemented system demonstrated 
working integration across the Mobile Network, Digital Twin, and Service Layers. This has enabled real-time 
telemetry ingestion, processing, and intelligent decision-making for UEs through the transportation use case. 
Experimental results confirmed that the platform not only met but exceeded all targeted KPIs. It has validated 
the efficiency of synchronisation between physical UEs and their digital counterparts via the DTF metric. 

In addition to performance validation, the project provided valuable insights into system design and deployment 
for next-generation 6G experimentation platforms. The adoption of a microservice-based, containerised 
architecture ensured flexibility and reproducibility. The implementation of TMF628-compliant interfaces, 
although time-consuming, enabled standardised performance monitoring and facilitated smoother integration 
during UE agent development. Challenges encountered during implementation, including the need for additional 
orchestration components such as a scheduler and security constraints, were effectively addressed. 
Furthermore, during experimentation, it was observed that careful management of UE behaviours, such as 
browser caching and telemetry timing, is essential for accurate performance measurement. 

4.2 Follow Me Connectivity 

4.2.1 Project Overview 

Summary of goal and scope: The Follow Me Connectivity (FMC) project, developed under the 6G-BRICKS project, 
focused on improving seamless connectivity for XR applications in next-generation mobile networks. The goal 
was to design, implement, and demonstrate an end-to-end system where a user wearing a Meta Quest 3S 
headset can move through an environment while maintaining stable 5G connectivity and receiving AI-based 
contextual information directly in the headset view. The solution combined three elements: on-device YOLOv9 
object detection via Unity Sentis, a FastAPI backend providing AR context and live network indicators, and a 
Reconfigurable Intelligent Surface (RIS) integrated in a 5G NR mmWave environment to support the "follow me" 
coverage concept. 

Fit with 6G-BRICKS: FMC provides a practical, reusable experiment that connects RIS, XR, AI, and 5G/6G testbed 
integration. It is relevant in four ways: it demonstrates RIS-assisted wireless communication in a real 5G NR 
mmWave setup; it validates XR over 5G/6G as a demanding latency/jitter-sensitive use case; it shows the value 
of on-device AI (object detection runs locally, independent of cloud inference); and it builds on open, reusable 
infrastructure (OAI 5G stack + EUR testbed) for future experiments. 

Expected results: A real proof-of-concept showing XR-based follow-me connectivity supported in a live 5G NR 
environment with RIS assistance (i.e., successful 5G NR mmWave connection at EUR, real-time on-device object 
detection (laptops, bottles, phones, persons), live network-quality indicators in the AR interface, and working 
backend-to-headset communication for contextual data). 

Table 7: Follow Me Connectivity main deliverables. 

Deliverable/Output Description Status 

D1 Implementation Plan Technical plan covering 
architecture, component selection 
(Quest 3S, OAI gNB, RIS hardware, 

Delivered 
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Unity Sentis/YOLOv9), integration 
strategy, KPI definitions, timeline. 

D2 Final Report and Results Comprehensive report covering 
integration, experiment execution 
at EUR, measured KPIs, technical 
challenges, and outcomes of the 
FMC demonstrator 

Delivered 

MR Application Meta Quest 3S Unity application: 
passthrough AR, on-device YOLOv9 
inference via Unity Sentis, HTTP 
backend communication, live 
network metrics display. 

Delivered 

Backend Server Python FastAPI server providing 
object class info, RIS status, and 
real-time network metrics (latency, 
jitter, throughput) to the headset. 

Delivered 

Demo Video screen capture of the working 
demonstrator at EUR, showing real-
time object detection, AR panel 
rendering, and RIS connectivity 
status switching. 

Delivered 

 

4.2.2  Integration and Setup 

Deployment/integration overview: The system was developed and tested at EUR (Sophia Antipolis, France) 
using the OpenAirInterface (OAI) 5G core and gNB. Architecture is organised across two layers: the EUR testbed 
infrastructure (wired network, 5G core (AMF/UPF/SMF/LMF), OAI gNB with O-DU/O-CU/O-RU on Band 257 @ 
28 GHz, FlexRIC near-RT RIC) and the outdoor experiment area (RIS, FR2 UE, Meta Quest 3S). The O-RU transmits 
the 28 GHz mmWave signal toward the RIS, which reflects it to a Quectel RG530F UE connected to a Linux laptop; 
the laptop shares 5G connectivity via WiFi hotspot to the Meta Quest 3S, which runs the Unity 6 MR application 
(passthrough capture, on-device YOLOv9 detection via Unity Sentis, AR rendering, HTTP requests to the FastAPI 
backend). 

Required configurations/components: 

• RAN: OAI 5G NR, Standalone (SA) mode, split gNB (O-DU/O-CU co-located), LiteOn mmWave O-RU, Band 
257 (28,700.16 MHz), SSB 28,691.04 MHz, 66 PRBs × 120 kHz SCS ≈ 100 MHz, FFT 1024, sample rate 
122.88 Msps, 2×2 MIMO (analog beamforming), fronthaul O-RAN 7.2 split via eCPRI over DPDK/VLAN 
(VLAN tag 54), RRC v17.3.0, HARQ 16/16, max modulation 256-QAM DL / 64-QAM UL, CSI-RS and SRS 
enabled, Cell ID/TAC = 1/1. 

• O-RAN telemetry: FlexRIC near-RT RIC via E2 interface, service models KPM, MAC, RLC, PDCP, GTP, Slice, 
RC. 

• LMF: deployed in OAI 5G core, 3GPP-compliant UE positioning via uplink measurements, exposed via 
HTTP location API (intended for future RIS-steering xApp). 
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• RIS: passive flat reflective surface, 28 GHz mmWave band, tripod-mounted, installed in EUR outdoor 
terrace area. 

• FR2 UE: Quectel RG530F module via USB to Linux laptop, performs PRACH/CBRA/RRC connection/PDU 
session establishment; laptop shares connectivity as WiFi hotspot. 

• MR application: Unity 6, Android (Meta Quest 3S), IL2CPP, ARM64, min API level 29, Meta XR SDK; 
YOLOv9 ONNX model (COCO, 80 classes) via Unity Sentis; C# post-processing for bounding 
boxes/labels/confidence. 

Support requested from testbed team: Full end-to-end integration could only be completed on-site at EUR since 
the complete chain (RIS-assisted mmWave link, Quectel hotspot path, edge backend) could not be reproduced 
remotely. Pre-integration testing of individual components was performed beforehand; remaining issues (mainly 
network addressing and backend reachability) were resolved on-site at session start. 

Table 8: Follow Me Connectivity Project 's list of KPIs. 

KPI Definition Target Value Methods  

RSRP The average downlink received power of 
the NR reference signal at the UE, as 
reported to the gNB over the RIS-
reflected path. Indicates whether the RIS 
provides a signal strong enough to 
sustain the link. 

> −95 dBm OAI gNB MAC stats 

UL SNR The signal-to-noise ratio measured at the 
gNB on the PUSCH channel from the UE, 
over the RIS-reflected uplink path. 

> 10 dB OAI gNB MAC stats 

UL MCS The modulation and coding scheme 
selected by the gNB scheduler for uplink 
transmissions. 

MCS 27 (64-
QAM) in 
stable state 

OAI gNB MAC stats 

UL BLER The fraction of uplink transport blocks 
requiring retransmission, derived from 
HARQ round counters.  

< 1% in 
stable state 

OAI gNB MAC stats 

DL BLER The fraction of downlink transport blocks 
requiring retransmission. 

< 10% in 
stable state 

OAI gNB MAC stats 

Total DL data 
volume 

The cumulative MAC-layer bytes 
delivered to the UE. 

> 10 MB OAI gNB MAC stats 

Latency The round-trip time between the MR 
application issuing an HTTP request to 
the FastAPI backend and receiving the 
JSON response, expressed in 
milliseconds. 

< 100 ms Unity MR app 
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Jitter The variation in successive round-trip 
latency measurements between the MR 
application and the backend, expressed 
in milliseconds.  

< 30 ms Unity MR app 

Throughput The data rate of HTTP communication 
between the MR application and the 
backend, expressed in kbps. 

Active data 
flow 
confirmed 

Unity MR app 

Object 
detection 
functionality 

The correct detection and classification 
of real-world objects by the on-device 
YOLOv9 model via Unity Sentis 

Correct 
detection 

AR passthrough status bar 

AR panel 
population 

The successful retrieval of the JSON 
response from the backend and 
population of the AR panel with object 
description. 

Full panel 
populated 
within one 
HTTP cycle 

Visual inspection 

 

4.2.3 KPIs and Experiment Metrics 

Table 9: Follow me Connectivity KPIs and Experiment Metrics. 

KPI Definition Target Value Methods  

RSRP The average downlink received power of 
the NR reference signal at the UE, as 
reported to the gNB over the RIS-
reflected path. Indicates whether the RIS 
provides a signal strong enough to 
sustain the link. 

> −95 dBm OAI gNB MAC stats 

UL SNR The signal-to-noise ratio measured at the 
gNB on the PUSCH channel from the UE, 
over the RIS-reflected uplink path. 

> 10 dB OAI gNB MAC stats 

UL MCS The modulation and coding scheme 
selected by the gNB scheduler for uplink 
transmissions. 

MCS 27 (64-
QAM) in 
stable state 

OAI gNB MAC stats 

UL BLER The fraction of uplink transport blocks 
requiring retransmission, derived from 
HARQ round counters.  

< 1% in 
stable state 

OAI gNB MAC stats 

DL BLER The fraction of downlink transport blocks 
requiring retransmission. 

< 10% in 
stable state 

OAI gNB MAC stats 
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Total DL data 
volume 

The cumulative MAC-layer bytes 
delivered to the UE. 

> 10 MB OAI gNB MAC stats 

Latency The round-trip time between the MR 
application issuing an HTTP request to 
the FastAPI backend and receiving the 
JSON response, expressed in 
milliseconds. 

< 100 ms Unity MR app 

Jitter The variation in successive round-trip 
latency measurements between the MR 
application and the backend, expressed 
in milliseconds.  

< 30 ms Unity MR app 

Throughput The data rate of HTTP communication 
between the MR application and the 
backend, expressed in kbps. 

Active data 
flow 
confirmed 

Unity MR app 

Object 
detection 
functionality 

The correct detection and classification 
of real-world objects by the on-device 
YOLOv9 model via Unity Sentis 

Correct 
detection 

AR passthrough status bar 

AR panel 
population 

The successful retrieval of the JSON 
response from the backend and 
population of the AR panel with object 
description. 

Full panel 
populated 
within one 
HTTP cycle 

Visual inspection 

 

4.2.4 Results and Performance Evaluation 

Table 10: Follow Me Connectivity summary of results. 

KPI Target Outcome Comment  

RSRP > −95 dBm −83 to −87 dBm 
stable, mean −85.2 
dBm 

Met. Signal level remained well above the target 
after link establishment. 

UL SNR > 10 dB 12.5–17.5 dB, 
mean 14.78 dB 

Met. Uplink channel remained consistently above 
the threshold. 

UL MCS MCS 27 (64-
QAM) in stable 
state 

MCS27 for 98.4% Met. Maximum uplink modulation sustained 
through the stable phase. 

UL BLER < 1% in stable 
state 

mean 0.33% Met. Transient peaks occurred, but average 
remained comfortably within target. 
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DL BLER < 10% in stable 
state 

mean 6.49% Met. Average was within target. 

Total DL data 
volume 

> 10 MB 28.91 MB Met. Sustained data transfer confirmed 
throughout the session. 

Latency < 100 ms 50–58 ms avg Met. End-to-end round-trip time remained 
consistently below the threshold across the RIS-
assisted service path. 

Jitter < 30 ms 3.1–18.8 ms Met. All observed values remained within the 
target range. 

Throughput Active data 
flow confirmed 

0.2–1.3 kbps Met. Low values are expected because the 
application exchanges only lightweight HTTP/JSON 
messages, not bulk traffic. 

Object 
detection 
functionality 

Correct 
detection 

Laptop, bottle, 
person, mobile 
phone correctly 
detected 

Met. On-device inference operated correctly and 
remained available independently of backend 
connectivity. 

AR panel 
population 

Full panel 
populated 
within one 
HTTP cycle 

Achieved in all RIS 
ON states 

Met. The panel was correctly populated when the 
backend was reachable. 

 

4.2.5 Technical Challenges Encountered 

Table 11: Follow Me Connectivity- Technical Challenges. 

Challenge Description Resolution / Mitigation 

Passthrough view not 
rendering on Meta 
Quest 3S 

Black background instead of real-world 
view, caused by Android 
manifest/passthrough 
permission/OVR/rendering pipeline 
settings. 

By fixing the Android manifest, enabling 
passthrough in OVRManager, 
configuring stereo rendering, and 
adjusting the camera background. 

Remote inference 
approach impractical  

Sending passthrough frames to 
backend for detection was infeasible 
(only black frames received, due to 
Meta platform privacy/security 
restrictions on passthrough camera 
access); would also have added 
latency/bandwidth overhead. 

By redesigning for fully on-device 
inference via Unity Sentis, only the 
detected class name is sent to the 
backend. 
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Difficulty finding a 
compatible YOLOv9 
model for Unity Sentis  

Sentis was relatively new and many 
ONNX variants were incompatible; raw 
output required custom post-
processing.  

By identifying a Sentis-compatible 
YOLOv9 ONNX model and implementing 
C# post-processing for bounding boxes, 
class labels, and confidence values. 

 

Android 
build/deployment 
required repeated 
tuning  

Incorrect settings caused install 
failures/crashes/missing functionality; 
no emulator available for the headset.  

By defining a stable build configuration 
(IL2CPP, ARM64, min API 29, correct 
Meta XR SDK versions) and an 
ADB/logcat-based 
deployment/debugging workflow. 

Full end-to-end 
integration only possible 
on-site  

The complete chain (RIS-assisted 
mmWave link, Quectel hotspot path, 
edge backend) couldn't be reproduced 
remotely; some issues only surfaced 
once everything was combined. 

Through extensive pre-integration 
testing of individual components 
beforehand, with remaining issues 
(mainly network addressing/backend 
reachability) resolved on-site at EUR. 

 

4.2.6 Summary of Outcomes 

Achievements: 

● Successfully demonstrated RIS-enabled coverage extension in a live 5G environment. RIS OFF = no 
connectivity; RIS ON = fully operational service, validating the project's main objective. 

● Demonstrated a stable RIS-assisted 5G NR mmWave link during the active session, with good signal 
levels, strong uplink quality, and sustained data transfer over the reflected path. 

● Successfully deployed YOLOv9 on Meta Quest 3S via Unity Sentis for fully on-device, network-
independent object detection (laptops, bottles, mobile phones, persons) in real time. 

● Validated the full application pipeline: passthrough capture → local inference → backend 
communication → AR panel rendering, with latency and jitter within target, and RIS/network status 
visible to the user. 

● Demonstrated feasibility using open, standards-aligned infrastructure (OpenAirInterface, FlexRIC, EUR 
testbed), supporting 6G-BRICKS' goal of reusable open experimentation platforms. 

Lessons learned: 

● The RIS acted as a true coverage enabler (not just a quality improver). It was the factor that turned no 
connectivity into a working service, highlighting RIS's practical value in challenging mmWave 
environments. 

● On-device inference is the right architectural choice for this type of XR application; remote inference 
introduces too much complexity/delay. 

● XR development on real hardware requires more time. Every iteration had to be built and deployed 
directly to the Meta Quest 3S (no emulator), slowing the dev cycle compared to standard desktop 
development. 
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● Full integration testing requires on-site testbed access. Some issues (network setup, backend access, RIS 
positioning) only appeared when all components were combined on-site. 

 

4.3 Collab-XR 

4.3.1 Project Overview 

The CollabXR project focuses on enabling real-time collaborative extended reality (XR) training by integrating 
virtual reality (VR), haptic feedback, and advanced wireless communication technologies within the 6G-BRICKS 
experimentation framework. The primary use case is a medical training scenario simulating Bakri Postpartum 
Balloon Placement, where multiple users interact in a shared virtual environment. 

The system combines: 

• VR headsets for immersive visualisation,  

• Magos haptic gloves for precise tactile interaction,  

• A multiplayer XR application enabling synchronised collaboration,  

• 5G/6G testbed infrastructures for low-latency communication.  

The main objective of the project is to evaluate the feasibility and performance of collaborative XR applications 
over 5G/6G networks, with a particular focus on latency-sensitive and interaction-intensive scenarios. 

Table 12: Collab-XR Project's Deliverables. 

Deliverable/Output Description Status 

D1 – Implementation Plan & 
PoC Definition 

Defined system architecture, KPIs, and testing methodology Delivered 

D2 - Report on use case 
implementation 

Describe the tasks in activity 2: Use case development and 
execution  

Delivered 

D3 - Final Report Summary of Technical integration and testing (activity 3), 
implementation, results, and insights 

Delivered 

D4 - Demo video A video demo showcasing CollabXR solution and results Delivered 

D5 - Network Measurement 
Dataset 

Packet captures and logs from XR sessions (UCD - EUR) Delivered 

 

4.3.2  Integration and Setup 

The CollabXR system was implemented as a distributed multi-user extended reality (XR) platform that integrates 
virtual reality, haptic feedback interactions, and advanced wireless communication within the 6G-BRICKS 
experimentation framework. The system enables multiple users to interact within a shared virtual environment 
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while maintaining synchronised visual and haptic feedback. This was achieved by combining VR headsets for 
immersive visualisation, Magos haptic gloves for tactile interactions, and a multiplayer Unity-based application 
for real-time communication. 

The overall architecture follows a host–client model (Figure 8), where users exchange interaction data such as 
hand movements, object manipulations, and haptic feedback signals over a 5G/6G network. This setup allows 
the evaluation of end-to-end system performance, particularly in latency-sensitive and interaction-intensive 
scenarios. 

EUR  

Figure 8: System layout 

To ensure reliable deployment and systematic validation, the integration was carried out in two stages:  

1. Initial deployment, testing, and validation at the UCD 5G O-RAN testbed  
2. Final integration and performance evaluation at the EUR 6G-BRICKS testbed  

This staged approach enabled early identification of integration issues and ensured system stability before 
testing under more demanding network conditions. 

Hardware Components 

• Magos VR haptic gloves, which provide fine-grained tactile feedback at the finger level 

• VR headsets (Meta Quest 3) to deliver immersive visualisation 

• Gaming laptops: used as host and client devices to execute the XR application 

• 5G USB dongles or compatible modems enabled connectivity to the testbed networks 

• 5G antennas or an alternative to access the network 

Software Components 

• Magos Core application for haptic gloves calibration and control 

• Magos Unity SDK for integrating haptic feedback into the virtual environment 

• Unity game engine to develop and optimise the XR application 

• Α multiplayer module based on TCP communication to support real-time interaction between users  

• monitoring and data collection tools to capture packet-level network data 

CollabXR system was deployed at the EUR 5G/6G facility for advanced performance evaluation. The EUR testbed 
supports both sub-6 GHz and indoor mmWave (FR2) connectivity, providing a high-capacity and low-latency 
environment suitable for evaluating real-time XR applications.  

The deployment used two Alienware 16 Area-51 AA16250 laptops as the host and client machines, following the 
same application-side configuration used during the UCD baseline testing. Each laptop was connected to a Meta 
Quest 3 VR headset and used to run the CollabXR VR training application. For the EUR experiment, the 
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connectivity configuration was adapted to the available testbed setup: one laptop was connected directly to the 
EUR 5G mmWave testbed using the provided modem (Quectel RG530F), while the second laptop communicated 
through the edge-side network path. This configuration enabled the evaluation of the XR application under a 
realistic testbed deployment where the application traffic traversed the EUR infrastructure and edge connectivity 
environment. 

 

4.3.3 KPIs and Experiment Metrics 

Table 13: Collab-XR KPIs and Experiment Metrics. 

KPI Definition Target Value Methods  

(If applicable) 

Latency End-to-end round-trip time 
(RTT) between host and client 

< 10 ms Measured using packet 
timestamps from 
Wireshark 

Bandwidth Maximum data transfer rate 
supported by the network 
connection 

> 800 Mbps Measured using network 
tools (e.g., iPerf) and 
testbed specifications 

Throughput Actual data transfer rate 
achieved by the XR 
application during operation 

Application-
dependent (should 
be lesser than the 

available bandwidth) 

Calculated from packet 
capture (.pcapng) data 
using throughput analysis 

Jitter Variation in packet delay over 
time 

< 10ms Derived from inter-packet 
arrival time variation in 
Wireshark 

Connectivity 
Reliability 

Percentage of successful 
connection uptime 

> 99.9% Measured from session logs 
and connectivity 
monitoring 

Security Compliance 
 

Degree to which the system 
meets required security 
standards 

100% Verified through system 
configuration and secure 
communication protocols 

Multi-User Support Ability of the system to 
support simultaneous users 

> 1 user Validated through multi-
user session testing 

Device Compatibility Ability of the system to 
operate across required 
hardware devices 

100% Tested across VR headsets, 
haptic devices, and host 
systems 
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Realistic Simulation 
Quality 

Degree of realism in visual 
and haptic interaction 

> 90% Evaluated through system 
behavior and qualitative 
user observation 

Remote Collaboration 
Success 

Effectiveness of collaborative 
interaction between users 

> 95% Measured via successful 
task completion and 
interaction synchronization 

User Feedback 
Effectiveness 

Responsiveness and 
usefulness of system 
feedback to users 

> 70% Evaluated through user 
interaction response and 
system logs 

 

4.3.4 Results and Performance Evaluation 

Table 14: Collab-XR Results and Performance Evaluation. 

KPI Target Outcome Comment 

Latency < 10 ms ~8.92 𝑚𝑠 (avg), peaks 
up to ~10.57 𝑚𝑠 

Meets target on average; minor spikes due to 
network and processing variability 

Bandwidth > 800 Mbps Significantly higher 
than application 
demand 

FR2 deployment at 27 GHz offers significantly 
higher capacity compared to FR1 (sub-6 GHz) 
configurations, enabling support for high data 
rate and intensive bandwidth applications. 

Throughput Application-
dependent 
(should be less 
than the 
available 
bandwidth) 

~0.59 𝑀𝑏𝑝𝑠  (avg), 
0.40–0.75 𝑀𝑏𝑝𝑠  
range 

Significantly lower than available bandwidth 
(system is not network-bound) 

Jitter < 10ms ~9.25 𝑚𝑠 (avg), 95th 
percentile ~14.88 𝑚𝑠 

Near threshold; occasional spikes may affect 
synchronisation under high activity 

Connectivity 
Reliability 

> 99.9% 100% No connection drops observed; negligible 
packet loss confirms stable and reliable 
connectivity 

Security 
Compliance 

 

100% 

 

100% No security issues observed; system operated 
under standard secure configurations, though 
detailed evaluation was out of scope 
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Multi-User 
Support 

> 1 user 2 users successfully 
tested 

System supports real-time collaborative 
interaction 

Device 
Compatibility 

100% 100% Fully compatible with VR headsets and haptic 
devices 

Realistic 
Simulation 
Quality 

> 90% Achieved qualitatively The application was tested with 20 users: 

• UCD 6 users 

• Q&Q 10 users 

• EUR 4 users 

Oral feedback after usage was collected 

Remote 
Collaboration 
Success 

> 95% Successful 
collaborative sessions 
completed 

Host and client users were able to interact in 
the shared XR environment, with remote 
actions reflected across users. Minor network 
timing variations were observed but did not 
prevent collaborative operation. 

User Feedback 
Effectiveness 

> 70% Positive interaction 
feedback observed 

The application was tested with 20 users: 

• UCD 6 users 

• Q&Q 10 users 

• EUR 4 users 

Oral feedback after usage was collected 

 

4.3.5 Technical Challenges Encountered 

Table 15: Collab-XR - Technical Challenges. 

Challenge Description Resolution / Mitigation 

Windows device configuration 
for testbed access 

The EUR testbed had previously been 
configured mainly with Linux-based 
laptops, while the CollabXR setup 
used Windows-based Alienware 
laptops. This required additional 
configuration and connectivity 
validation. 

The required Windows network 
settings were identified with 
support from the EUR team, and 
end-to-end connectivity was 
confirmed before experiments. 

Device registration and 
network access 

As part of the EUR testbed 
onboarding process, the MAC 
addresses of the host and client 
laptops were shared in advance for 
network access registration. 
However, the initial registration did 

With support from the EUR IT 
team and the EUR lab team, the 
affected laptop was re-registered, 
and the network access 
configuration was validated. After 
this, both laptops were able to 
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not work correctly for one laptop, 
preventing immediate access to the 
required network path. 

establish the required connectivity 
for the experiments. 

 

4.3.6 Summary of Outcomes 

The CollabXR project has successfully demonstrated how immersive technologies—specifically virtual reality 
(VR), haptic feedback, and 5G connectivity—can transform the landscape of clinical education. By simulating a 
complex obstetric emergency procedure, the Bakri balloon placement, CollabXR addresses a long-standing gap 
in hands-on training opportunities for rare but high-stakes interventions. 

Deployed within the UCD 5G ORAN testbed and fully integrated into the EUR infrastructure, the system 
supported real-time, multiplayer simulation sessions with secure, low-latency communication and localised edge 
computing. The platform’s technical performance was consistently strong: 

• Round-trip latency averaged between 8.92 ms, with 100% connectivity uptime. 
• Edge processing times remained below the perceptibility threshold, enabling smooth haptic 

interaction and synchronised virtual environments. 
• The system supported up to 2 concurrent users, with verified compatibility across multiple VR 

devices (Meta Quest 2 and 3). 

Official and unofficial trials, conducted in Dec 2025-March 2026, involved 20 participants (Q&Q, UCD, EUR) 
verifying the KVIs targeted. 

The project faced minor challenges due to a lack of experience and know-how. The only major issues were the 
particularly tight 6-month timeline and the delay on project start and finish dates. Nonetheless, UCD made 
significant in-kind contributions and submitted two research publications, achieving all major milestones.  

In conclusion, CollabXR has validated a scalable, reusable, and ethically sound model for immersive surgical 
training. Its deployment across federated 5G testbeds within the 6G-BRICKS framework illustrates the broader 
potential of connected XR for remote clinical education. The project sets a strong foundation for future research 
and implementation, supporting the goals of 6G sustainability—economic efficiency, environmental 
responsibility, and equitable access to advanced medical knowledge. 

 

4.4 PEDESTRIAN 

4.4.1 Project Overview 

The PEDESTRIAN project aimed to advance the EU's "Vision Zero" road safety goals by protecting Vulnerable 
Road Users (VRUs), such as pedestrians and cyclists, through Cooperative, Connected, and Automated Mobility 
(CCAM). The core scope of the project was to predict the future trajectories of VRUs to feed advanced driver 
assistance systems and prevent collisions. To accomplish this, the project utilised data collected at the network's 
edge and leveraged a novel combination of transformer neural networks and Hierarchical Federated Learning 
(HFL). This approach allowed collaborative training of predictive models across emulated Connected Vehicles 
(CVs) and Road Side Units (RSUs) without compromising user data privacy or latency. 

PEDESTRIAN significantly enriched the 6G-BRICKS ecosystem by extending its use cases into the automotive 
vertical and Intelligent Transport Systems (ITS) domain. It enhanced the existing 6G-BRICKS EUR orchestration 
platform by deploying native AI tools and distributed edge computing directly at the network edge. Additionally, 
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it introduced an advanced capability for mobility-aware scenarios: the dynamic migration and orchestration of 
Federated Learning (FL) services across emulated sites to seamlessly manage handovers and support moving 
vehicles. 

The project delivered an intelligent alerting system to protect VRUs using collaboratively trained trajectory 
prediction models. It successfully integrated emulators for CVs and RSUs equipped with transformer-based 
algorithms. Ultimately, the project demonstrated the successful extension of the 6G-BRICKS platform to support 
extreme-edge resource orchestration and mobility-aware federated learning, as demonstrated with the 
prototype implemented in the project and made available in the GitLab repository. 

Table 16: PEDESTRIAN Project's Deliverables. 

Deliverable/Output Description Status 

D1 Implementation Plan Deliverable describing the implementation plan of 
the PEDESTRIAN project and its related KPIs and KVIs. 

Delivered and accepted 

D2 System and sw design 
of PEDESTRIAN system 
and PoC specification 

Deliverable detailing the functional and high-level 
design of the PEDESTRIAN system and the related 
PoC. 

Delivered and accepted 

D3 Report on 
PEDESTRIAN system 
implementation 

Deliverable detailing the PEDESTRIAN system 
implementation in all of its sub-components and the 
functional validation of the system. 

Delivered and accepted 

D4 Report on 
performance validation, 
results analysis, and 
lessons learnt 

Deliverable detailing the performance validation of 
the PEDESTRIAN system and the validation of its KPIs. 

Delivered and accepted 

PEDESTRIAN Software Public Gitlab repository of the PEDESTRIAN project 
containing source code, OpenAPI specs, and 
experiment results. 

Delivered and accepted 

 

4.4.2  Integration and Setup 

The integration and validation of the PEDESTRIAN system utilised a hybrid approach carried out across three 
complementary testing facilities. 

1. Nextworks Testbed: This facility handled the functional validation of the Hierarchical Federated Learning 
(HFL) solution, utilising simplified scenarios to collect traffic profiles for operations like Federated and 
Hierarchical Federated Training and model deployment. 

2. EUR Testbed / 6G-BRICKS Facility: This testbed was utilised for network performance validation. The 
traffic profiles generated in the NXW testbed were injected into the EUR facility via the Experimenter 
API, replicating realistic 5G RAN traffic patterns of HFL components to measure network KPIs. 
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3. CNIT-Polito Testbed: This testbed provided dedicated, high-performance computing nodes required to 
process resource-intensive AI workloads and evaluate the comprehensive performance of the 
transformer architectures. 

Across this setup, the system was validated against four main experimental scenarios: a centralised training 
baseline, standard Federated Learning, hierarchical Federated Learning, and federation handover. 

4.4.3 KPIs and Experiment Metrics 

The PEDESTRIAN project relied on nine Key Performance Indicators (KPIs) to validate the system, covering 
trajectory prediction accuracy, federated training efficiency, and 5G network performance. Validation 
measurements were extracted using native logging from the Flower framework, BentoML tools, PyTorch, and 
testbed network monitoring capabilities. 

Table 17: PEDESTRIAN KPIs and Experiment Metrics. 

KPI Definition Target Value Methods  

KPI_001: Average 
Local Training Time 

Average time each FL 
client takes to perform 
one round of local 
training. 

10 minutes Mean duration of a local training 
epoch across all participating clients. 

KPI_002: Training 
Rounds to 
Convergence 

Number of FL rounds 
required to reach 
comparable accuracy to 
centralised training. 

500 rounds Count the communication rounds 
until ADE exceeds the centralised 
approach by no more than 5%. 

KPI_003: End-to-End 
FL Cycle Time 

Total time for model 
training, aggregation, and 
deployment in one FL 
cycle. 

60 minutes Cumulative duration from first 
federated round to final deployable 
model. 

KPI_004: Average 
Displacement Error 
(ADE) 

Mean L2 distance 
between predicted and 
actual VRU trajectories. 

0.6 meters Average Displacement Error 
evaluated over predicted trajectories 
during validation. 

KPI_005: Final 
Displacement Error 
(FDE) 

L2 distance between 
predicted final point and 
ground truth. 

1.2 meters Final Displacement Error at a 6-
second prediction horizon. 

KPI_006: Miss Rate 
(MR @ 2m) 

Percentage of predictions 
deviating >2 meters from 
the ground truth. 

10% Proportion of predictions exceeding 
a 2-meter safety threshold at a 4-
second horizon. 

KPI_007: Real-time 
Inference Latency 

Time taken by a trained 
model to infer VRU 
trajectory in real time. 

100 ms End-to-end inference latency from 
data ingestion to prediction output. 
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KPI_008: Edge 
Resource Utilisation 

Ratio of resource usage 
(CPU, RAM) in edge nodes 
vs centralised baseline. 

30% Ratio of average hardware resource 
utilisation per client relative to a 
centralised baseline. 

KPI_009: Radio 
Occupancy (Uplink) 

Average bandwidth 
consumed by FL clients 
during training rounds. 

100 
Mbps/client 

Monitoring wireless uplink traffic for 
model weight updates using 
simulated UEs. 

 

4.4.4 Results and Performance Evaluation 

Overall, the results demonstrated that the PEDESTRIAN HFL system successfully met its primary operational 
targets, satisfying seven out of nine KPIs (those related to federated training time, miss rate, and network 
metrics). The total training time of approximately 7.5 minutes proved the system operated well within realistic 
time constraints (under 60 minutes) even after 97 communication rounds. Although trajectory prediction 
accuracy metrics (ADE and FDE) fell slightly short of their targets, the consistency of the training proved 
extremely stable, preserving privacy through FL while remaining well within acceptable limits for CCAM early-
warning systems. 

Table 18: PEDESTRIAN Results and Performance Evaluation. 

KPI Target Result Comment 

KPI_001 10 min 4.20 ± 3.80s Safely meets the threshold. 

KPI_002 500 
rounds 

97.50 ±7.46 Comfortably meets the threshold. 

KPI_003 60 min ~7.5 minutes (452s) Combines local training, 97.5 rounds, and 
deployment time. Easily satisfies the 
requirement. 

KPI_004 0.6 m 0.701 ± 0.001 m Missed target by roughly 10 cm, but extremely 
low standard deviation indicates highly stable 
training performance. 

KPI_005 1.2 m 1.477 ± 0.005 m Missed target by roughly 27 cm. Minimal 
standard deviation demonstrates remarkable 
consistency. 

KPI_006 10% 9.5 ± 0.09% Consistently below the 10% threshold, satisfying 
the safety requirement. 

KPI_007 100 ms 38.37 ± 1.51 ms Comfortably satisfies the real-time latency target 
over 500 consecutive inferences. 
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KPI_008 30% 28.46% ± 14.21% (CPU) Safely meets the edge resource hardware 
utilisation target. 

KPI_009 100 Mbps Flat: 16.67 ± 4.74 Mbps 

Hier: 16.72 ± 4.91 Mbps 

Successfully meets the predefined target in both 
flat and hierarchical setups. 

 

4.4.5 Technical Challenges Encountered 

While no major hurdles occurred during the initial system design, the project faced challenges regarding testbed 
availability and experiment scheduling, model generalisation across heterogeneous data, and complex 
deployments across distributed environments.  

Table 19: PEDESTRIAN - Technical Challenges. 

Challenge Description Resolution / Mitigation 

Testbed 
Availability 
Delay 

The EUR testbed was busy during the early 
stages, causing a delay in the technical kick-
off. 

The design activities (A1.1 and A1.2) were 
extended by one month, and Deliverable D2 
was expanded to accommodate the 
modified implementation plan. 

Model 
Generalisation 
on Non-IID Data 

Difficulty generalising the transformer-
based model over highly heterogeneous 
(non-IID) client data derived from the 
nuScenes [17] dataset, causing ADE/FDE to 
miss targets by 10cm and 27cm, 
respectively. 

Achieved near-zero standard deviation over 
runs, ensuring stability. Future iterations 
will adopt personalised federated layers or 
weighted aggregation to combat data 
heterogeneity. 

Distributed 
Deployment 

Validating performance across distinct 
distributed testbed environments 
presented logistical complexity. 

Addressed by adopting a hybrid validation 
methodology, splitting logical simulations 
(NXW testbed) and realistic network profile 
emulation (EUR testbed) to obtain reliable 
results 

 

4.4.6 Summary of Outcomes 

The PEDESTRIAN project successfully demonstrated the viability of using Hierarchical Federated Learning (HFL) 
and transformer neural networks at the extreme edge to support Connected, Cooperative, and Automated 
Mobility (CCAM) scenarios. By proving that an early-warning prediction system for VRUs could be trained 
collaboratively across vehicles and edge nodes within 7.5 minutes, while keeping network bandwidth usage 
(under 17 Mbps per client) and local inference latency (38 ms) well below required constraints, the project 
confirmed that 6G-oriented ecosystems can handle mobility-aware AI securely. 

A key lesson learned was that while Federated Learning excels at preserving data privacy by avoiding central data 
aggregation, the inherent heterogeneity of non-IID datasets across clients can slightly reduce absolute model 
accuracy compared to centralised training. However, the extreme stability across training rounds validated the 
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architecture, and implementing personalised federated layers or weighted aggregation strategies stands out as 
the clearest path forward for subsequent deployments. Furthermore, the stable performance of network KPIs 
suggested the proposed HFL architecture can robustly scale to accommodate much larger fleets of edge nodes 
without introducing network bottlenecks. 
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5 Projects Implemented at ISI/ATH  
5.1 6G-MEC 

This section presents the outcomes of the 6G-MEC project, organized across project overview, integration, target 
KPIs and performance evaluation. 

5.1.1 Project Overview 

The 6G-MEC sub-project is a 6G-BRICKS 3rd-party experiment that focuses on advanced private 5G technologies 
to reduce latency in Industry 4.0 applications and aligns with 6G-BRICKS Use Case 2 – PoC 2: AR inspection of an 
Industry 4.0 digital twin on-site. To achieve its goals, the 6G-MEC experiment follows two main approaches: first, 
the deployment of a distributed User Plane Function (UPF), by placing an UPF instance at the network edge, co-
located with the O-CU, to minimise user-plane delay at the UEs, optimise edge network performance, and reduce 
backhaul traffic; second, the implementation of enhanced Mobile Broadband (eMBB) and Ultra-Reliable Low-
Latency Communication (URLLC) network slices, to ensure proper separation between different UEs and achieve 
high network performance for critical industrial applications. The full system end-to-end (E2E) validation applies 
both approaches in a single solution, using a central UPF for the eMBB slice and an Edge UPF for the URLLC slice. 
The complete 6G-MEC integration with the ISI/ATH 6G Testbed took place during the first week of November 
2025. The validation was conducted using an Industry 4.0 extended reality (XR) application and digital twin 
technology to facilitate the interaction and monitoring of an industrial machine's real-time operational data. The 
validation confirmed that the unified approach, using network slicing with distributed UPF, achieves an 
outstanding >50% latency reduction whilst keeping Downlink (DL) and Uplink (UL) throughput within the desired 
values for targeted UEs, even when the 5G network is congested. Table 20 outlines 6G-MEC deliverables and 
their respective contents.  

Table 20: List of 6G-MEC Deliverables 

Deliverable/Output Description Status 

D1: Detailed experiment 
description and 
implementation/execution 
plan 

Provides a detailed specification of the 6G-MEC Open Call 
experiment and presents the intermediate results from the on-site 
implementation and integration phases. It describes the project 
objectives and defined KPIs, reports on the current development of 
the local UPF, network slicing implementation, and initial tests with 
an Industry 4.0 AR application under URLLC requirements 

Delivered 

D2: Report on the Use Case 
Implementation 

Provides the details on the 6G-MEC integration with the ISI/ATH 6G 
Testbed and the experiment setup.  Recalls the experiment KPIs 
and presents the obtained objective and subjective results, 
including the setup and methodology used to validate the 6G-MEC 
technologies. Identifies the main technical challenges encountered 
and highlights the main project outcomes. 

Delivered 

 



 
Deliverable D6.2 – Report on the tests of the 2nd cycle of open call  

 
 

 

© 6G-BRICKS 2026  Page | 50  

5.1.2  Integration and Setup 

The 6G-MEC experiment specifications and design, as well as the detailed description for the implementation of 
the distributed UPF approach and network slicing, were provided in the 6G-MEC Deliverable 1 (D1: Detailed 
experiment description and implementation/execution plan).  

The 6G-MEC integration with the ISI/ATH 6G Testbed, including its final setup, took place during the first week 
of November 2025 and followed the architecture provided in Figure 9 (left side). 

 

Figure 9: High-level architecture of the experiment to be deployed at ISI/ATH testbed. Integration of the OAIBOXTM 
with the ISI/ATH 6G testbed  

This setup deploys an Open RAN (ORAN) architecture with the Central Unit (O-CU) and Distributed Unit (O-DU) 
implemented by the OAIBOXTM MAX 118[1], a product from Allbesmart, and the Radio Unit (O-RU) implemented 
through a Software Defined Radio (SDR) USRP. Using this configuration, the user plane for the URLLC slice is 
moved closer to the network edge through an Edge UPF, whilst the user plane for the eMBB slice remains 
centralised. The control plane for both the URLLC and eMBB slices also remains centralised. The proximity of the 
Edge UPF to the URLLC UEs allows data traffic to be routed locally, minimising latency and reducing the load on 
the backhaul and core network. This distributed user-plane design, where each UPF can serve different Data 
Network Names (DNNs) or S-NSSAIs (slice identifiers), provides the foundation for the 6G-MEC experiment, 
enabling real-time data processing, analytics, and control directly within the local network domain.Figure 10 
depicts the complete 6G-MEC integration with the ISI/ATH 6G Testbed. 
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Figure 10: 6G-MEC integration with the ISI/ATH 6G Testbed 

To complement this approach, the OAIBOX™ web-based dashboard for network monitoring and configuration 
has been enhanced with a new xApp that offers user-friendly and fully flexible RAN slice configuration capabilities 
through an intuitive interface, enabling seamless and hands-on experimentation, as explained in 6G-MEC 
deliverable D1, and depicted here in Figure 11 and Figure 12. 

 
Figure 11: The xApp library page including the new Network Slicing xApp 

 
Figure 12: Network slice configuration window 
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5.1.3 KPIs and Experiment Metrics 

The list of the 6G-MEC targeted KPIs is provided in Table 21. The rationale for these KPIs is related to the core 
goals for this experiment: to decrease the latency for Industry 4.0 applications in a private 5G Network 
deployment. This experiment is aligned with the 6G-BRICKS Use Case 2 – PoC 2: AR inspection of Industry 4.0 
digital twin on site [19]. 

Table 21: 6G-MEC identified KPIs 

KPI Definition Target 
Value 

Methods  

(If applicable) 

Downlink bit 
rate 

The throughput (in bps) in the 
downlink channel for the 
implemented 5G network 

> 500 
Mbps 

Collect measurements using the iPerf tool, and 
the OpenSpeedTestTM service running at the 
OAIBOXTM 

Uplink bitrate 
The throughput (in bps) in the 
uplink channel for the 
implemented 5G network 

> 50 
Mbps 

End-to-end 
latency 

The approximate end-to-end 
(E2E) communication delay 
between a UE on the 
implemented 5G network and 
an external service. 

≤ 6 
msec 

Collect measurements using the 
OpenSpeedTestTM service running at the 
OAIBOXTM. Since the service only provides 
application-level round-trip-time (RTT), an 
approximation of the E2E latency was obtained 
by dividing the RTT by 2. 

Quality of 
Experience 
(QoE) when 
using an 
Augmented 
Reality (AR) 
application for 
Industry 4.0 

The subjective perception of 
users regarding the usability, 
responsiveness, and overall 
effectiveness of an (AR) 
application used for training 
and maintenance when 
delivered over the 6G-MEC 
enabled 5G network. 

Medium 
Opinion 
Score 
(MOS) > 
4 

Collect subjective user feedback to indirectly 
evaluate the network performance via the AR 
application. The survey would focus on 
responsiveness, smoothness and reliable 
operation of the AR application as well as the 
perceived quality of the AR content. Therefore, 
GDPR compliant questionnaires are given to 
users trained in the use of the AR application to 
assess their Quality of Experience (QoE) while 
interacting with the application over the 
implemented 5G network, whose high-
throughput and low-latency capabilities are 
critical to application performance. The 
collected responses are aggregated to derive the 
QoE KPI. 

Number of 
approved 
Merge 
Requests 
submitted in 

This KPI measures the total 
number of merge requests 
submitted within the scope of 
the project that have been 
reviewed, approved, and 

>3 
Allbesmart’s contributions to the OAI open-
source repository can be monitored at: 
https://gitlab.EUR.fr/luis_pereira87  

https://gitlab.eurecom.fr/luis_pereira87
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the context of 
the project 
and publicly 
available in 
the official 
repository of 
the Open Air 
Interface 
(OAI) open-
source project 

successfully merged into the 
official public repository of the 
OAI open-source project, 
reflecting the project’s 
tangible contributions to the 
OAI codebase. 

 

5.1.4 Results and Performance Evaluation 

Table 22 presents the 6G-MEC experiment KPIs and the measured results. 

Table 22: 6G-MEC measured KPIs 

KPI Target Outcome Comment 

Downlink bit rate 
> 500 
Mbps 

> 600 Mbps for a 
single UE. 
(Scenario 1: only 
one UE is 
connected on 
the network; 
Scenario 2: 
multiple UEs are 
connected to the 
network, and 
network slicing is 
properly 
configured) 

In the deployed scenario (100 MHz bandwidth with 2×2 
MIMO), the measured total aggregated DL throughput 
of the gNB is approximately 750 Mbps. Without 
network slicing, this DL capacity is shared among all 
competing devices. When network slicing is properly 
configured, the UE connected to the URLLC slice can 
sustain DL throughput exceeding 600 Mbps. 

Uplink bitrate 
> 50 
Mbps 

> 80 Mbps for a 
single UE. 
(Scenario 1: only 
one UE is 
connected on 
the network; 
Scenario 2: 
multiple UEs are 
connected to the 
network, and 
network slicing is 
properly 
configured) 

In the deployed scenario (100 MHz bandwidth with 2×2 
MIMO), the measured total aggregated UL throughput 
of the gNB is approximately 250 Mbps. Without 
network slicing, this UL capacity is shared among all 
competing devices. When network slicing is properly 
configured, the UE connected to the URLLC slice can 
sustain an UL throughput exceeding 80 Mbps 
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End-to-end latency 
≤ 6 
msec 

≤ 4 ms 

The E2E latency was obtained using the 
OpenSpededTestTM service, when the UE was 
connected to an URLLC slice. Measured RTT = 7 ms.  
E2E delay ≈ RTT/2 (network operating in a controlled 
environment).  

QoE of the AR 
application for 
Industry 4.0 

Medium 
Opinion 
Score 
(MOS) > 
4 

4.82 

The evaluation was conducted by collecting user 
feedback through a User Satisfaction Survey (see Figure 
17), in which participants rated different aspects of the 
AR application usage on a scale from 1 (Poor) to 5 
(Excellent).  

Number of approved 
Merge Requests 
submitted and 
publicly available in 
the official 
repository of the OAI 
open-source project 

>3 5 
Allbesmart’s contributions to the OAI open-source 
repository can be monitored at: 
https://gitlab.EUR.fr/luis_pereira87 

 

5.1.4.1 6G-MEC Objective Results (DL, UL and E2E latency KPIs) 

The 6G-MEC objective results have been collected under the following experiment scenarios (with configurations 
for scenarios 2 and 4 depicted in Figure 13 and Figure 14): 

• Scenario 1: No network slicing with a shared central UPF – two UEs compete for the same bandwidth 
using the same UPF. 

• Scenario 2: One eMBB slice and one URLCC slice (preference over 173 Physical Resource Blocks (PRBs)) 
with a distributed UPF approach – two UEs, each in a different network slice use different UPFs and 
experience different QoS. 

 

Figure 13: Scenario 2 Configuration 

• Scenario 3: Network slice isolation with a distributed UPF approach – two UEs on eMBB slice (UE1 and 
UE2) and one UE on the URLLC slice (UE3). Congested eMBB slice does not affect the URLLC slice. 

• Scenario 4: URLLC slice with a considerably lower number of PRBs (24 PRBs) with a distributed UPF 
approach – two UEs on eMBB slice (UE1 and UE2) and one UE on the URLLC slice (UE3). Even with lower 
resources, URLLC maintains lower delay.  

https://gitlab.eurecom.fr/luis_pereira87
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Figure 14: Scenario 4 Configuration 

For each scenario, we collected the DL and UL throughput, the RTT and jitter for each UE. The results were 
obtained through the OpenSpeedTestTM tool. OpenSpeedTestTM is a free, open-source HTML5 network 
performance estimation tool that can be used through a web browser, therefore measuring KPIs at the 
application layer. During the test the browser establishes multiple simultaneous connections to a service running 
at the 5G core network, to exchange data and measure DL and UL throughput, latency and jitter, with real-time 
tracking of these transfers to estimate sustained connection speed rather than momentary peak bursts, thereby 
providing a representation of the connection performance real users would experience under typical usage 
scenarios.  

The objective results collected during the final validation are presented in Table 23. The thick green (dashed) 
lines depict results for UEs connected to the eMBB slice, whilst the thick orange lines depict results for the UE 
connected to the URLLC slice. The DL and UL throughput for UE3 on all scenarios is depicted on Figure 15. 

Table 23: 6G-MEC objective results collected during final validation 

 UE1 (iPhone) UE2 (iPhone) UE3 (Quectel) 

 Downlink Uplink RTT Downlink Uplink RTT Downlink Uplink RTT 

Scenario 1 356.6 Mbps 
77.1 
Mbps 

16 ms    305.2 Mbps 53.4 Mbps 16 ms 

Scenario 2 263.4 Mbps 
59.8 
Mbps 

15 ms 
   398.0 Mbps 68.6 Mbps 7 ms 

Scenario 3 149.9 Mbps 
26.9 
Mbps 

17 ms 
122.8 Mbps 

32.3 
Mbps 

16 ms 400.7 Mbps 67.7 Mbps 7 ms 

Scenario 4 305.3 Mbps 
65.3 
Mbps 

 16 ms 
304.4 Mbps 

70.4 
Mbps 

15 ms 54.8 Mbps 18.1 Mbps 9 ms 
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Figure 15: DL and UL throughput for UE3 on all experiment scenarios 

The following observations are made regarding the collected results: 

• In Scenario 1 (no slicing, central UPF), we can observe that without network slicing and by using the same 
UPF, the two UEs get approximately the same bitrate and latency. There is no user experience 
differentiation between UE1 (iPhone) and UE3 (Quectel). 

• In Scenario 2 (network slicing, distributed UPF), the UE1 uses the central UPF, whilst the UE3 uses the 
Edge UPF, furthermore, the MAC scheduler prioritises the URLLC slice (173 PRBs). This allows not only 
for the UE3 (URLLC slice) to get more DL and UL throughput but also to achieve a much lower latency 
(53% reduction): 

𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑒𝑀𝐵𝐵 ≈ 𝑅𝑇𝑇 2⁄ = 0.015 2 = 7.5 𝑚𝑠⁄  

𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑈𝑅𝐿𝐿𝐶 ≈ 𝑅𝑇𝑇 2⁄ = 0.007 2 = 3.5 𝑚𝑠⁄  

𝑳𝒂𝒕𝒆𝒏𝒄𝒚 𝑹𝒆𝒅𝒖𝒄𝒕𝒊𝒐𝒏𝑼𝑹𝑳𝑳𝑪 𝒗𝒔 𝒆𝑴𝑩𝑩 ≈ 𝟕. 𝟓 − 𝟑. 𝟓 𝟕. 𝟓⁄ = 𝟓𝟑. 𝟑% 

• In Scenario 3 (congested network slicing, distributed UPF), we can observe the second UE (UE2) joining 
the eMBB slice does not have a meaningful impact on the QoS for the URLLC slice. 

• In Scenario 4 (network slicing low PRBs for URLLC, distributed UPF), we confirm the URLLC slice can still 
ensure a considerably lower latency, when compared to the UEs on the eMBB slice, even with a much 
lower number of PRBs: 
𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑒𝑀𝐵𝐵 ≈ 𝑅𝑇𝑇 2⁄ = (0.016 + 0.015 2⁄ ) 2 = 7.75 𝑚𝑠⁄  

𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑈𝑅𝐿𝐿𝐶 ≈ 𝑅𝑇𝑇 2⁄ = 0.009 2 = 4.5 𝑚𝑠⁄  

𝐿𝑎𝑡𝑒𝑛𝑐𝑦 𝑅𝑒𝑑𝑢𝑐𝑡𝑖𝑜𝑛𝑈𝑅𝐿𝐿𝐶 𝑣𝑠 𝑒𝑀𝐵𝐵 ≈ 7.75 − 4.5 7.75⁄ = 41.9% 

5.1.4.2 6G-MEC Subjective Results (user MOS) 

To perform the subjective evaluation of the 6G-MEC advanced private 5G technologies aimed at reducing latency 
in Industry 4.0 applications, a validation event using an XR application for Industry 4.0 was carried out. The 
experiment setup for this validation is depicted on Figure 16:  
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Figure 16: 6G-MEC setup for the subjective evaluation 

The validation consisted of the following steps: 

• Step 1: Set up the 6G-MEC private 5G network with the developed advanced technologies (distributed 
UPF and network slicing). 

• Step 2: Set up tablets (iOS) and the XR application for industrial machines provided by CMSF, to use the 
6G-MEC private 5G network. 

• Step 3: Request users to use the XR application under the current setup (5 users were available, all were 
familiar with the XR application). 

o During the usage of the XR application, the users performed various actions such has, interacting 
with 3D holograms, including: access to machine manuals, schematics, step-by-step 
maintenance instructions, visualise real-time sensor data, and perform machine’s x-ray to see 
the machine internal components and their status.  

• Step 4: Collect user feedback through anonymous user satisfaction surveys focused on the 
responsiveness, smoothness and reliable operation of the XR application, as well as in the perceived 
quality of the AR content, on a scale from 1 (Poor) to 5 (Excellent), and compute their MOS. 

This methodology allowed us to evaluate, via the XR application provided by CMSF, the 5G network performance 
with 6G-MEC technologies. It is then possible to hint their QoE while interacting with the implemented 5G 
network, whose high-throughput and low-latency capabilities are critical to the XR application performance.  

For reference, the anonymous User Satisfaction Survey is depicted in Figure 17. The responses collected from 
the five subjects (see Figure 18 and Figure 19), produce a resulting MOS of 4.82, which indicates a very high level 
of user satisfaction with the AR application performance when using the deployed private 5G network with 6G-
MEC advanced technologies.  
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Figure 17: 6G-MEC Anonymous User Satisfaction Survey 
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A MOS score ≥ 4.5 suggests the 6G-MEC advanced private 5G technologies aimed at reducing latency in Industry 
4.0 applications (distributed UPF architecture and network slicing) were able to consistently support the 
application’s requirements in terms of responsiveness, smooth delivery of rich AR content, and overall reliability. 
From the users’ perspective, the interaction with holograms, multimedia elements, and task guidance was 
perceived as seamless, with no significant impairments affecting the experience. These results indicate that the 
implemented 5G network performed effectively in supporting the demanding communication needs of the 
Industry 4.0 AR use case. 

 
Figure 18: 6G-MEC survey results by subject and question 

 
Figure 19: 6G-MEC MOS based on survey results (X’ marks the average per subject)  

5.1.5 Technical Challenges Encountered 

Table 24 outlines the main challenges encountered during the implementation of 6G-MEC, along with the 
approaches taken to mitigate them. 

Table 24: List of encountered technical challenges of 6G-MEC 

Challenge Description Resolution / Mitigation 

Work 
with 
open-
source 
code 

The implementation of UPF decentralization and 
network slicing is based on the open source 5G stack 
OAI. While the OAI stack is an excellent tool for 
research and experimentation in advanced 5G 
networks, it lacks the stability and comprehensive 3rd 
Generation Partnership Project (3GPP) feature set 

During the 6G-MEC experiment 
implementation we ensured the use of 
the latest stable versions of the OAI 
stack. Furthermore, the support of the 
OAI Software Alliance, of which 
Allbesmart is a member, was key to 
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offered by commercial 5G stacks. This limitation posed 
a potential risk during the implementation phase.  

addressing the encountered technical 
challenges. 

Spectrum 
Trial 
License 

The deployment and operation of the 6G-MEC private 
5G network requires access to suitable radio spectrum, 
which is subject to regulatory approval. Obtaining a 
temporary or trial spectrum license can be a time-
consuming process, may involve administrative 
constraints, limited validity periods, or restricted 
frequency bands, and can impact deployment timelines 
and network configuration options 

The private 5G network deployed by 
6G-MEC uses the OAIBOXTM, a product 
from Allbesmart. The OAIBOXTM 
management dashboard allowed us to 
modify RAN configuration (3GPP 
carrier frequency, bandwidth, and 
transmit power) to comply with the 
spectrum regulations made available.   

 

5.1.6 Summary of Outcomes 

Summarising, 6G-MEC brought into the ISI/ATH 6G Testbed a robust, open-source Open RAN infrastructure 
powered by OpenAirInterfaceTM, including a user-friendly, web-based dashboard that improves the testbed’s 
usability, supported by the 6G-MEC consortium team. 

The new capabilities tested and validated, include: 

• the possibility of deploying multiple UPFs on the 5G network, one centralised at the core network and 
others collocated at the edge of the network (typically at the O-CUs). This approach enables flexible 
traffic steering, reduced latency, and improved resource efficiency. 

• Network slicing capability, including eMBB and URLLC slices with configurable PRBs, using the open 
source FlexRIK SDK and a new developed user-friendly xApp. 

The final 6G-MEC validation which includes both objective and subjective results, have shown that the unified 
approach of the 6G-MEC advanced technologies, using network slicing with distributed UPF, can achieve an 
outstanding >50% latency reduction whilst keeping downlink and uplink throughput within the desired values 
for targeted UEs, even when the 5G network is congested. 

Impact on Allbesmart business 

The 6G-MEC experiment outcomes mark a significant milestone in the OAIBOX™ product roadmap for several 
key reasons, including the following aspects summarised in Table 25: 

Table 25: Impact of 6G-MEC for Allbesmart 

Realistic End-to-End 
5G/MEC Testing 

• By supporting distributed UPF, OAIBOXTM can emulate both edge and core 
network deployments in a single, controllable environment. 

• This enables researchers and developers to measure the impact of UPF 
placement on latency, throughput, and reliability (a critical aspect of validating 
MEC and URLLC use cases). 

Low-Latency Edge 
Computing 
Demonstrations 

• With a UPF running directly on the OAIBOXTM (close to the RAN/O-CU), user 
traffic can be locally routed to edge applications instead of traversing the core 
network. 
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• This allows OAIBOXTM to demonstrate true MEC behaviour, showing latency 
improvements of up to several tens of milliseconds (essential for Industry 4.0, 
robotics, or AR/VR scenarios). 

Network Slicing for 
Service 
Differentiation 

• Supporting network slicing lets OAIBOXTM isolate and prioritise different service 
types (e.g., eMBB, URLLC, mMTC) within a single testbed. 

• Developers can test QoS enforcement, isolation, and dynamic resource 
allocation in real time, enabling realistic validation of 5G service orchestration 
mechanisms 

Flexible Research & 
Deployment 
Scenarios 

A distributed UPF architecture allows OAIBOXTM to simulate both centralised and 
edge deployments, making it ideal for: 

• Academic and industrial R&D. 

• Validation of new 5G core features (Session Management Function (SMF), UPF, 
Access and Mobility Management Function (AMF) interplay). 

• Integration with third-party MEC or orchestration frameworks 

Scalability and 
Federation 

• With distributed UPF support, multiple OAIBOXTM units can be federated into a 
larger 5G test network, each acting as an edge node. 

Network slicing then ensures consistent performance across slices, allowing multi-
tenant experiments and cross-domain scenarios (e.g., smart factory + private 5G 
core). 

Commercial and 
Private 5G Value 

• For system integrators or enterprises, these features enable private 5G 
deployments where latency-critical traffic (via Edge UPF) and standard internet 
traffic (via Central UPF) can coexist efficiently. 

• This makes OAIBOXTM a versatile platform bridging research, prototyping, and 
real-world deployment 

The insights gained with this 6G-BRICKS experiment will empower us to deliver mature solutions to our 
commercial partners and attract potential new customers for proof-of-concept testing and trials.  

Impact on the CMSF business  

The participation of CMSF in this 6G-BRICKS experiment has allowed access to state-of-the-art infrastructure and 
resources that hint at future communication technology capabilities. The developed technologies enable on-
premises data processing, guaranteed performance for mission-critical XR visualisations, and scalable 
deployment across multiple facilities. The foreseen impacts are outlined in Table 26: 

Table 26: Impact of 6G-MEC for CMSF 

Ultra-Low Latency 
for Real-Time 
Interaction 

• The project’s XR and digital twin applications depend on instantaneous feedback 
between physical sensors, machines, and their virtual counterparts. 
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• With a distributed UPF located at the network edge (e.g., near the factory or 
industrial site), data can be processed locally rather than traversing the core 
network. 

• This minimises round-trip delay, enabling real-time rendering, control, and 
haptic feedback, essential for immersive and safety-critical industrial use cases. 

Dedicated Network 
Slices for 
Guaranteed 
Performance 

• Network slicing allows CMSF to create isolated, QoS-guaranteed slices for 
latency-sensitive workloads such as real-time visualisation or 3D model 
synchronisation. 

• This ensures consistent bandwidth, low jitter, and predictable reliability, even 
when the same 5G infrastructure is shared with other industrial services or users. 

Edge Computing for 
High-Volume Data 
Processing 

• The digital twin solutions collect vast amounts of sensor and machine data. 

• Processing this data directly at the edge node (co-located with the UPF) reduces 
backhaul load and accelerates data analytics, visualisation, and decision-making. 

• This is especially advantageous for XR overlays and real-time equipment 
diagnostics, where milliseconds matter. 

Enhanced Data 
Privacy and Security 

• Data from our industrial clients (sensitive operational data) can remain within 
the local private 5G network. 

• The distributed UPF allows local data breakout, meaning critical information 
never needs to leave the site (satisfying data sovereignty and cybersecurity 
requirements). 

Scalable 
Deployment and 
Integration 

• Network slicing enables multi-tenant or multi-application setups, supporting 
different levels of service quality for our XR visualisation, telemetry, or control 
functions. 

Operational 
Continuity and 
Resilience 

• If the connection to the central core is lost, the edge UPF can maintain local 
session continuity, ensuring AR visualisation and local digital twin 
synchronisation remain operational. 

 
Finally, it is noted that the two OAIBOXTM MAX used during this experiment will remain integrated with the 
ISI/ATH 6G Testbed, continuing to support the 6G-BRICKS infrastructure and contributing to open-source 5G/6G 
research beyond the project's lifetime. The video demo of testing an OAIBOXTM xApp for network slicing is 
available online at: https://www.youtube.com/watch?v=sw4mz9nZW1k. 

 

5.2 LEARNSPHERE 

This section presents the outcomes of the LearnSphere project and, as in previous sections, is organised into 
project overview, integration, target KPIs, and performance evaluation. 

https://www.youtube.com/watch?v=sw4mz9nZW1k
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5.2.1 Project Overview 

The LearnSphere project aimed to develop and validate an immersive VR platform designed to support 
educational exploration of cultural heritage environments. The platform enables users to interact with three-
dimensional historical content within a fully immersive virtual environment, allowing them to observe artefacts, 
locations, and contextual information in ways that go beyond traditional two-dimensional learning materials. 
Through this approach, LearnSphere seeks to demonstrate the potential of immersive technologies to enhance 
engagement, spatial understanding, and experiential learning in educational contexts. The main activities and 
outcomes of the LearnSphere project are documented through a series of technical and evaluation deliverables 
produced throughout the project lifecycle. These deliverables describe the development, deployment, 
optimisation, and evaluation of the LearnSphere platform within the 6G-BRICKS infrastructure. A summary of the 
submitted deliverables and their purpose is presented in Table 27.  

Table 27: LearnSphere Deliverables Descriptions and Status 

Deliverable/Output Description Status 

D1 – Updated VR 
application compatible 
with the 6G-BRICKS 
infrastructure 

Adaptation of the LearnSphere VR application to operate within the 
6G-BRICKS infrastructure, including integration with the testbed 
environment and compatibility with the continuum-based deployment 
architecture. 

Delivered 

D2 – Deployment Report Documentation of the deployment process of the LearnSphere system 
within the 6G-BRICKS ISI testbed, including configuration details, 
infrastructure setup, and initial validation of system operation. 

Delivered 

D3 – Final version of the 
VR application optimised 
for deployment 

Implementation of performance optimisations for the LearnSphere VR 
application, including asset optimisation, improved streaming 
mechanisms, and integration of monitoring tools for performance 
evaluation. 

Delivered 

D4 – Evaluation of 
Implementation / 
Technical Report 

Technical evaluation of the deployed LearnSphere system, including 
analysis of KPIs, monitoring results, and validation of system 
performance within the testbed environment. 

Delivered 

D5 – User Experience 
Evaluation Report with 
Recommendations for 
Further Improvements 

Assessment of user experience through structured user studies, 
including usability, immersion, comfort, and learning effectiveness, 
together with recommendations for improving the platform. 

Delivered 

D6 – Final Version of the 
VR Application 
Optimised for 
Deployment 

Presentation of the final optimised LearnSphere application, including 
additional educational environments, extended user testing, and 
demonstration of the system in real deployment scenarios. 

Delivered 

D7 – Final Evaluation 
Report 

Comprehensive evaluation of the LearnSphere project outcomes, 
summarising technical performance, user experience results, and the 
overall impact of the system within the 6G-BRICKS framework. 

Delivered 
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Within the project, a VR application was developed using the Unity game engine [20] and designed to operate as 
a cloud-to-device immersive service. The system allows users to explore cultural heritage content through 
interactive three-dimensional models and environments. In the final implementation, the platform included a 
virtual educational environment presenting historical information related to the region of Arta in Greece, 
including material about the Bridge of Arta, the historical figure Makrygiannis, and regional cultural heritage 
elements. Informational visual panels, maps, and contextual learning material were integrated within the 
environment to support educational exploration. 

A key objective of the project was to validate the operation of immersive VR applications within the 6G-BRICKS 
infrastructure, which provides a research environment for testing next-generation cloud-to-device services. The 
LearnSphere platform, therefore, served as an experimental use case demonstrating how immersive XR 
applications can be deployed across distributed computing environments that combine cloud and edge 
resources. Through this deployment, the project explored how advanced network and computing infrastructures 
can support interactive VR services requiring low latency, high bandwidth, and reliable asset delivery. 

In particular, the project investigated several technological aspects relevant to the 6G-BRICKS vision. These 
include the deployment of immersive XR services across an edge-cloud continuum, the efficient streaming and 
delivery of large digital assets, and the maintenance of responsive user interaction within a network-supported 
VR application. The LearnSphere system incorporates a dynamic asset delivery pipeline in which large VR assets 
are streamed from backend infrastructure to the client application during runtime. To support this mechanism, 
the platform was integrated with the 6G-BRICKS Continuum Manager, which orchestrates the deployment 
environment and determines which asset variants should be delivered depending on the execution context. 

As part of this architecture, the system maintains both optimised and unoptimised versions of the application 
assets. At application startup, the continuum management infrastructure determines which asset set should be 
loaded and delivered to the VR client. In the final deployment configuration, the system dynamically loads two 
main three-dimensional objects and more than one hundred textures. The unoptimized asset set exceeds two 
gigabytes in size, while the optimised asset pipeline reduces the overall asset footprint to approximately four 
hundred megabytes, significantly improving loading performance and streaming efficiency. This optimisation 
process ensures that the VR application can operate smoothly while still maintaining high visual quality. 

The project also included a comprehensive evaluation phase in order to assess both technical performance and 
user experience. Technical monitoring was conducted using integrated monitoring tools and performance 
measurement mechanisms deployed within the 6G-BRICKS environment. These measurements evaluated key 
aspects of system performance, including asset delivery behaviour, runtime stability, and rendering 
performance. 

In addition to the technical evaluation, user studies were conducted to examine usability, immersion, comfort, 
and perceived learning effectiveness. The evaluation included an initial controlled user study involving ten 
participants and a subsequent extended evaluation phase involving nineteen additional interaction and 
validation instances, resulting in a total of twenty-nine evaluation instances considered in the final project 
assessment. This broader evaluation corpus made it possible to complement the formal structured study with 
additional evidence from later validation activities and to assess the LearnSphere platform across a wider range 
of interaction contexts. 

User feedback collected during the evaluation phases played an important role in shaping the final version of the 
system. In particular, participants expressed interest in the inclusion of additional educational content and richer 
contextual information within the virtual environment. In response to this feedback, the final deployment 
included an expanded interior environment containing additional learning material, including historical 
descriptions, visual maps, and references to important cultural heritage elements associated with the region of 
Arta. To further validate the system in a real-world scenario, the LearnSphere platform was also publicly 



 
Deliverable D6.2 – Report on the tests of the 2nd cycle of open call  

 
 

 

© 6G-BRICKS 2026  Page | 65  

demonstrated during the PatrasIQ exhibition, where visitors were able to interact with the VR environment and 
experience the immersive learning scenario directly. This public demonstration provided additional validation of 
the system’s usability, stability, and educational potential in a live setting. 

The progression of the LearnSphere project can be understood through the sequence of its deliverables. 
Deliverables D1 and D2 established the technical foundation of the system by adapting the VR application for 
compatibility with the 6G-BRICKS infrastructure and validating its deployment readiness within the target 
environment. Deliverables D3 and D4 then focused on optimisation and technical validation, refining the asset 
pipeline, improving runtime behaviour, and evaluating the system through formal KPI measurements. Finally, 
Deliverables D5, D6, and D7 addressed the user-centred evaluation, the consolidation of the final optimised 
system, and the final assessment of the platform’s technical and experiential performance. Taken together, these 
phases show the evolution of LearnSphere from an adapted prototype into a validated immersive educational 
application suitable for deployment within the 6G-BRICKS ecosystem. 

5.2.2  Integration and Setup 

The LearnSphere experiment was deployed and integrated within the 6G-BRICKS infrastructure, specifically using 
the ISI/ATH testbed environment. The objective of this setup was to validate the operation of an immersive VR 
application within a distributed cloud-to-device infrastructure capable of supporting XR services requiring high 
bandwidth, low latency, and reliable asset delivery. The LearnSphere platform consists of a Unity-based VR client 
application and a backend infrastructure responsible for delivering the required three-dimensional assets and 
supporting services. The VR client was designed to run on standalone VR hardware and connect to remote 
backend services hosted within the 6G-BRICKS environment. During application startup, the client retrieves 
configuration information and asset manifests from the backend infrastructure and dynamically loads the 
required models and textures needed to render the virtual environment. The system architecture includes 
several software components that enable the deployment and operation of the VR platform. These components 
include the Unity VR application, containerised backend services for asset delivery, and a manifest-based 
streaming mechanism that allows the application to retrieve large assets during runtime rather than bundling 
them directly within the client application. Monitoring and performance analysis tools, including Prometheus 
and Grafana, were also integrated in order to collect runtime metrics and support the technical evaluation of the 
system. 

A key aspect of the integration process involved the use of the 6G-BRICKS Continuum Manager, which 
orchestrates the execution environment and determines how application assets are delivered to the VR client. 
The LearnSphere platform maintains both optimised and unoptimized versions of the application assets. During 
application initialisation, the continuum management infrastructure determines which asset set should be used 
depending on the deployment context. This mechanism enables the system to dynamically select between high-
quality assets and optimised assets designed to reduce bandwidth consumption and loading times. 

The deployed VR environment includes two primary three-dimensional objects along with more than one 
hundred textures used to render the educational environment. In the unoptimized configuration, the total asset 
size exceeds two gigabytes. Through asset optimisation techniques, including texture compression and improved 
asset packaging, the optimised asset pipeline reduces the total asset size to approximately four hundred 
megabytes. This optimisation significantly improves loading performance while maintaining the visual quality 
required for an immersive VR experience. The integration of the LearnSphere system with the 6G-BRICKS 
infrastructure required several configuration steps and adaptations. Backend services responsible for asset 
delivery were containerised to facilitate deployment within the testbed environment. Network configuration 
parameters were also adjusted in order to ensure reliable communication between the VR client and the backend 
services hosted in the infrastructure. In addition, monitoring tools were configured to collect performance data 
during experimental runs. 
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The deployment process was carried out in close collaboration with the ISI/ATH 6G-BRICKS testbed team, who 
provided technical guidance and support during the configuration and integration phases. The testbed team 
assisted with infrastructure access, container deployment procedures, and integration with the continuum 
management framework. This collaboration ensured that the LearnSphere platform could operate correctly 
within the distributed infrastructure and allowed the experiment to take advantage of the edge-cloud resources 
available within the 6G-BRICKS environment. Through this integration process, the LearnSphere experiment 
successfully demonstrated the deployment of an immersive VR educational application within a cloud-to-device 
infrastructure. The system was able to dynamically stream large VR assets, operate reliably within the distributed 
environment, and support user interaction sessions used during the evaluation phases of the project. 

5.2.3 KPIs and Experiment Metrics 

The LearnSphere experiment evaluated the performance and operational behaviour of the immersive VR 
application deployed within the 6G-BRICKS infrastructure. In order to assess whether the system could effectively 
support immersive XR services in a cloud-to-device environment, a set of KPIs was defined and monitored during 
the experimentation phase. These KPIs focus on aspects that are particularly relevant for immersive VR 
applications operating over distributed computing infrastructures. Such applications require reliable network 
connectivity, efficient delivery of large digital assets, and stable rendering performance in order to maintain a 
smooth and immersive user experience. The selected KPIs, therefore address both network-level performance 
and application-level behaviour. 

The KPIs targeted in the experiment include network latency, time-to-first-render of the virtual environment, 
frame rate stability during interaction sessions, bandwidth utilisation during asset delivery, and the reliability of 
asset streaming mechanisms. Together, these indicators provide a comprehensive view of the system’s ability to 
support immersive VR applications within the 6G-BRICKS testbed environment. 

Performance data was collected using a combination of monitoring tools and runtime measurements. System 
monitoring was performed using Prometheus and Grafana, which were integrated into the experimental 
environment to collect metrics related to system performance and application behaviour. Additional 
measurements were obtained through application logs and network monitoring tools that recorded asset loading 
events, streaming performance, and runtime stability. These monitoring mechanisms allowed the experiment 
team to evaluate the behaviour of the LearnSphere system during deployment and user interaction sessions. 

The technical indicators used during the experiment, as presented in Table 28, include both the formal KPIs 
defined in the proposal and additional supplementary runtime indicators used to assess the deployment 
behaviour of the final optimised system. 

Table 28: Technical indicators used in the LearnSphere evaluation, including the formal proposal-defined KPIs and the 
supplementary runtime indicators used to assess the deployment behaviour of the final optimised system 

KPI Definition Target Value Methods  

(If applicable) 

Network 
Latency 

Round-trip communication delay 
between the VR client and backend 
services hosted in the 6G-BRICKS 
infrastructure. 

< 10 ms (proposal 
target) 

ICMP ping tests and 
network monitoring 
instrumentation 
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Packet Loss 
Rate 

Percentage of packets lost during 
communication between the client and 
backend services. 

< 0.1% (proposal target) Network monitoring 
and ping-based loss 
measurements 

Bandwidth 
Utilisation/ 
Asset 
Streaming 
Throughput 

Network utilisation during remote 
delivery of 3D models and textures 
from the backend to the VR client. 

Monitored during peak 
usage; no explicit 
numeric target stated 
in the proposal 

Transfer logs and 
network monitoring 
tools 

Time-to-First-
Render 
(TTFR) 

Time required for the application to 
retrieve configuration and assets and 
render the initial scene after startup. 

< 20 s (supplementary 
runtime target for 
remote asset delivery) 

Runtime logs and 
asset-loading event 
monitoring 

Frame Rate 
Stability 

Average rendering frame rate 
maintained during user interaction 
sessions. 

≥ 60 FPS 
(supplementary 
runtime target) 

VR runtime 
performance monitoring 

Asset 
Delivery 
Reliability 

Successful retrieval and loading of 
required manifest-defined assets 
without interruption or failure. 

100% successful 
delivery 
(supplementary 
runtime target) 

Application logs and 
backend monitoring 

 

5.2.4 Results and Performance Evaluation 

Following the successful integration of the LearnSphere platform within the 6G-BRICKS infrastructure, a series of 
performance measurements and evaluation activities were conducted in order to assess the system’s behaviour 
under realistic operating conditions. The purpose of this evaluation was to determine whether the deployed VR 
application could meet the performance requirements necessary to support immersive XR services in a cloud-to-
device environment. 

The experiment focused on several key aspects of system performance, including network latency, application 
loading time, frame rate stability during interaction sessions, asset streaming throughput, and the reliability of 
asset delivery mechanisms. These indicators were selected because they directly influence the responsiveness, 
visual stability, and overall usability (mainly measured via the System Usability Scale (SUS) [21]), of immersive VR 
applications. 

Measurements were collected during multiple experimental runs as well as during user interaction sessions 
conducted as part of the evaluation phases. Monitoring tools integrated into the infrastructure recorded runtime 
metrics and system behaviour while the VR application dynamically retrieved assets from the backend 
infrastructure and rendered the virtual environment. 

The results demonstrate that the LearnSphere platform operated reliably within the 6G-BRICKS testbed 
environment and was able to meet the majority of the predefined performance targets. Network latency 
remained well within the expected range for interactive applications, enabling responsive communication 
between the VR client and backend services. Similarly, the time required to load and render the virtual 
environment after application startup remained below the defined threshold, confirming the effectiveness of 
the optimised asset pipeline. 
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Rendering performance was also stable throughout the interaction sessions. The VR application consistently 
maintained frame rates within the acceptable range required for comfortable immersive experiences, which 
helped minimise motion discomfort and ensure smooth user interaction. Asset delivery mechanisms also 
performed reliably, with all required assets successfully retrieved and loaded during application execution. 

The optimised asset pipeline played an important role in achieving these results. By reducing the total asset size 
from more than two gigabytes in the unoptimized configuration to approximately four hundred megabytes in 
the optimised configuration, the system was able to significantly reduce loading times and improve the efficiency 
of network-based asset streaming. 

A summary of the measured KPI values and their comparison with the target values defined for the experiment 
is presented in Table 29.  

Table 29: Final KPI results of the LearnSphere platform, comparing target values with the observed outcomes during 
monitored deployment in the ISI/ATH environment 

KPI Target Outcome Comment 

Network 
Latency 

<10 ms 

(proposal target) 

∼8–11 ms RTT, average 
close to 10 ms 

The system maintained low network 
latency within the ISI/ATH environment, 
supporting responsive interaction between 
the VR client and backend services. 

Packet Loss 
Rate 

<0.1% 

(proposal target) 

0% No packet loss was observed during the 
monitored evaluation sessions, confirming 
stable communication conditions. 

Bandwidth 
Utilisation / 
Asset 
Streaming 
Throughput 

Monitored during 
peak usage 
(proposal KPI, no 
explicit numeric 
threshold) 

∼2–5 MB/s sustained 
throughput during asset 
loading 

The available network capacity supported 
uninterrupted delivery of remote assets 
during startup and runtime. 

Time-to-
First-
Render 
(TTFR) 

<20s 
(supplementary 
runtime target for 
remote asset 
delivery) 

∼15.3 s average in final 
monitored deployment 

The observed TTFR reflects manifest 
retrieval, remote asset download, and 
rendering initialisation under realistic 
wireless deployment conditions. 

Frame Rate 
Stability 

≥60 FPS 

(supplementary 
runtime target) 

> 60 FPS Rendering performance remained stable 
during interaction sessions, supporting 
smooth immersive use. 

Asset 
Delivery 
Reliability 

100% successful 
delivery 
(supplementary 
runtime target) 

100% successful delivery All required manifest-defined assets were 
retrieved and loaded successfully during 
the monitored sessions. 
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Taken together, these results indicate that the LearnSphere platform met the formal proposal-defined network 
KPIs and also satisfied the supplementary runtime targets used for deployment evaluation.  

In addition to the technical indicators presented above, the final evaluation of LearnSphere also considered a set 
of Key Value Indicators (KVIs) reflecting the user-facing effectiveness of the platform, as presented in Table 30. 
These indicators capture the experiential dimension of the system, including usability, immersion, comfort, 
educational value, and perceived technical stability. Taken together, the consolidated user evaluation results 
indicate that the LearnSphere platform delivered a usable, immersive, comfortable, and educationally 
meaningful experience, and that the final system satisfied the main user-centred targets defined for the project.  

Table 30: Consolidated KVI results of the LearnSphere platform, showing the target values, observed user-centred 
outcomes, and final assessment status across the evaluation corpus 

KVI Target Outcome Comment 

Usability High usability and ease of use for 
end users 

SUS average 90.5/100 Met 

Immersion / Presence ≥ 70% of users reporting high 
presence 

86.2% positive immersion 
responses 

Met 

Motion Sickness / 
Comfort [23] 

< 5% discomfort incidence 3.4% mild discomfort incidence (1 
out of 29) 

Met 

Educational Interest/ 
Learning Value 

≥ 20% improvement in perceived 
understanding / clear positive 
educational value 

82.8% positive educational-
interest and learning-value 
responses 

Met 

Technical Stability 
Perception 

Minimal reported technical issues 
during user interaction 

93.1% positive responses 
regarding technical stability and 
responsiveness 

Met 

The results summarised above indicate that the positive outcomes observed during the earlier structured 
evaluation were sustained in the broader final validation corpus. In particular, the high usability score confirms 
that the final optimised LearnSphere platform is easy to use even for non-expert users, while the immersion 
results show that the virtual environment succeeds in creating a convincing sense of presence [22]. The very low 
incidence of discomfort further suggests that the system provides a comfortable VR experience, and the strong 
educational-interest responses confirm that the cultural heritage content is perceived as meaningful and 
engaging. Finally, the highly positive ratings regarding technical stability are consistent with the KPI findings 
presented earlier in this section, reinforcing the conclusion that the final LearnSphere system combines stable 
technical performance with a positive and effective user experience. 

 

5.2.5 Technical Challenges Encountered 

During the deployment and experimentation phases of the LearnSphere project, several technical challenges 
were encountered related to system integration, asset delivery, and infrastructure configuration, as summarised 
in Table 31. These challenges are typical when deploying immersive XR applications that rely on distributed 
cloud-to-device infrastructures and require the handling of large digital assets. The project team worked closely 
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with the 6G-BRICKS testbed administrators to address these issues and ensure the reliable operation of the 
experimental setup.  

One of the main technical challenges involved the large size of the VR assets used within the immersive 
environment. The original unoptimized assets included high-resolution textures and complex three-dimensional 
models, resulting in an asset package exceeding two gigabytes. Such large asset sizes can lead to increased 
loading times and inefficient streaming when the application retrieves content dynamically during runtime. To 
mitigate this issue, an asset optimisation pipeline was implemented, including texture compression and 
improved asset packaging. This process reduced the total asset size to approximately four hundred megabytes 
while maintaining visual quality. Another challenge involved the configuration and integration of the 
LearnSphere backend services within the 6G-BRICKS infrastructure. Since the platform relies on containerized 
backend services responsible for asset delivery and configuration management, adjustments were required to 
ensure compatibility with the deployment environment and networking configuration of the testbed. These 
adjustments were implemented in collaboration with the ISI/ATH testbed team, who provided guidance on 
container deployment and infrastructure configuration. 

During the experimentation phase, an additional challenge related to content availability and educational depth 
was identified through user feedback collected during the initial evaluation sessions. Participants expressed 
interest in accessing richer contextual information and additional educational material within the virtual 
environment. In response to this feedback, the project team extended the environment by introducing an 
additional interior space containing historical descriptions, maps, and references to important cultural heritage 
elements associated with the region of Arta. This improvement enhanced the educational value of the immersive 
experience. Overall, the technical challenges encountered during the project were successfully addressed 
through a combination of asset optimisation, infrastructure configuration adjustments, and iterative 
improvements based on user feedback. These efforts contributed to the stability and usability of the final 
deployment of the LearnSphere platform. 

Table 31: Main technical challenges encountered during the LearnSphere project and the corresponding mitigation 
strategies applied to support stable deployment within the 6G-BRICKS environment  

Challenge Description Resolution / Mitigation 

Large asset 
sizes 

The initial photogrammetry-based VR 
assets included dense meshes and high-
resolution textures, resulting in large 
packages that increased loading time and 
reduced streaming efficiency. 

Addressed through a combination of asset 
optimisation and Continuum Manager–
supported edge deployment. Mesh 
simplification, texture compression, and 
improved packaging reduced the size and 
complexity of the assets, while deployment of 
containerised backend services closer to the 
user reduced the delivery overhead of remotely 
streamed content. 
 

Infrastructure 
integration 

The LearnSphere backend had to be 
adapted to operate correctly within the 
6G-BRICKS infrastructure, including 
compatibility with the Continuum 
Manager, remote service exposure, and 

Deployed containerised backend services and 
aligned their configuration with the 6G-BRICKS 
Continuum Manager, enabling edge 
deployment of configuration, asset delivery, 
and monitoring services within the ISI/ATH 
environment. 
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deployment across the available compute 
continuum. 

Runtime 
asset 
streaming 

Dynamic loading of large remote assets 
required reliable communication between 
the VR client and the backend services, as 
well as a structured mechanism for 
retrieving models, materials, and textures 
during runtime. 

Implemented a manifest-driven asset delivery 
mechanism and validated remote asset 
retrieval through integrated logging, 
monitoring, and repeated deployment testing 
under edge-hosted backend execution. 

Content 
depth and 
educational 
material 

Initial feedback indicated that, beyond 
technical functionality, the VR 
environment would benefit from richer 
contextual and educational content. 

Expanded the virtual environment to include 
historical material related to Arta, including 
references to historical figures, events, maps, 
and contextual learning elements, while 
retaining the existing digital twins of key 
monuments such as the Bridge of Arta, Panagia 
Parigoritissa, and Agios Basileios Church. 

 

5.2.6 Summary of Outcomes 

The LearnSphere project successfully achieved its main objective of transforming an immersive VR educational 
application into a system compatible with, deployable within, and validated through the 6G-BRICKS 
infrastructure. Across the full sequence of project activities, the platform evolved from an initially adapted VR 
application into a final optimised system capable of supporting cloud-to-device immersive learning scenarios 
based on remote asset loading, edge-oriented backend services, and continuum-aware deployment. 

From an architectural perspective, one of the main outcomes of the project was the successful adaptation of the 
LearnSphere application to the technical requirements of the 6G-BRICKS environment. This included the 
introduction of manifest-driven remote asset loading, integration with containerised backend services, 
support for monitoring and KPI collection, and compatibility with the Continuum Manager and the broader 
edge–cloud orchestration model of the infrastructure. These changes established the technical foundation 
required to move the application from a standalone VR prototype to a distributed XR service aligned with the 
goals of the 6G-BRICKS ecosystem.  

A second major outcome was the successful deployment and validation of the system within the ISI/ATH 
environment. The project confirmed that the LearnSphere platform could operate correctly with backend 
services hosted remotely, configuration and asset retrieval performed through exposed service endpoints, and 
runtime monitoring integrated into the deployment workflow. This validation demonstrated that the platform 
was not only architecturally compatible with the infrastructure but also operationally ready for experimentation 
and real user interaction within the target environment. 

The project also demonstrated the importance and effectiveness of asset optimisation for immersive XR 
deployment. Through mesh simplification, texture compression, improved asset packaging, and structured 
repository organisation, the LearnSphere team substantially reduced the size and complexity of the 
photogrammetry-based assets used in the application. These optimisations improved the efficiency of asset 
delivery, reduced loading overhead, and contributed directly to better runtime behaviour during deployment. 
The combination of optimised assets with remote streaming and edge-oriented deployment proved essential for 
making the final system practical and stable. From the technical evaluation perspective, the final results 
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confirmed that the LearnSphere platform achieved stable and reliable runtime performance. An example of the 
rendering results of the LearnSphere environment integrated with the 6G-BRICKS Continuum Manager is 
depicted in Figure 20. The monitored experiments and deployment sessions showed low network latency, zero 
packet loss, stable frame-rate behaviour, sufficient throughput for remote asset delivery, and successful asset 
retrieval during runtime. Taken together, these findings indicate that the platform met the formal proposal-
defined network KPIs and also satisfied the supplementary runtime indicators used to assess the behaviour of 
the final optimised deployment. 

The user-centred evaluation also produced strongly positive outcomes. Across the consolidated evaluation 
corpus, the LearnSphere platform was perceived as usable, immersive, comfortable, and educationally 
meaningful. The final user evaluation results indicated high usability, strong immersion, limited discomfort, 
positive educational interest, and highly positive perceptions of technical stability. These findings confirm that 
the technical performance improvements introduced during the project translated successfully into a positive 
end-user experience. As a result, the final LearnSphere platform can be considered suitable for immersive 
educational deployment within a distributed next-generation infrastructure. The system not only demonstrates 
the feasibility of remote VR asset streaming over an edge-enabled architecture, but also shows that such an 
architecture can support a meaningful educational experience focused on cultural heritage exploration. The 
integration of digital twins of key monuments together with contextual historical material related to Arta further 
strengthened the educational relevance of the final environment. 

 

 

The project also generated several important lessons. First, immersive XR applications benefit significantly from 
edge-oriented deployment, but low-latency infrastructure alone is not sufficient without corresponding 
optimisation of the assets and runtime pipeline. Second, manifest-driven streaming and structured asset 
packaging are highly effective mechanisms for handling large remote datasets in distributed VR systems. Third, 
the integration of containerised backend services with continuum-based orchestration provides a practical and 
flexible deployment model for cloud-to-device XR applications. Finally, the project showed that combining 
technical optimisation, infrastructure integration, and educational content design is essential for producing 
immersive applications that are not only technically functional but also genuinely valuable from the perspective 
of users. 

The final outcomes of LearnSphere demonstrate that the project successfully bridged VR application 
development, edge-cloud deployment, technical validation, and user experience assessment within the 6G-
BRICKS framework. The resulting platform stands as a validated example of how immersive educational and 
cultural heritage applications can be supported by next-generation networked infrastructures, and it provides a 

Figure 20: Final rendering result of the LearnSphere environment after loading the high-detail unoptimized assets 
delivered through the 6G-BRICKS Continuum Manager 
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strong basis for future extensions, broader deployments, and further experimentation in XR-enabled learning 
scenarios. 

 

5.3 EDGETRUST 

This section presents the outcomes of the EDGETRUST project, including project overview, integration details, 
target KPIs, performance evaluation, and technical challenges.  

5.3.1 Project Overview 

The EDGETRUST project builds upon the Mobitrust platform, a situational awareness solution designed to 
support Public Protection and Disaster Relief (PPDR) operations. Mobitrust enables real-time monitoring of 
personnel and environmental conditions through wearable and deployable devices, providing critical real-time 
data, including location tracking, biometric indicators, and surrounding environmental conditions to Command-
and-Control Centres (CCCs). This capability enhances decision-making and operational responsiveness in mission-
critical scenarios. The primary objective of EDGETRUST is to extend these capabilities by integrating Mobitrust 
with the 6G-BRICKS infrastructure, specifically leveraging the Cognitive Continuum provided by the ISI testbed. 
This integration enables intent-driven deployment and lifecycle management of edge-native services, allowing 
critical data processing to occur closer to the field.  
Within the 6G-BRICKS context, EDGETRUST contributes as a PPDR vertical use case aimed at validating advanced 
cloud-to-device technologies, including edge computing, AI-driven orchestration, and 5G/B5G communication 
capabilities. The project demonstrates how these technologies can be effectively applied to real-world 
emergency scenarios, addressing key challenges such as low latency, scalability, interoperability, and reliable 
communication under demanding conditions. 
The project is structured around a set of clearly defined activities, from system design and integration to 
validation experiments and performance analysis, culminating in the delivery of key outputs such as the Design 
and Execution Plan (D1), the Final Report of EDGETRUST Experiments (D2), and a demonstrative video. Together, 
as summarised in Table 32 these outputs provide a comprehensive validation of the platform’s capabilities and 
its contribution to advancing next-generation edge-enabled PPDR systems.  

Table 32: Description and status of the EDGETRUST goals 

Deliverable/Output Description Status 

Integrated Mobitrust 
Platform with Cognitive 
Continuum 

Mobitrust platform fully integrated with the ISI Cognitive Continuum, 
enabling intent-driven deployment and lifecycle management of 
edge-native services 

Completed 

Adaptive Resource 
Scaling Capability 

Implementation and validation of dynamic resource scaling 
mechanisms that adjust compute and network resources based on 
operational intensity and real-time data demands 

Completed 

Intent-Based 
Orchestration 
Framework 

Deployment of an orchestration framework that dynamically 
manages microservices based on operational intent, optimising data 
prioritisation and system responsiveness 

Completed 
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Interoperability 
Integration with PPDR 
Systems 

Integration and validation of interoperability with external PPDR 
systems, including drones, IoT sensors, and AR devices, enabling real-
time data aggregation from multiple sources 

Completed 

Performance 
Evaluation and 
Benchmarking Report 

Comprehensive assessment of system performance, including 
latency, reliability, and scalability, validated against defined KPIs for 
PPDR scenarios 

Completed 

D1: Initial experiment 
and design execution 
plan 

A comprehensive document defining the project approach, including 
architecture, integration strategy, experimental methodology, KPIs, 
timeline, and risk mitigation measures to ensure effective execution 
of the EDGETRUST experiments 

Delivered 

D2: Final report of 
EDGETRUST 
experiments 

A comprehensive report summarizing the outcomes of the 
EDGETRUST experiments, including system performance evaluation, 
key results, refinements, and overall impact assessment 

Delivered 

Demo Video1  A demonstrative video showcasing the integrated Mobitrust 
platform in operation, highlighting key functionalities, system 
capabilities, and the results achieved during the EDGETRUST 
experiments 

Delivered 

 

5.3.2  Integration and Setup 

This section describes the technical setup and integration process followed during the EDGETRUST experimental 
phase. It provides an overview of how the Mobitrust platform was prepared, adapted, deployed, and validated 
within the 6G-BRICKS infrastructure, with particular focus on the MATRIARCH, π-Edge, and the 6G-BRICKS edge-
cloud continuum. The objective of this integration activity was to demonstrate that Mobitrust, as a PPDR 
situational awareness platform, can be onboarded as an edge-native application and operated through the 
orchestration mechanisms provided by 6G-BRICKS. This required not only deploying the Mobitrust microservices 
on the testbed infrastructure, but also adapting the deployment artefacts, service descriptions, runtime 
parameters, and lifecycle configuration to match the management model exposed by the platform. 

The 6G-BRICKS platform provides a managed environment for deploying and operating edge-native services. In 
the context of EDGETRUST, two complementary management layers were considered. The first one was aerOS 
Management, exposed through the MATRIARCH interface, which supports the description, management, and 
orchestration of applications using structured service descriptors. The second one was π-Edge, which enables 
the onboarding, instantiation, monitoring, and lifecycle management of Service Functions and Platform-as-a-
Service (PaaS) bundles inside the edge-cloud testbed. Together, these components provided the operational 
path for transforming Mobitrust from a standalone microservice-based platform into a 6G-BRICKS-compatible 
PPDR application. 

Before deployment could begin, a set of platform-level prerequisites had to be addressed in coordination with 
the 6G-BRICKS operations team. The designated experimenter account was initially inactive in the platform 
identity management system, which prevented access to the portal and π-Edge environment. In addition, the 

 
1 Video available in: https://cloud.onesource.pt/s/8QGFWXa5TjiLLqd  

https://cloud.onesource.pt/s/8QGFWXa5TjiLLqd
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MATRIARCH and π-Edge endpoints were temporarily unreachable due to an SSH tunnel failure between the 
portal and the testbed clusters, resulting in a 502 Bad Gateway error. These issues were resolved with support 
from the platform team, after which access to the experimentation environment was established and the 
integration activities could proceed. With access confirmed, the onboarding of Mobitrust into the 6G-BRICKS 
environment began.  

Mobitrust follows a microservice-based architecture composed of containerised services distributed across edge 
and cloud domains. The platform includes services for backend processing, frontend visualisation, media 
distribution, geospatial processing, data storage, monitoring, KPI aggregation, message brokering, and device 
integration. During the EDGETRUST experiments, these components were mapped to the service abstraction 
model supported by 6G-BRICKS, allowing each Mobitrust microservice to be handled as an independently 
deployable and manageable unit. 

The integration process started with the preparation of deployment artefacts for each Mobitrust component. 
For every microservice, standard Kubernetes YAML descriptors and Helm charts were created or adapted, 
covering the relevant deployments, services, configuration parameters, exposed ports, environment variables, 
persistence requirements, runtime dependencies, and volume mappings. These artefacts provided a Kubernetes-
native representation of the Mobitrust platform and served as the technical baseline for onboarding the 
application into the 6G-BRICKS orchestration environment. 

Examples of these deployment artefacts are shown in Figure 21, which presents representative Kubernetes YAML 
descriptors prepared for Mobitrust components. These descriptors define the container images, runtime 
configuration, service exposure, and deployment parameters required to instantiate each component in a 
Kubernetes-compatible environment. This preparation step was essential to ensure that the Mobitrust services 
could be consistently deployed, reproduced, and adapted across different edge-cloud execution contexts. 
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Figure 21: K8s YAML Specification 

In parallel, the deployment descriptions were reviewed and adapted to fit the management model associated 
with 6G-BRICKS. This involved aligning the Mobitrust component descriptions with the structured application 
representation expected by the platform, including service relationships, configuration requirements, and 
lifecycle management properties. A representative example is provided in Figure 22, which illustrates the TOSCA-
based description prepared for the Mobitrust CCC component. This example shows how the Mobitrust CCC was 
described as an orchestratable service, including its deployment properties, dependencies, and runtime 
configuration.  
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Figure 22: Output TOSCA of Mobitrust CCC 

After this preparation phase, the Mobitrust services were onboarded into π-Edge as Service Functions. Each 
Mobitrust component was registered individually, specifying the corresponding container image, exposed ports, 
environment variables, runtime parameters, and volume mappings where required. The Service Function 
abstraction enabled π-Edge to manage the lifecycle of each component while preserving the modular nature of 
the Mobitrust architecture. Although π-Edge provides a drag-and-drop upload mechanism intended to simplify 
bulk onboarding, this functionality was unavailable during the experimentation period. As a result, all Mobitrust 
Service Functions had to be registered manually through the graphical interface. This increased the operational 
effort required during onboarding, but also allowed the team to validate each component individually and 
confirm that the service parameters were correctly interpreted by the platform. 

Once registered, the Service Functions were grouped into a dedicated Mobitrust PaaS bundle. This bundle 
represented the Mobitrust platform as a single deployable application composed of multiple coordinated service 
functions. The PaaS model simplified lifecycle management by allowing the distributed Mobitrust services to be 
instantiated, monitored, and managed as one logical platform instance, while still preserving the ability to 
configure and operate each service independently. 

From an orchestration perspective, Mobitrust services were classified according to their role in the PPDR data 
path. Latency-sensitive components, such as the Message Broker, MediaMTX media server, monitoring services, 
KPI collection functions, and device-facing services, were prioritised for edge-side placement. These services are 
directly involved in the ingestion, distribution, and visualisation of real-time telemetry, geolocation, sensor data, 
and video streams from field assets. By placing them closer to the operational edge, the platform can reduce 
communication overhead and improve responsiveness for mission-critical workflows. Stateful and support 
services, such as PostgreSQL, InfluxDB, MinIO, GeoServer, and selected backend services, were deployed 
according to resource availability, persistence requirements, stability needs, and operational constraints. This 
separation between latency-sensitive edge services and stateful support services allowed Mobitrust to benefit 
from the 6G-BRICKS compute continuum without requiring major changes to its core application logic. 
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The EDGETRUST integration also validated the applicability of intent-driven orchestration concepts to PPDR 
vertical applications. At application level, Mobitrust operational requirements were expressed through 
deployment and runtime objectives, including low-latency processing, reliable telemetry delivery, continuous 
service availability, scalable ingestion of heterogeneous data sources, and support for live video distribution. 
These objectives were translated into service placement preferences, configuration parameters, and runtime 
validation criteria inside the 6G-BRICKS environment. In practical terms, the intent-driven workflow was 
represented by the selection of the Mobitrust PaaS bundle, the definition of service placement requirements, 
and the instantiation of Service Functions on suitable π-Edge nodes. This allowed the platform to apply edge-
cloud deployment decisions according to the functional role of each service. For example, communication and 
media handling functions were treated as edge-priority components, while persistent databases and storage 
services were treated as stability-priority components. 

The value of 6G-BRICKS for PPDR platforms such as Mobitrust lies in its ability to provide a structured 
experimentation and orchestration environment for applications that require low latency, reliability, distributed 
service management, and heterogeneous device integration. PPDR scenarios depend on the timely aggregation 
of information from responders, drones, bodycams, robots, sensors, and command centre. By integrating 
Mobitrust with the 6G-BRICKS continuum, the project demonstrated how these data flows can be supported by 
edge-cloud orchestration, allowing critical services to be deployed closer to the field while maintaining 
centralized visibility and control through the CCC. The integration therefore went beyond a simple container 
deployment exercise. It demonstrated how a real PPDR platform can be described, packaged, onboarded, 
instantiated, and validated using 6G-BRICKS orchestration mechanisms. The preparation of Helm charts, 
Kubernetes YAML descriptors, TOSCA descriptions, π-Edge Service Functions, and the Mobitrust PaaS bundle 
created a complete technical path from application packaging to edge-cloud execution. This provides a reusable 
model for future PPDR applications seeking to exploit 6G-BRICKS capabilities for low-latency situational 
awareness, distributed processing, service lifecycle management, and operational resilience.  

Ultimately, the integration confirmed that the Mobitrust platform could be adapted to the 6G-BRICKS 
management model while preserving its existing microservice architecture. The platform was successfully 
represented through deployment artefacts compatible with Kubernetes, aerOS/MATRIARCH, and π-Edge, and 
was validated as a deployable PPDR application inside the testbed environment. This establishes a solid basis for 
future experimentation, including automated onboarding, dynamic scaling, intent-based placement, and 
broader validation of PPDR workloads across the 6G-BRICKS edge-cloud continuum. 

The full list of registered Service Functions is presented in Table 33: 

Table 33: Mobitrust services deployed 

Service 
Function 

Description 

mobitrust-
device-fe 

Standalone page for viewing a specific device's video stream, geolocation, sensors, and 
remote-control capabilities. 

mobitrust-
msm 

Service that manages device-specific media publish and playback URLs from configured 
templates. 

mobitrust-mt-
kpi-manager 

The KPI Manager is responsible for the management of the KPI measurements. It receives 
the values measured by the other modules, followed by storing and redirecting them to 
external sources. Furthermore, it is also responsible for measuring certain KPIs 
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mobitrust-mt-
gateway 

The gateway is responsible for the services provided by the Command-and-Control Centre 
(CCC). It comprises all the backend operations that enable the visualization of the data 
collected by the platform, as well as processing of the requests made through the Portal. 

mobitrust-
minio 

Object storage service used to store large objects, such as 2D drone stitched images and 3D 
models 

mobitrust-
geoserver 

Geospatial server used to publish and serve map layers through OGC services for portal and 
VR visualization 

mobitrust-
postgres 

Relational database used to store most platform data, such as users and devices 

mobitrust-tick-
telegraf 

Service responsible for ingesting and routing data streams to InfluxDB for time-series 
storage and processing. 

mobitrust-tick-
influxdb 

Time-series database used to store sensor data and KPIs. 

mobitrust-
layer-manager 

Handles MQTT requests for georeferenced data and creates 2D/3D geographic layers 
interacting with WebODM and GeoServer APIs 

mobitrust-
message-
broker 

Communication backhaul of the system. It follows a publish/subscribe model (MQTT). The 
message broker is the bridge responsible for all the communication between components 
and devices. 

mobitrust-
portal 

Frontend of the platform, the actual CCC application to be used by human operators. 
Provides a way to obtain situational awareness by managing and visualizing all the data 
collected by the platform. 

mobitrust-
orchestrator 

The orchestrator is responsible for the services provided by the CCC. It contains the backend 
operations that enable the visualization of the data collected by the platform, as well as 
processing requests of the human operators 

mobitrust-
monitor 

Service responsible for watching and reporting on the state of the end-user devices 

mobitrust-ar Augmented Reality application that overlays real-time drone video and geospatial data onto 
the user’s view, enhancing situational awareness and operational control 

mobitrust-vr Virtual Reality application providing an immersive command centre dashboard, integrating 
real-time data from end-user devices, live video streams, and 3D models generated from 
drone data, enabling advanced situational awareness and operational analysis 

mobitrust-
device 

The wearable that encompasses all the equipment for 5G communications, sensor data 
collection, multimedia capture and data pre-processing 
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mobitrust-
mediamtx 

Media server responsible for ingesting, managing, and distributing real-time video streams 
across the platform 

Following registration, a PaaS bundle named mobitrust was created in π-Edge, grouping all Service Functions into 
a single deployable unit. A PaaS instance was then submitted from the created bundle with most services 
assigned to KUL 2, with the media server assigned to the arbitrary node. The instantiation was completed 
successfully, with all service instances confirmed as running, as depicted in Figure 23 and Figure 24.   

 

Figure 23: Mobitrust PaaS definition 

 

Figure 24: Overview of the Mobitrust Service Function Instances in π-Edge 

In terms of challenges encountered during the integration phase, these were mainly related to platform 
availability rather than to the Mobitrust platform itself. Initial access to the environment required support from 
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the 6G-BRICKS team to resolve account and connectivity issues before experimentation could begin. Once these 
were addressed, the Mobitrust platform was deployed without further issues and operated as expected. 

The platform was able to integrate and manage multiple data sources, including drones, ground robots, and 
bodycams (Figure 25). These devices continuously provide real-time situational awareness through live video 
streaming, sensor data, and geolocation tracking. All data was successfully aggregated and made available in the 
Mobitrust CCC throughout the experimental period (Figure 26). 

 

Figure 25: Mobitrust data sources: drone, bodycam and ground robot, respectively 

  

Figure 26: Mobitrust CCC displaying live video, geolocation and sensor data 

5.3.3 KPIs and Experiment Metrics 

This section outlines the key performance indicators (KPIs) used to assess the Mobitrust platform's performance 
throughout the experimental phase. These indicators have been selected to reflect the critical requirements of 
PPDR operational scenarios, covering both application-level performance and the efficiency of the deployment 
infrastructure provided by 6G-BRICKS. 

Each KPI is defined alongside its target value and the methodology used for its measurement, ensuring 
transparency and reproducibility of the evaluation process. The monitoring approach combines data collected 

Geolocation 

Live Video 

Sensor Data 

Device Connected 
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from devices, edge, and cloud microservices, and network interfaces, providing a holistic view of system 
behaviour. To support this process, a dedicated monitoring framework was employed, leveraging InfluxDB for 
time-series data storage and visualisation, together with the KPI Manager for aggregation and analysis of 
performance metrics. This setup enables both real-time observation and detailed post-experiment evaluation, 
ensuring that the platform’s capabilities are accurately measured under representative operational conditions. 
Table 34 summarises the KPIs considered in this study, along with their definitions, target values, and 
measurement methods. 

Table 34: Description of the KPIs defined 

KPI Definition Target 
Value 

Methods  

(If applicable) 

End-to-End Latency Time taken from data collection 
by edge devices to processing and 
visualization at the command 
center 

<100ms  

 
Timestamp correlation from 
device → processing 
microservices → CCC. Data 
stored in InfluxDB and 
analysed via KPI Manager 

System Uptime Percentage of operational uptime 
during testing scenarios 

>99.9% Health monitoring of Mobitrust 
microservices (APIs, broker, 
media server), with metrics 
stored in InfluxDB and tracked 
by the KPI Manager 

Data Source Integration Number of heterogeneous data 
sources (drones, AR devices, IoT 
sensors) integrated seamlessly 

≥5 
sources 

Count of active data source 
integrations during validation 
scenarios 

End-to-End Latency at the 
Edge 

Time from data collection by the 
device to processing and response 
at the edge 

<50ms Measured between device and 
π-Edge microservices, with 
metrics collected and analysed 
via InfluxDB and KPI Manager 

Round Trip Time (RTT) Time for a signal to travel from 
source to destination and back 

≤25ms Application/network probes 
between devices and 
processing microservices; 
stored in InfluxDB 

Received Signal Strength 
Indicator (RSSI) 

 

Total received power (signal + 
noise) measured at the receiver 

≥−85 
dBm 

Collected from device modems 
and stored in InfluxDB 

Reference Signal 

Received Power (RSRP) 

Average power received from 
reference signals in the 5G cell 

≥−70 
dBm 

Retrieved from device modem 
diagnostics and stored in 
InfluxDB 
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Reference Signal 

Received Quality (RSRQ) 

Ratio of RSRP to interference and 
noise levels 

≥−15 dB Captured from device modems 
and stored in InfluxDB 

Signal-to-Interference-
plus-Noise Ratio (SINR) 

Ratio of desired signal power to 
the sum of interference and noise 
power 

≥13 dB Extracted from modem 
interfaces and monitored via 
InfluxDB 

Packet Delivery Success 
Rate 

Percentage of successfully 
delivered packets over the 5G 
network 

>90% Network-level measurement 
over test duration 

Service Onboarding Time 

 
Time to register a new Mobitrust 
microservice in π-Edge  

<5 min 
Manual timing during 
onboarding procedure 

 

Platform API Availability Uptime of π-Edge APIs during the 
testing window 

>99% Periodic health-check probes 
against π-Edge API endpoints, 
logged in InfluxDB  

 

5.3.4 Results and Performance Evaluation 

This section presents the results obtained from the EDGETRUST experimental activities and evaluates them 
against the predefined KPIs and target values. The analysis aims to assess how effectively the integrated 
Mobitrust platform meets the performance, reliability, and scalability requirements expected in PPDR scenarios. 
Each KPI is evaluated against its corresponding target value, with observations on the factors that influenced the 
outcomes. Where relevant, deviations from expected performance are discussed in the context of network 
conditions, resource constraints, and system configuration. Table 35 summarises the results achieved for each 
KPI, along with a brief interpretation of the findings.  

Table 35: Outcomes of KPI evaluations 

KPI Target Outcome Comment 

End-to-End Latency <100ms  ≈91ms Achieved 

System Uptime >99.9% 100% Achieved 

Data Source Integration ≥5 sources 5 Achieved 

End-to-End Latency at the Edge <50ms ≈45ms Achieved 

Round Trip Time ≤25ms ≈23ms Achieved 

RSSI ≥−85dBm ≈-82dBm Achieved 

RSRP ≥−70dBm ≈-69dBm Achieved 
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RSRQ ≥−15dB ≈-14dB Achieved 

SINR ≥13dB ≈15dB Achieved 

Packet Delivery Success Rate >90% ≈95% Achieved 

Service Onboarding Time <5min ≈1m30s Achieved 

Platform API Availability ≥99% 100% Achieved 

The experimental results show that the Mobitrust platform was able to meet the defined KPI targets across the 
main performance indicators considered during the validation phase. Latency-related metrics, including end-to-
end latency (≈91 ms), edge latency (≈45 ms), and RTT (≈23 ms), remained within the expected thresholds, 
indicating that the edge processing approach supported by the 6G-BRICKS Cognitive Continuum was effective for 
the tested scenarios. Reliability indicators such as system uptime and platform API availability reached 100% 
during the experimentation period, demonstrating stable operation of the deployed infrastructure. 

Network quality metrics, including RSSI, RSRP, RSRQ, and SINR, also remained within acceptable ranges 
throughout the experiments, supporting stable communication between field devices, edge services, and 
centralized platform components. This contributed to a packet delivery success rate of approximately 95%, 
allowing the continuous transmission of telemetry, sensor data, geolocation information, and live video streams 
during the validation scenarios. 

The integration with the 6G-BRICKS ecosystem also brought practical operational benefits to the platform. 
Through the π-Edge orchestration framework, latency-sensitive services such as MQTT communication, 
monitoring, and video stream management could be deployed closer to the edge infrastructure, helping reduce 
communication overhead and improve response times. This contributed to a more responsive behaviour of the 
Mobitrust CCC, particularly when handling real-time data from multiple field assets simultaneously. 

Another relevant aspect observed during the experiments was the simplification of distributed service 
management. The π-Edge PaaS model enabled the deployment and monitoring of the Mobitrust microservices 
as a single logical platform instance, helping reduce deployment complexity and improving operational 
consistency across the testbed infrastructure. 

Overall, the results obtained during the EDGETRUST experiments indicate that the combination of the Mobitrust 
platform with the 6G-BRICKS infrastructure provides a suitable approach for supporting edge-native PPDR 
applications requiring low latency, reliable communications, and distributed service orchestration in realistic 
operational scenarios. 

 

5.3.5 Technical Challenges Encountered 

The EDGETRUST experimentation phase involved the deployment and validation of a distributed, edge-enabled 
architecture operating across heterogeneous environments, including field devices, π-Edge nodes, and 
centralised cloud services. As expected in such multi-layered systems, several technical and operational 
challenges emerged during integration, execution, and performance evaluation. 
These challenges were primarily related to the orchestration of microservices across edge and cloud domains, 
variability in network conditions, and the need to ensure consistent monitoring and data integrity across all 
system components. Additionally, constraints associated with edge resources and the coordination of complex 
experimental scenarios required careful planning and iterative refinement. 
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Rather than limiting the experimental process, these challenges provided valuable insights into the system's 
behaviour under realistic conditions. Through a combination of architectural decisions, monitoring strategies, 
iterative validation and platform optimisation, the project team was able to mitigate their impact and ensure 
reliable execution of the experiments. Table 36 summarises the main challenges encountered, and the 
corresponding mitigation strategies applied. 

Table 36: Technical challenges encountered during the EDGETRUST project 

Challenge Description Resolution / Mitigation 

Integration 
Complexity 

Aligning Mobitrust microservices with the Cognitive 
Continuum orchestration model required adaptation 
of deployment logic and service interfaces 

Incremental integration approach 
and continuous validation with the 
testbed environment 

Edge–Cloud 
Service 
Orchestration 

Ensuring optimal placement and behaviour of 
services across π-Edge and cloud layers, particularly 
for latency-sensitive operations 

Defined clear service partitioning 
(edge vs cloud) and validated 
through controlled execution 
scenarios and KPI monitoring 

Network 
Instability and 
Variability 

Fluctuations in 5G/Wi-Fi conditions affected latency, 
packet delivery, and overall system responsiveness 

Continuous monitoring of network 
KPIs (RSSI, RSRP, RSRQ, SINR) and 
implementation of retry and 
buffering mechanisms 

 

5.3.6 Summary of Outcomes 

The EDGETRUST project successfully demonstrated how the Mobitrust platform can be deployed and operated 
within the 6G-BRICKS testbed, showing its value in realistic PPDR scenarios. The integration with the Cognitive 
Continuum proved effective, allowing services to be dynamically distributed between edge and cloud, which 
helped keep latency low while maintaining flexibility and scalability. In terms of performance, the platform met 
or exceeded the defined KPIs, particularly in latency, reliability, and network quality. These results confirm that 
the system can support real-time situational awareness, with stable communications and high data delivery 
rates, even in changing network conditions. 

The experiments also demonstrated that the platform is capable of seamlessly integrating different types of field 
assets, such as drones, ground robots, and wearable systems. This enabled the continuous collection and 
aggregation of video, sensor data, and geolocation information, all visualised in the Mobitrust CCC, supporting 
more informed and timely decision-making. 

Beyond the technical results, several lessons were learned throughout the process. Close coordination with the 
platform operations team proved to be essential, particularly when dealing with dependencies outside the 
experimenter’s control, such as account activation, connectivity, and platform availability. Addressing these 
aspects early helps avoid delays during the integration phase. 

From an architectural perspective, the π-Edge service function model and the PaaS deployment approach proved 
to be well aligned with Mobitrust’s microservice-based architecture. The modular design facilitated integration 
and scalability, allowing the different components to be deployed and managed effectively. Although the service 
registration process was manual, it was straightforward and easy to follow, highlighting both the usability of the 
platform and the potential for further automation improvements in future deployments. 
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Overall, EDGETRUST shows that combining Mobitrust with edge-cloud orchestration provides a solid and 
practical approach for next-generation PPDR systems, capable of delivering reliable, low-latency, and scalable 
situational awareness in real-world conditions.  
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6 Projects Implemented at KUL  
6.1 TRACAI-CF 

6.1.1 Project Overview 

TRACAI-CF (Trajectory Cluster prediction using Artificial Intelligence for Cell-Free) is a 6G-BRICKS Open Call sub-
project led by LAUDE Tech together with Multiverse Computing, running from July to December 2025. The 
project designs, compresses, and validates a BERT-based machine-learning model for proactive radio control in 
cell-free (CF) massive MIMO networks. 

• Goal and scope. The goal of TRACAI-CF is to enable AI-driven proactive radio control for CF massive MIMO 
systems while ensuring practical deployability under O-RAN constraints. A customised transformer 
model, BERTram, learns to predict future precoding matrices from sequences of historical channel state 
information (CSI), so the network can anticipate radio decisions instead of computing them reactively at 
every transmission interval. The scope covers the full pipeline: enhancing the 6G-BRICKS CF MIMO 
simulator to generate realistic Industry 4.0 indoor datasets, designing and training BERTram, 
compressing it with a quantum-inspired tensor-network framework, and validating the compressed 
model at the system level. 

• Relevance to 6G-BRICKS. TRACAI-CF directly supports the 6G-BRICKS objective of integrating advanced 
AI/ML into the radio control loop. By aligning model design, optimisation, and deployment with O-RAN 
principles (targeting Non-RT and Near-RT RIC execution), the project demonstrates that model 
compression is a key enabler for practical AI adoption in 6G networks. The enhanced simulator, datasets, 
and compression workflow are reusable assets for the wider 6G-BRICKS testbed, and the compressed 
model is designed for future deployment as an xApp or rApp. 

• Expected results. The project set out to deliver an adapted Industry 4.0 indoor CF massive MIMO 
simulator; the BERTram predictive precoding model; an O-RAN-compatible quantum-inspired 
compression framework that reduces inference latency and resource footprint while preserving 
accuracy; and quantitative system-level evidence that compressed models remain competitive with 
classical baselines. All of these outcomes were achieved: the compressed BERTram reduced mean 
inference latency by ≈24% and model size by 65% while maintaining comparable accuracy and 
outperformed the state-of-the-art TranCN baseline on prediction error. 

• The table below lists the submitted deliverables and the key technical outputs produced by the project. 

 

Table 37: TRACAI-CF Deliverables. 

Deliverable/Output Description Status 

D1 – Experimental Plan Definition of target use cases, 
Industry 4.0 indoor scenarios, 
simulator configuration, KPIs, 
and experimental 
methodology for evaluating 
AI-based precoding in cell-
free massive MIMO. 

Delivered 
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D2 – Results from ML Model 
and Compression 

Evaluation of the BERTram 
transformer model: training 
methodology, predictive 
performance metrics, and the 
impact of compression on 
accuracy and inference 
efficiency. 

Delivered 

D3 – Quantum-inspired 
Model Compression 
Framework in O-RAN 

Design and validation of an O-
RAN-compatible compression 
workflow: profiling, 
structured pruning, 
quantisation, and healing via 
knowledge distillation. 

Delivered 

D4 – Experimentation Report End-to-end validation of the 
TRACAI-CF pipeline: simulator 
enhancements, closed-loop 
integration of BERTram, and 
system-level KPI evaluation. 

Delivered 

Cell-free massive MIMO 
simulator (enhanced) 

High-fidelity Industry 4.0 
indoor simulator with 
parallelised channel 
computation, deterministic 
wall/ceiling/floor 
interactions, and structured 
data logging. 

Delivered 

BERTram predictive 
precoding model 

Transformer-based model for 
proactive precoding 
prediction from historical CSI, 
integrated into the simulator 
as a modular precoding 
option. 

Delivered 

Compressed BERTram model Compressed and healed 
version of BERTram optimised 
for Near-RT RIC and O-Cloud 
deployment, with reduced 
latency and footprint. 

Delivered 

Structured datasets (CSI, 
precoding, KPIs) 

Reproducible datasets stored 
in CSV and NumPy formats, 
supporting ML training, 
evaluation, and 
benchmarking. 

Delivered 
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TRACAI-CF demo video Demonstration of the end-to-
end workflow: simulation, 
BERTram inference, 
compression benefits, and 
throughput comparison 
across precoding strategies. 

Delivered 

Code repositories and scripts Internal repositories and 
scripts supporting simulation, 
ML training, model 
compression, and 
performance evaluation. 

Delivered 

 

6.1.2  Integration and Setup 

The experimental workflow builds directly on the simulation infrastructure, data-generation pipeline, and 
methodology established in Deliverables D1 and D2, ensuring continuity across project phases. It spans data 
generation in the 6G-BRICKS CF MIMO simulator, dataset preparation, model development and compression, 
and closed-loop integration of the prediction model back into the simulator for system-level KPI evaluation. 

• Deployment and integration. Datasets of CSI tensors and corresponding precoding matrices were 
generated with the 6G-BRICKS Cell-Free Massive MIMO simulator, configured to reproduce the 3GPP 
Indoor Factory Dense (InF-DL) layout with LOS-dominant propagation, ceiling-mounted access points, 
and industrial UE mobility. Each run stored telemetry in CSV format and high-dimensional CSI/precoding 
structures in NumPy files for reproducibility. The data was then normalised, dimensionally aligned, and 
sliced into fixed-length temporal windows with preserved ordering (train/validation/test) to avoid 
leakage. BERTram and the baseline architectures were trained on these windows, compressed via the 
quantum-inspired framework (profiling, structured pruning, BF16 quantisation, and healing through 
knowledge distillation), and the resulting models were re-integrated into the simulator as a modular 
precoding option so they could be benchmarked against classical precoding strategies using network KPIs 
such as average throughput. 

• Configurations and software components. Model development used PyTorch, with 
NumPy/Pandas/Matplotlib and scikit-learn for data analysis and preprocessing. Compression relied on 
two quantum-inspired tools from Multiverse Computing: Singularity Deep Learning (SDL), a model-
agnostic tensor-network library, and CompactifAI, a framework specialised for transformer compression. 
Training, compression, and analysis ran on a local LAUDE development server (Intel Core i7-12700H, 32 
GB RAM, NVIDIA RTX A1000 4 GB), with Google Colab as a backup, while large-scale fine-tuning and 
compression used the 6G-BRICKS high-performance resources (HPE DL380 Gen11, 2× Xeon Gold 6430, 1 
TB DDR5, NVIDIA A100 80 GB). Latency, throughput, and resource benchmarks were run on an AWS 
g5.4xlarge instance (NVIDIA A10G GPU) using the optimum-benchmark library with a batch size of 8, a 
sequence length of 64, and 100 inference iterations after 20 warm-up runs. 

• Support and changes requested from the testbed team. Remote access to the 6G-BRICKS KUL testbed 
and its CF MIMO simulator was required for integration and validation. The main adaptation carried out 
on the simulator was extending the Industry 4.0 indoor model to include deterministic wall, ceiling, and 
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floor interactions in the radio calculations, together with parallelised channel computation and 
structured data logging, enabling reproducible, high-fidelity dataset generation at scale. 

 

6.1.3 KPIs and Experiment Metrics 

The evaluation framework relies on a set of metrics that quantify the predictive capability of the models while 
reflecting the operational constraints of O-RAN-compliant deployments. The same metrics are applied 
consistently to all architectures (baseline and compressed variants) to enable a fair comparison. They fall into 
three groups: prediction accuracy, inference time and latency, and resource utilisation. 

• KPIs targeted. Because the task is to forecast complex-valued precoding matrices, accuracy is captured 
by both general regression metrics (RMSE, MAE, R²) and domain-specific metrics (NMSE as the principal 
indicator, separate real/imaginary MSE, and magnitude/phase errors). Efficiency is captured by inference 
latency and throughput, and deployability by model storage size and peak memory consumption 
(RAM/VRAM). 

• The table below defines each KPI, its design target, and the measurement method used. 

• Tools and data. Accuracy metrics were computed offline on held-out test sequences generated by the 
enhanced 6G-BRICKS CF MIMO simulator (scenarios S1–S5, stored as CSV/NumPy files). Latency, 
throughput, and resource metrics were obtained with the optimum-benchmark library on an AWS 
g5.4xlarge instance (NVIDIA A10G GPU), using a batch size of 8, a sequence length of 64, and 100 
inference iterations after 20 warm-up runs. System-level validation additionally used average network 
throughput measured inside the simulator's closed control loop. 

Table 38: TRACAI-CF KPIs and Experiment Metrics. 

KPI Definition Target Value Methods  

(If applicable) 

Prediction accuracy 
(NMSE) 

Squared prediction error 
normalised by ground-
truth precoder energy, 
expressed in dB. It is the 
principal indicator for 
complex-valued 
precoding and is 
scenario-invariant. 

Maintain baseline 
accuracy after 
compression, with 
NMSE < 0 dB (error 
power below signal 
power). 

Offline evaluation on held-out 
test set across scenarios S1–S5. 

Prediction accuracy 
(RMSE / MAE / R²) 

Magnitude of prediction 
error (RMSE), mean 
absolute error (MAE), 
and fraction of variance 
explained (R²) between 
predicted and true 
precoders. 

Match or outperform 
classical and SOTA 
baselines (BiLSTM, 
TranCN). 

Regression metrics computed 
on test sequences. 
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Component & 
magnitude fidelity 

Reconstruction error of 
the real and imaginary 
parts (MSE) and of 
precoder amplitude and 
phase (MAE/MSE on 
magnitude, phase error). 

Balanced 
real/imaginary error, 
with stable magnitude 
and phase error. 

Per-component evaluation on 
test set. 

Inference latency Average time to generate 
a single prediction (ms), 
with P50/P95/P99 
percentiles. 

Reduce vs 
uncompressed 
baseline, compatible 
with Near-RT RIC. 

optimum-benchmark on AWS 
g5.4xlarge (A10G), batch 8, seq 
len 64, 100 iterations. 

Throughput Number of predictions 
per second (Hz) under 
batched inference. 

Increase vs 
uncompressed 
baseline. 

optimum-benchmark, 
aggregate over 100 iterations. 

Model size (storage) Disk space occupied by 
the saved model (MB). 

Substantial reduction 
vs baseline. 

Measured size of the saved 
model. 

Peak memory (RAM / 
VRAM) 

Maximum RAM (CPU 
inference) or VRAM (GPU 
inference) used while 
processing input. 

Reduce vs baseline. optimum-benchmark resource 
profiling. 

 

 

6.1.4 Results and Performance Evaluation 

This section reports the measured KPI values for the BERTram model and its compressed variant and compares 
them against the expected outcomes. The evaluation focuses on prediction accuracy, inference latency, 
throughput, and resource consumption under identical execution conditions, and benchmarks BERTram against 
the state-of-the-art TranCN baseline. Overall, the compressed model met the project's objectives: it substantially 
reduced latency and footprint while preserving accuracy. 

• Reported values. The compressed BERTram reduced mean inference latency from 8.196 ms to 6.205 ms, 
a 24.3% reduction, with the standard deviation falling from 0.024 ms to 0.016 ms (about 33% lower 
variance) and consistent gains across percentiles (P50, P95, and P99 all roughly 24% lower). Model size 
dropped from 331.02 MB to 116.04 MB, about 65% smaller, and GPU memory usage fell by roughly 28%. 
Predictive accuracy was preserved: across scenarios S1 to S5, the baseline reached NMSE of -3.91 dB to 
-8.42 dB and R² up to 0.86, and the compressed model maintained comparable error levels. 
Benchmarked against the state-of-the-art TranCN model, BERTram achieved 30 to 60% lower RMSE and 
MAE on average, with reductions above 50% in the most demanding dense-user scenarios (S2 and S3). 

• Comparison with targets and gaps. All efficiency targets were met or exceeded: latency, model size, and 
memory were all reduced relative to the uncompressed baseline while accuracy stayed comparable, 
confirming suitability for Near-RT RIC and edge deployment. The design target for accuracy was parity 
with the uncompressed model, which was achieved. One nuance is that R² varies across scenarios 
because it is sensitive to low target variance. NMSE, RMSE, and the component-wise errors give a more 
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reliable picture and remained strong throughout, so no accuracy target was missed. Aggressive INT8 
quantisation was deliberately avoided in favour of BF16 to protect accuracy on an already-lightweight 
model, so part of the potential size reduction was traded for fidelity by design rather than representing 
a shortfall. 

• The table below summarises each KPI against its target and the measured outcome. 

Table 39: TRACAI-CF Results and Performance Evaluation. 

KPI Target Outcome Comment 

Inference latency 
(mean) 

Reduce vs 
uncompressed baseline 

8.196 ms to 6.205 ms 
(24.3% lower) 

Gains hold across 
P50/P95/P99, and variance is 
also lower (0.024 to 0.016 
ms). 

Throughput Increase vs 
uncompressed baseline 

Higher than the 
uncompressed 
baseline under 
batched inference 

Improvement tracks the 
latency reduction. 

Model size (storage) Substantial reduction 331.02 MB to 116.04 
MB (about 65% 
smaller) 

Fewer parameters plus BF16 
precision, giving faster load 
and lower startup energy. 

Peak memory (GPU / 
VRAM) 

Reduce vs baseline About 28% lower GPU 
memory usage 

Cuts memory traffic and 
energy. RAM savings are 
smaller due to fixed 
overheads. 

Prediction accuracy 
(NMSE / RMSE / MAE) 

Maintain baseline 
accuracy 

NMSE -3.91 to -8.42 dB 
across S1 to S5, 
comparable after 
compression 

Error power stays below signal 
power in every scenario. 

Accuracy vs SOTA 
(TranCN) 

Match or outperform 30 to 60% lower 
RMSE/MAE, above 
50% in S2 and S3 

Confirms superior scalability 
and stability in dense 
deployments. 

 

6.1.5 Technical Challenges Encountered 

• Several technical challenges arose during the design, training, compression, and validation of BERTram. 
The most significant were methodological rather than logistical, stemming from the need to adapt 
language-model techniques to continuous, complex-valued radio data and to compress an already 
compact model without harming accuracy. 

• Resource and data limitations also shaped the work: high-fidelity CSI samples are scarce compared with 
the data volumes available to language models, and local GPU memory was constrained, which required 
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offloading large-scale training and compression to the 6G-BRICKS A100 resources. No major schedule 
delays were incurred, and all four deliverables were submitted on or before their due dates. 

• The table below details each challenge and its resolution or mitigation. 
 

Table 40: TRACAI-CF Technical Challenges. 

Challenge Description Resolution / Mitigation 

Adapting Transformers from text to 
complex-valued CSI 

Standard BERT tokenisation 
assumes a 1D sequence of discrete 
tokens, whereas precoding 
prediction requires processing 
high-dimensional, complex-valued 
CSI tensors. 

Designed a novel embedding 
strategy that maps CSI tensors 
into a latent vector space 
compatible with self-attention, 
letting attention heads interpret 
dependencies between antennas, 
subcarriers, and UEs. 

Data scarcity in the physical-layer 
domain 

High-fidelity CSI samples number in 
the thousands to millions, far 
below the corpora that drive 
language-model scaling, so 
accuracy could not be improved by 
model size alone. 

Injected inductive bias through 
architectural specialisation and 
an auxiliary masked-channel-
reconstruction task, 
compensating for the limited data 
instead of relying on scale. 

Compressing an already-
lightweight model without 
accuracy loss 

Pruning entire hidden dimensions 
degraded performance and 
destabilised training, and moving 
directly from FP32 to INT8 risked 
unacceptable accuracy loss on a 
small model. 

Used component-level sensitivity 
profiling to prune only selected 
dense layers and individual 
neurons and retained BF16 
precision instead of INT8 to 
preserve numerical stability. 

Recovering accuracy after 
compression (healing) 

Standard knowledge distillation 
compares output probability 
distributions via KL divergence, but 
BERTram outputs precoding 
matrices rather than a probability 
distribution. 

Adapted the healing stage to use 
MSE and NMSE losses between 
teacher and student outputs and 
intermediate encoder hidden 
states, recovering accuracy 
without KL divergence. 

Limited local compute and GPU 
memory 

The local development server (RTX 
A1000, 4 GB VRAM) was 
insufficient for large-scale fine-
tuning and compression. 

Offloaded heavy training and 
compression to the 6G-BRICKS 
HPE DL380 / A100 80 GB 
resources, using Google Colab for 
lightweight prototyping. 

Fair benchmarking against the state 
of the art 

TranCN and other SOTA models 
use different datasets, temporal 
structures, and learning objectives, 
complicating direct comparison. 

Retrained and evaluated models 
on a common dataset and metric 
set (RMSE, MAE, NMSE) and 
documented the structural 



 
Deliverable D6.2 – Report on the tests of the 2nd cycle of open call  

 
 

 

© 6G-BRICKS 2026  Page | 94  

differences to ensure a fair 
comparison. 

 

6.1.6 Summary of Outcomes 

TRACAI-CF delivered concrete evidence that compressed transformer models can support proactive radio control 
in cell-free massive MIMO networks under O-RAN constraints. The project enhanced the 6G-BRICKS CF MIMO 
simulator with realistic Industry 4.0 indoor propagation, built and trained BERTram to predict precoding matrices 
from historical CSI, and developed a quantum-inspired compression framework that reduced mean inference 
latency from 8.196 ms to 6.205 ms (about 24%), cut model size by 65% (331.02 MB to 116.04 MB), and lowered 
GPU memory use by roughly 28%, all while preserving accuracy. Against the state-of-the-art TranCN baseline, 
BERTram achieved 30 to 60% lower RMSE and MAE, with the largest gains in dense-user scenarios, and 
generalised stably across scenarios S1 to S5 in both baseline and compressed form. 

The main lessons learned are that, in data-sparse physical-layer regimes, architectural inductive bias matters 
more than raw model scale, that compression guided by component-level sensitivity analysis preserves accuracy 
far better than aggressive, uniform pruning or quantization, and that conservative precision choices (BF16 over 
INT8) are often the right trade-off for already-lightweight edge models. Together, the reusable simulator, 
datasets, model, and compression workflow provide a reproducible foundation for integrating AI-native, 
resource-efficient network functions into the 6G-BRICKS testbed as future xApps or rApps. 

 

6.2 LITE 

6.2.1 Project Overview 

Cell-Free Massive MIMO (CF‑MaMIMO) is a promising architecture for next-generation wireless networks, 
enabling seamless coverage and improved capacity by distributing access points across an area rather than 
assigning specific base stations to individual users. However, this distributed approach introduces important 
scalability and efficiency challenges, particularly in dynamic scenarios with mobile users, where traditional static 
clustering strategies become suboptimal. While recent research has explored trajectory prediction based on 
channel evolution without explicit location information, the trade-offs between accuracy and computational 
complexity remain unclear. At the same time, most CF‑MaMIMO studies have been limited to simulations, and 
practical deployment introduces additional constraints such as limited X‑haul capacity and the need to efficiently 
transmit large volumes of CSI data. 

The LITE project addresses these challenges by designing a lightweight, data-driven xApp that combines accurate 
trajectory prediction with reduced midhaul load. Its architecture integrates CF‑MaMIMO deployments with 
O‑RAN components by compressing CSI at the O‑DU, transmitting it efficiently, and using ML-based prediction 
at the Near‑RT RIC to forecast channel evolution and user mobility. This enables proactive optimisation of 
network functions such as AP clustering, improving system efficiency and responsiveness. Through defined 
research objectives and KPIs focused on efficiency, accuracy, and integration, LITE demonstrates a practical 
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pathway toward scalable, AI-driven CF‑MaMIMO systems aligned with 6G-BRICKS goals for disaggregated, 
O‑RAN-compliant infrastructures. 

Table 41: LITE Project's Deliverables. 

Deliverable/Output  Description  Status  

D1 Individual Mentoring Plan   The IMP outlines the individual 
budget, KPIs, deliverables, and 
implementation schedule. It serves as 
the reference for evaluating 
performance at milestone reviews.  

Delivered  

D2 System architecture design 
and xApp development and 
Integration.  

Definition of system architecture, 
technical requirements, functional 
components, and documentation of 
the development and deployment of 
the trajectory prediction algorithm 
and its integration in the O-RAN xApp.  

Delivered  

D3 Final Evaluation Report and 
User Documentation  

Evaluation results, validation insights, 
and end-user usage instructions.  

Delivered  

Paper with title LITE: A 
Lightweight Intelligent 
Trajectory-Unaware Channel 
Gain Estimation Method with 
Reduced X-Haul CSI Signaling 
in O-RAN  

Two scientific papers presenting the 
results of this project.  

Delivered.    
  
D. Goez, M. Piazzola, G. Costa, A. Colpaert, 
R. M. Alonso, E. A. Beyazit, et al., “LITE: 
Lightweight Channel Gain Estimation with 
Reduced X-Haul CSI Signaling in O-RAN,” 
accepted at the International Conference 
on Telecommunications (ICT 2026), 
Thessaloniki, Greece, 2026. Available: 
arXiv:2604.08458.  
  
D. Goez, M. Piazzola, G. Costa, N. Slamnik-
Krijeˇstorac, J. Marquez-Barja, and M. 
Camelo Botero, “Demonstration of LITE: 
Trajectory-Unaware CSI Estimation as an 
O-RAN xApp for CF-MaMIMO,” in Proc. 
IFIP Networking 2026 Conference, Demo 
Session, Lugano, Switzerland, 2026. Best 
Demo Paper Award.  
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LITE Public Code Repository, 
including LITE Video Tutorial  

GitHub repository containing the code 
developed during the project 
execution.  
  
A video demonstrating how to run the 
code integrated into the MaMIMO 
emulator.  

Delivered and accessible at:  

https://github.com/spindoxlabs/LITE.git   

The repository will be made fully public 
once the paper review process is 
finalised.  

 

6.2.2  Integration and Setup 

The LITE system introduces an end-to-end architecture for efficient channel prediction in O-RAN environments 
by combining CF-MaMIMO deployments with a Near-Real-Time RIC. The architecture is structured into four 
layers that work transparently with both real testbed data and emulator-generated measurements. At the Radio 
Access Layer, channel state information (CSI) is collected through standard pilot-based estimation without 
modifying existing AP or RU processing. The ODU layer then normalises and compresses this CSI using an 
autoencoder, producing compact latent features that are transmitted over the midhaul with reduced bandwidth. 
Finally, the NearRT RIC hosts a trajectory-prediction xApp that reconstructs the CSI and predicts future channel 
evolution. To ensure consistency between offline training and runtime deployment, data from the KUL 
CFMaMIMO testbed and an O-RAN emulator are mapped to a unified representation, enabling seamless reuse 
of the same processing pipeline across environments. 

At the core of LITE, an autoencoder-based compression module and a BiLSTM-based prediction model are tightly 
integrated to form an efficient pipeline. The autoencoder significantly reduces data dimensionality while 
preserving signal fidelity, achieving a strong balance between compression and reconstruction accuracy, though 
its performance depends on dataset diversity. The prediction module leverages BiLSTM networks, enhanced with 
lightweight configurations and Squeeze‑and‑Excitation mechanisms, to capture temporal dependencies and 
improve robustness with reduced complexity. End‑to‑end evaluations show that compression-aware training 
provides the best trade-off between accuracy and stability, with only limited performance degradation despite 
substantial reductions in communication and memory overhead. The system is deployed as a modular xApp using 
containerised technologies and validated through emulator-based scenarios and fault-injection testing, 
demonstrating robustness under realistic conditions and achieving low-latency operation (≈50 ms per cycle), 
which satisfies Near‑RT RIC requirements. 

 

6.2.3 KPIs and Experiment Metrics 

The proof-of-concept (PoC) is designed to validate the LITE KPIs across two complementary environments: a real 
CFMaMIMO testbed and a controlled O-RAN emulator. For KPI.1–KPI.3, validation is performed using pre-
collected datasets from the KUL CFMaMIMO testbed, replayed under identical and reproducible conditions. This 
ensures fair comparison between baseline and optimised models. KPI.1 evaluates GPU memory efficiency of the 
trajectory prediction module, aiming for at least 20% reduction using optimised architectures. KPI.2 measures 
the effectiveness of the autoencoder-based CSI compression by comparing tensor sizes before and after 
compression, targeting at least 50% reduction. KPI.3 assesses the impact of compression on prediction accuracy 
by comparing RMSE between baseline and compressed-input scenarios, with an acceptable deviation below 10%. 
Together, these KPIs quantify trade-offs between efficiency, compression, and predictive performance under 
realistic conditions. 

https://github.com/spindoxlabs/LITE.git
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For KPI.4 and KPI.5, validation shifts to a Python-based O‑RAN CF‑MaMIMO emulator, focusing on 
implementation robustness rather than model performance. KPI.4 evaluates code quality through automated 
test coverage, targeting at least 75% of the xApp codebase to ensure maintainability and reliability. KPI.5 assesses 
system resilience by injecting faults such as corrupted inputs, delayed data, or environmental changes (e.g., 
varying AP configurations), and verifying the system’s ability to recover gracefully. Successful handling of multiple 
such “unhappy path” scenarios demonstrates robustness and stability of the xApp within an O‑RAN environment. 
Overall, this structured validation framework ensures that the LITE solution is not only efficient and accurate, 
but also robust and production-ready across both realistic and emulated deployments. 

Table 42:  Summary of Validation KPIs, Target Values, and Evaluation Methods 

KPI Definition Target Value Methods  

(If applicable) 

KPI.1 - xApp 
Memory Usage 

GPU memory usage of the 
xApp prediction module, 
comparing baseline and LITE-
optimized models under 
identical conditions. 

≥ 20% reduction in peak 
GPU memory usage vs. 
baseline. 

Replay pre-collected CF-
MaMIMO CSI datasets from the 
KUL testbed on identical 
GPU/Kubernetes 
environments; profile memory 
using framework-level GPU 
monitoring tools (e.g., 
torch.cuda.*). 

KPI.2 - CSI 
Compression 
Ratio 

Efficiency of CSI tensor 
compression prior to 
(simulated) O-RAN mid-haul 
transmission. 

≥ 50% CSI compression 
ratio. 

Apply autoencoder-based CSI 
compression offline to KUL CF-
MaMIMO datasets; compute 
compression ratio from in-
memory tensor sizes before and 
after compression. 

KPI.3 - Channel 
Gain Prediction 
RMSE 

Accuracy degradation (RMSE) 
of channel gain prediction 
when using decompressed 
CSI compared to 
uncompressed baseline CSI. 

RMSE deviation ≤ 10% 
relative to baseline. 

Feed decompressed CSI into the 
prediction module; compute 
RMSE across forecast horizons 
and compare against baseline 
predictions using original CSI. 

KPI.4 - 
Codebase 
Coverage 

Degree of test coverage of 
the xApp codebase when 
integrated with the O-RAN 
CF-MaMIMO emulator. 

≥ 75% line coverage. 

Execute automated test suites 
in the Python-based O-RAN 
emulator; measure coverage 
using tools such as pytest-cov, 
gcov, or coverage.py. 

KPI.5 - Unhappy 
Path Handling 

Ability of the xApp to remain 
stable and recover gracefully 
under fault and stress 
scenarios in an O-RAN-
compliant environment. 

Successful handling of ≥ 
3 fault scenarios (data, 
timing, environment). 

Inject controlled faults in the O-
RAN emulator (corrupted 
KPMs, delayed/dropped 
messages, AP/RU variations); 
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verify logging, recovery, or 
controlled degradation. 

 

 

6.2.4 Results and Performance Evaluation 

At the algorithm level, the optimised trajectory prediction model is compared to a BiLSTM baseline under 
identical conditions. For KPI.1, the optimised model achieves significant efficiency gains, reducing GPU memory 
usage by more than 50% while maintaining comparable prediction accuracy, thereby exceeding the ≥20% 
reduction target. KPI.2 demonstrates the effectiveness of the autoencoder-based CSI compression, achieving a 
compression ratio of approximately 50.65%, which meets the ≥50% requirement. For KPI.3, the impact of 
compression on prediction accuracy is assessed using RMSE, showing only a limited degradation of about 9.7%, 
which remains within the acceptable ≤10% threshold. Overall, these results confirm that LITE successfully 
improves computational efficiency and reduces data overhead with minimal impact on prediction performance. 

At the system level, the xApp is validated within an O‑RAN emulated environment to ensure robustness and 
integration readiness. KPI.4 evaluates the quality of the implementation through test coverage, achieving 83% 
code coverage, which exceeds the ≥75% target and demonstrates strong maintainability. KPI.5 assesses resilience 
under adverse conditions by testing fault scenarios such as data corruption, delayed inputs, and changes in 
network configuration. The system successfully handles at least three such “unhappy path” scenarios, 
demonstrating stable operation through logging, recovery mechanisms, or controlled degradation. Together, 
these results confirm that the xApp not only meets performance targets but also exhibits robustness and 
reliability required for deployment in realistic O‑RAN environments. 

Table 43: KPI Evaluation for LITE xApp Performance 

KPI Target Outcome Comment 

KPI.1 – xApp 
Memory 
Usage 

≥ 20% reduction in 
GPU memory usage 

compared to baseline 

Achieved 

Model size 
reduction 59.21% 

Memory allocated 
reduction 52.73% 

The optimised SE-BiLSTM-160 model achieves 
>20% reduction in both model size and GPU 

memory allocation during runtime while 
maintaining comparable RMSE performance 

relative to the BiLSTM-256 baseline. 

KPI.2 – CSI 
Compression 
Ratio 

≥ 50% compression of 
CSI data prior to mid-

haul transmission 

Achieved 

CSI tensor size 
reduction of 

50.65% 

The autoencoder-based CSI compression 
reduces the CSI tensor size by 50.65%, 

meeting the target while enabling efficient 
mid-haul data transfer. 

KPI.3 – RMSE 
Degradation 

≤ 10% RMSE deviation 
compared to baseline 
using uncompressed 

CSI 

Achieved 

9.7% RMSE 
deviation 

Prediction using decompressed CSI results in 
a 9.70% RMSE deviation, remaining within 

the acceptable accuracy loss threshold 
relative to the baseline. 
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KPI.4 – 
Codebase 
Coverage 

≥ 75% end-to-end test 
coverage 

Achieved 

83% code 
coverage 

Automated testing reports 83% code 
coverage, indicating robust validation across 
functional layers of the xApp within the O-

RAN emulator. 

KPI.5 – 
“Unhappy 
Path” 
Handling 

Successful handling of 
≥ 3 fault scenarios 

Achieved 

Error handling 
validated under 3 
faulty categories.  

The xApp demonstrates resilience across 
three fault categories (data corruption, 

timing issues, environmental variation), with 
appropriate logging and controlled recovery 

behavior. 

 

6.2.5 Technical Challenges Encountered 

The project successfully achieved its key performance indicators and deliverables within the planned timeline, 
demonstrating effective management and collaboration. The involvement of the 6G‑BRICKS partners in the 
mentoring process, along with close cooperation between IMEC and Spindox, maintained alignment across 
technical, architectural, and integration activities. The mitigation strategies established during the proposal 
phase proved practical, enabling the team to proactively address risks related to dataset availability, integration 
readiness, and emulator/testbed constraints.  

Table 44: Summary of challenges and their mitigation in LITE 

Challenge Description Resolution / Mitigation 

Testbed readiness & time window 
constraints 

New CF-MaMIMO asset lacked 
sufficient time window to 
engineer continuous mobility 
tracks and collect/validate new CSI 
sequences within the reporting 
deadline (real-mobility data not 
ready). 

Applied fallback dataset strategy: 
used previously collected KUL 
MaMIMO CSI and generated 
'virtual mobility' sequences; kept 
the same preparation pipeline so 
future real-mobility data can 
replace the source with minimal 
changes (normalisation 
recalibration). 

Synthetic trajectory redundancy 
affecting AE training 

Excessive correlation among 
synthetic trajectories caused the 
autoencoder to oversmooth 
reconstructions and lose fine-scale 
variations when N became too 
large. 

Performed correlation analysis 
vs. sample size and selected an 
operating point around N≈2500 
to balance diversity and 
consistency; trained the 1-D conv 
AE in that regime to avoid 
redundancy-dominated 
behaviour. 

Compression-accuracy trade-off 
(real dataset) 

AE-based CSI compression reduces 
forecasting accuracy vs. raw-CSI 

Used compression-aware 
training (predictor trained on 
decompressed outputs) and a 
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baseline (RMSE increase); risk of 
exceeding KPI.3. 

lightweight SE-BiLSTM; held 
deviation to ≈9.7% within KPI.3 
(≤10%). 

Lower predictive accuracy on 
emulator dataset 

On emulator-generated data, 
AE+predictor saw ~28% RMSE 
degradation vs. uncompressed 
baseline (worse than real dataset). 

Focused emulator runs on 
integration & resilience (KPI.4–5) 
rather than accuracy; proposed 
hyperparameter tuning and 
transfer learning to improve 
performance on emulator data. 

Unreliable/perturbed KPM streams 
during integration 

Integration had to withstand data 
corruption, timing/delivery gaps, 
and environmental changes (e.g., 
AP count inconsistencies). 

Implemented defensive 
validation (value, timestamp, 
shape), a configurable 
fault-injection harness, and 
fallback policies (reuse last 
measurement / last prediction); 
demonstrated resilience across 
≥3 scenarios (KPI.5). 

Deliverable planning constraints in 
a 6-month cycle 

Original plan (D1–D3 split) did not 
fit the fast pace; architecture and 
implementation needed closer 
iteration. 

Re-scoped deliverable during the 
Individual Mentoring Plan 
definition (D1). Original D1 
became the IMP; merged prior 
D1+D2 into a consolidated D2 
enabling concurrent 
design/integration and 
evidence-backed decisions. 

Contractual timeline change D3 and D4 contractual due date 
extended to 31/12/2025 (actual 
submission 30/12/2025), 
reflecting schedule pressure for 
final evaluation & documentation. 

Used the extended window to 
complete validation artifacts and 
consolidate documentation 
(xApp code, CI evidence, 
screenshots). 

O-RAN RIC not yet fully 
operational on the real testbed 

KUL CF-mMIMO testbed’s Near-RT 
RIC not fully operational, 
preventing measurement of real 
control-plane latency, signalling 
overhead, and deployment 
complexity. 

Validated integration in the 
IS-Wireless emulator (APIs, KPM 
consumption, fault handling, CI 
coverage). Designed a decoupled 
connector so moving to real RIC 
mainly requires swapping the 
emulator connector for E2/F1. 

Mobility-aware dataset gap Static CSI + synthetic trajectories 
limit diversity; increasing synthetic 
samples led to correlation 

Short-term: tune synthetic 
generation and sample size; 
Long-term: collect datasets 
under actual UE mobility on the 
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saturation; real mobility datasets 
needed for generalisation. 

testbed to strengthen 
generalisation. 

Experiment automation & 
orchestration limits 

Lack of tight integration to 
computing/orchestration 
platforms (e.g., π-Edge) left 
end-to-end automation partially 
manual, limiting scalability and 
continuous evaluations. 

Implemented 
Docker/Kubernetes, 
Taskfile-driven pipelines, and 
GitHub Actions CI for 
reproducibility; recommended 
future platform integration to 
unlock automated 
large-scale/continuous 
experiments. **Pending** full 
orchestration rollout. [D3 §5.2; 
§4; §8] 

Runtime vs. static memory 
differences 

Static model-size reduction 
(~59.21%) differs from runtime 
GPU allocation reduction 
(~52.73%) due to activations, 
recurrent states, and backend 
buffers. 

Adopted runtime GPU profiling 
(before/after/peak) as 
acceptance metric; both 
measures exceed KPI.1 (≥20%). 

Interface mapping from emulator 
to real E2SM-KPM/RC 

Emulator KPMs/mocked E2 flows 
differ from real RIC 
E2SM-KPM/E2SM-RC messages; 
direct deployment requires 
alignment. 

Kept xApp core logic unchanged 
and isolated transport behind 
connector.py; This allows future 
transfer of the algorithm to the 
real platform and the use of the 
E2/F1 interfaces while preserving 
validation/control flows. 

 

6.2.6 Summary of Outcomes 

The LITE project demonstrates that it is feasible to significantly improve the efficiency of channel-state processing 
and trajectory prediction in O‑RAN environments without sacrificing accuracy. By introducing an architecture 
that combines CSI compression through autoencoders with lightweight AI-based prediction models, LITE 
achieves substantial reductions in midhaul data load, GPU memory consumption, and model complexity. The 
results show that memory usage can be reduced by more than 50%, CSI data can be compressed by over 50%, 
and prediction accuracy remains within acceptable limits (less than 10% degradation compared to the baseline). 
These findings confirm that advanced learning-based solutions can be optimised to meet stringent real-time and 
resource constraints typical of Near‑RT RIC deployments. 

At the system level, LITE successfully validates not only algorithmic performance but also integration readiness 
within an O‑RAN framework. The xApp implementation, tested in an emulator environment, demonstrates 
strong code quality, high test coverage, and robust behaviour under adverse conditions, including data errors 
and timing irregularities. The project also highlights key enablers for future deployment, such as the need for 
realistic mobility datasets, full O‑RAN integration including a functional RIC, and tighter coupling with 
orchestration platforms for automated experimentation. Overall, LITE confirms that combining real-world 
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testbed data with emulator-based validation provides a practical pathway from concept to deployable, scalable 
AI-driven O‑RAN applications. 

 

6.3 BRICKS4Health 

6.3.1 Project Overview 

The BRICKS4HEALTH project aims to validate an e-health application over advanced 5G/6G experimental 
infrastructure, focusing on reliable connectivity, low latency, and quality of service for remote health monitoring 
scenarios. The project explores how the 6G-BRICKS infrastructure can support real-time transmission and 
analysis of patient-related data, such as body posture or movement information, to enable future digital health 
services. Its scope includes defining the e-health use case, deploying and testing the application over the 6G-
BRICKS platform, collecting performance metrics, and comparing the suitability of advanced network 
infrastructure against conventional connectivity options. 
BRICKS4HEALTH fits into the 6G-BRICKS context by using the 6G-BRICKS experimental infrastructure to validate 
an e-health use case under realistic network conditions. The project is not only focused on the healthcare 
application itself, but also on evaluating how the 6G-BRICKS platform can support health services that require 
reliable connectivity, low latency, quality of service, and continuous monitoring. 
In this context, BRICKS4HEALTH acts as a vertical use case for the 6G-BRICKS ecosystem. It helps demonstrate 
how the infrastructure can be used beyond traditional communication experiments, supporting healthcare-
oriented scenarios such as remote patient monitoring, movement or posture analysis, and real-time data 
exchange between the patient side and the processing/application side. 

The project contributes to 6G-BRICKS by providing practical feedback on network performance, service 
requirements, application integration, and possible limitations when deploying e-health services over advanced 
5G/6G testbeds. This makes BRICKS4HEALTH a concrete validation scenario for showing the relevance of 6G-
BRICKS in future digital health applications. 

The project is expected to deliver a validated e-health use case running over the 6G-BRICKS infrastructure. The 
main result will be an experimental assessment of how the platform supports the transmission and processing 
of health-related data under realistic network conditions. 
Expected results include deploying the BRICKS4HEALTH application scenario, collecting key network and 
application performance metrics, and evaluating the infrastructure’s ability to support requirements such as low 
latency, reliable connectivity, and adequate quality of service. The project should also identify possible technical 
limitations, integration challenges, and recommendations for using 5G/6G experimental platforms in future 
remote health monitoring services. 

Table 45: BRICKS4Health Project's Main Deliverables. 

Deliverable/Output Description Status 

Initial Project Setup and 
Dissemination 

This deliverable, D.OC.1 
“Definition and Initial Experiment 
Planning”, is the first technical 
report submitted under the 
BRICKS4HEALTH sub-project, 
selected through the 6G-BRICKS 
Open Call 2. The purpose of this 
deliverable is to define the scope, 

Approved 
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structure, and planning of the 
work to be carried out during the 
six-month project, which aims to 
validate key enablers of the 6G-
BRICKS testbed for remote 
eHealth applications, specifically, 
telerehabilitation for chronic 
back pain (cBP).  

Validation of the 6G-BRICKS KUL CF 
and avatar for eHealth. 

This deliverable presents the 
activities carried out in Work 
Package 2 (WP2) of the 
BRICKS4HEALTH project. The 
objective of WP2 is to integrate 
the chronic Back Pain (cBP) 
eHealth application into the KUL 
testbed of the 6G-BRICKS 
infrastructure and to validate the 
performance of the CF (Cell-Free) 
enabler. The 6G-BRICKS KUL 
testbed was analysed to 
understand its architecture, 
components, and configuration. 
Key performance indicators 
(KPIs) were defined to evaluate 
the network performance for 
remote cBP monitoring, focusing 
on latency, coverage, and 
spectral efficiency. The cBP 
eHealth application was then 
implemented and connected to 
the testbed. A complete end-to-
end communication chain was 
established, enabling the 
transmission of pose and 
monitoring data through the 6G-
BRICKS infrastructure. To validate 
the CF enabler, performance 
tests were conducted by 
comparing scenarios with CF 
enabled and disabled. The results 
show improvements in coverage 
and resource utilisation when CF 
is activated, while maintaining 
latency levels suitable for remote 
monitoring applications. 

Approved 
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Final deliverable: validation of the pi-
edge server 

The BRICKS4HEALTH project aims 
to design, deploy, and validate an 
eHealth vertical use case within 
the 6G-BRICKS experimental 
infrastructure. The project 
focuses on enabling real-time 
remote health monitoring 
through edge computing and 
advanced wireless connectivity. 
The main objective is to evaluate 
whether the 6G-BRICKS 
architecture can reliably support 
latency-sensitive healthcare 
applications, specifically a 
continuous Blood Pressure (cBP) 
monitoring system integrated 
with a digital avatar interface. 

Approved 

 

6.3.2  Integration and Setup 

Data Reception Module  

• The data reception module is responsible for receiving, monitoring and pose data transmitted from the 
UE through the 6G-BRICKS network.  

• Data is received via IP-based communication.  

• A broker service (running on port 5080) handles incoming data streams.  

• The Pi-Edge IP address used for reception is 192.168.1.12.  

 

Processing module  

The processing module executes the core logic of the cBP application. Its responsibilities include:  

• Parsing incoming pose data.  

• Performing validation and lightweight computation.  

• Preparing data for storage or forwarding.  

Processing is performed locally on the Pi-Edge server, reducing dependency on centralized processing and 
minimising additional transport delay. 

 

Deployment procedure 

The cBP application was deployed on the Pi-Edge using a container-based approach.  
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Containerization  

The deployment followed these steps:  

• Build the Docker image containing the cBP application.  

• Push the image to the image repository provided by the 6G-BRICKS testbed.  

• Retrieve the image from the repository on the Pi-Edge server.  

• Run the pulled image on the Pi-Edge device.  

This approach ensures portability, reproducibility, and simplified updates. 

Service Configuration 

 

 

Figure 27: Service configuration. 

• The Pi-Edge server IP address: 192.168.1.12  

• Web server exposed on port: 8090  

• Broker service exposed on port: 5080  

 

Configuration parameters were defined within the container runtime to ensure correct routing and service 
accessibility. 

 

Port Exposure 

The following ports were configured and exposed:  

• Port 8090 – Web server interface  

• Port 5080 – Broker communication service  

Port exposure allows proper communication between the UE, RAN, Pi-Edge, and backend services. 
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Figure 28: Pi-edge - cBP application interaction. 

 

6.3.3 KPIs and Experiment Metrics 

The experimental campaign evaluated the performance of the cBP eHealth application deployed on the Pi-Edge 
server under continuous transmission conditions. The analysis focuses on throughput (download and upload) 
and end-to-end latency.  

Throughput is the amount of data successfully transmitted from the cBP device to the edge server per unit time, 
typically measured in Mbps. It reflects the effective data transfer capacity of the communication link within the 
6G-BRICKS infrastructure. Throughput is measured by monitoring the total volume of transmitted application 
data over a defined time interval using network monitoring tools and server-side logging, and calculating the 
average data rate achieved during the experiment.  

Latency refers to the end-to-end delay between the generation of a data packet at the source (cBP device) and 
its successful reception and processing at the Pi-Edge server. It is typically measured in milliseconds (ms). Latency 
is evaluated by timestamping packets at the transmission and reception points and calculating the time 
difference. In the BRICKS4HEALTH setup, this includes network transmission delay and edge processing delay, 
providing a realistic measure of application response time for remote health monitoring. 

Tools: In this experiment, three types of tools were used for network testing: OpenSignal, Netmonster and a 
vertically built-in application, which are described below.  

OpenSignal was used to evaluate testbed network performance under operational conditions. The application 
provided measurements of download and upload throughput as well as network latency, allowing validation of 
connectivity quality within the 5G environment. These measurements supported the assessment of achievable 
data rates and delay performance relevant to the BRICKS4HEALTH eHealth use case.  
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NetMonster was used to collect detailed 5G radio access parameters directly from the smartphone modem. The 
application provided metrics such as SS-RSRP, SS-RSRQ, ARFCN, PCI, and band information, enabling verification 
of signal strength, signal quality, and frequency band conditions during testing. These measurements allowed 
correlation between radio environment conditions and the observed network performance results.  

Vertical Built-in Application (ICMP Ping-based Measurement Module)  

The vertical built-in application incorporated an internal monitoring module based on ICMP ping packets to 
measure end-to-end latency between the user device and the Pi-Edge server. By transmitting controlled ICMP 
packets and recording round-trip time (RTT), the system enabled precise evaluation of communication delay 
under realistic operating conditions. This method ensured application-level validation of latency performance 
within the 6G-BRICKS infrastructure. 

 

Table 46: BRICKS4health KPIs and Experiment Metrics. 

KPI Definition Target Value Methods (if applicable) 

End-to-End 
Delay 

Time elapsed between data 
transmission from the user 
device and its reception. 

≤ 50 ms (target for 
real-time eHealth 
monitoring) 

Measured using ICMP ping packets 
(RTT) via the vertical's built-in 
application and by comparing 
transmission and reception 
timestamps. 

RSRP Reference Signal Received 
Power, indicating the 
received signal strength from 
the serving cell, measured in 
dBm. 

≥ -90 dBm (good 
signal condition) 

Measured using the NetMonster 
application by collecting SS-RSRP 
values from the 5G SA connection. 

Uplink 
Throughput 

Data transmission rate from 
the user device to the 
network or edge server, 
measured in Mbps. 

≥ 5 Mbps Measured using OpenSignal speed 
tests and validated with controlled 
traffic measurements where 
applicable. 

Downlink 
Throughput 

Effective data transmission 
rate from the network to the 
user device, measured in 
Mbps. 

≥ 20 Mbps (ensuring 
stable data reception 
and interface 
updates) 

Measured using OpenSignal speed 
tests under real 5G network 
conditions. 

 

6.3.4 Results and Performance Evaluation 

Table 47: Time delay using pi-edge server. 

Day Download (Mbps) Upload (Mbps) Latency (ms) 

19 98 8.1 328 

19 98 9.2 323 

19 97 8.1 321 

19 100 7.4 324 

19 105 7.02 326 

19 107 9.04 329 

19 100 9.6 320 
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19 102 8.5 329 

19 102 7.5 320 

19 103 8.7 321 

19 100 8.5 324 

19 98 9.5 326 

19 96 9.4 332 

19 99 7.3 336 

19 101 8.3 335 

19 103 8.1 340 

19 90 8.9 350 

19 99 6.5 333 

19 107 7.6 321 

19 105 8.4 360 

19 106 8.4 320 

19 104 8.7 326 

 

 

Figure 29: Download Throughput Comparison 

• Average DL throughput: ≈ 101 Mbps  

• Minimum: 90 Mbps  

• Maximum: 107 Mbps  

• Range: 17 Mbps  

The downlink performance remains stable around 100 Mbps, with limited fluctuation. Only one lower value (90 
Mbps) was observed, which may be attributed to transient network conditions. This indicates stable radio and 
transport connectivity during edge deployment. 
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Figure 30: Uplink Throughput 

• Average UL throughput: ≈ 8.3 Mbps  

• Minimum: 6.5 Mbps  

• Maximum: 9.6 Mbps  

• Range: 3.1 Mbps  

The uplink throughput remains consistent across measurements, showing limited variability. Since the cBP 
vertical primarily relies on uplink data transmission (pose and monitoring data), this stability is important for 
reliable service operation. 

 

 

Figure 31: End-to-end latency using the Pi-edge. 

• Average latency: 330ms  
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• Minimum latency: 320ms 

• Maximum latency: 360ms  

• Range: 40ms 

Latency values remain relatively stable within a narrow range. The majority of measurements fall between 320 
ms and 336 ms, with only two higher values (350 ms and 360 ms). Latency remains consistent and predictable, 
which is critical for stable remote monitoring sessions. 

 

Table 48: Bricks4Health Results and Performance Evaluation. 

KPI Target Outcome Comment 

End-to-End 
Latency 

≤ 50 ms (low-
latency 
eHealth 
target) 

Pi-Edge: ~320–
329 msCF: 
~546–704 ms 

Both scenarios exceed the low-latency target. However, 
the Pi-Edge deployment performs significantly better 
than the CF deployment, achieving approximately 250–
350 ms lower latency. 

Download 
Throughput 

≥ 20 Mbps ~90–107 Mbps 
(both CF and Pi-
Edge) 

The target is largely exceeded in all cases. Both 
deployment scenarios provide sufficient bandwidth for 
the eHealth application. 

Upload 
Throughput 

≥ 5 Mbps CF: 3.8–9.7 
MbpsPi-Edge: 
6.5–9.6 Mbps 

The Pi-Edge deployment consistently meets the target. 
The CF deployment occasionally drops below 5 Mbps, 
indicating uplink instability during some measurements. 

 

6.3.5 Technical Challenges Encountered 

Table 49: Bricks4Health Technical Challenges. 

Challenge Description Resolution / Mitigation 

Uplink Throughput 
Variability 

The CF scenario exhibited fluctuations and 
occasional drops below the 5 Mbps target, 
potentially affecting the continuous 
transmission of health data. 

Implement traffic prioritisation, improve 
radio resource allocation, and optimise 
uplink scheduling policies to stabilise 
performance. 

High End-to-End 
Latency 

Measured latency values, particularly in 
the CF scenario, were significantly higher 
than the target required for real-time 
eHealth applications. 

Investigate routing paths and core network 
configuration, optimise edge application 
placement, evaluate local breakout 
mechanisms, and minimise unnecessary 
forwarding hops. 

Manual Route 
Configuration for 
Forwarding 

To enable communication between 
network segments, static routes had to be 
manually configured for packet 
forwarding due to the lack of root access 
on the mobile devices. 

A VPN solution was implemented to tunnel 
traffic and enable secure interconnection 
between private networks without 
requiring root access on the devices. 

 



 
Deliverable D6.2 – Report on the tests of the 2nd cycle of open call  

 
 

 

© 6G-BRICKS 2026  Page | 111  

6.3.6 Summary of Outcomes 

In this project, we successfully deployed and validated the cBP eHealth vertical application within the 6G-BRICKS 
infrastructure using the CF and Pi-Edge enables. The integration of the application into a containerised edge 
environment was completed successfully, and stable bidirectional communication between patient and doctor 
sides was achieved.  

Downlink throughput remained stable around 101 Mbps, more than the 20 Mbps target. Uplink throughput 
averaged 8.3 Mbps and consistently met the ≥ 5 Mbps requirement in the Pi-Edge scenario, confirming suitability 
for continuous health data transmission. Radio conditions were strong (RSRP ≈ -76 dBm), indicating that 
performance was not limited by coverage constraints.  

However, end-to-end latency did not meet the ≤ 50 ms target. The Pi-Edge scenario showed stable latency values 
around 320–360 ms, while the CF scenario exhibited even higher latency values (546–704 ms). Although latency 
remained predictable and stable, it exceeded the threshold required for strict low-latency healthcare 
applications. The results suggest the delay is mainly influenced by the e-health application and core network 
configuration rather than radio performance.  

Challenges related to routing configuration and the lack of root access on smartphones were mitigated through 
the implementation of a VPN-based tunnelling solution. This allowed interconnection between private network 
segments without routing tables.  

Finally, the project demonstrates the feasibility of deploying eHealth verticals on the Pi-Edge and CF enablers 
within the 6G-BRICKS framework. While throughput and stability objectives were achieved, further optimisation 
of the vertical application and routing is required to reduce end-to-end latency and fully satisfy low-latency 
healthcare service requirements. 

 

6.4 EMERGE-XR 

6.4.1 Project Overview 

EMERGE-XR is a 6G-BRICKS Open Call project that validates Extended Reality (XR) support for emergency medical 
response over advanced 5G and O-RAN infrastructures. The project demonstrates that real-time augmented 
guidance, supported by AI and telemetry, can meet strict latency and reliability requirements. The system 
integrates XR user interfaces, backend services, and wireless communication into a unified pipeline designed for 
first responders.  

Within the 6G-BRICKS framework, EMERGE-XR contributes a representative Public Protection and Disaster Relief 
(PPDR) use case. It emphasises low-latency responsiveness rather than maximum throughput. The project 
delivers an end-to-end XR system, validated clinical workflows, telemetry monitoring infrastructure, and network 
optimisation mechanisms.  

The system architecture combines XR devices, cloud-native microservices, and O-RAN radio infrastructure. Key 
features include AR guidance for emergency protocols, AI-based pose estimation, and continuous telemetry 
monitoring. A critical innovation is the dynamic adjustment of radio configurations based on latency conditions. 
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Table 50: EMERGE-XR Project's Deliverables. 

Deliverable/Output Description Status 

D1  Architecture & plan  Delivered  

D2  XR system implementation  Delivered  

D3  Integration & testing  Delivered  

D4 Final Project Report Delivered 

  

6.4.2  Integration and Setup 

The EMERGE-XR system was deployed using a distributed architecture consisting of XR clients, backend 
processing services, and network infrastructure. Backend components were containerised and deployed on 
Kubernetes clusters, ensuring portability and scalability. Services include pose estimation, guidance logic, 
telemetry collection, and data visualisation.  

Integration was performed in two phases. First, a controlled on-premises 5G testbed was used to optimise system 
parameters and validate functionality. Second, the system was deployed on the KUL O-RAN testbed, where 
realistic wireless conditions were evaluated. This approach significantly reduced integration risk.  

A key technical contribution is the closed-loop latency-based control of the radio network. The system 
dynamically switches between network configurations to maintain low latency. This ensures that application 
responsiveness remains within target thresholds during operation.  

6.4.3 KPIs and Experiment Metrics 

The evaluation focused on both application-level and network-level performance metrics. These include end-to-
end latency, pose estimation latency, XR rendering performance, telemetry reliability, and radio access network 
round-trip time.  

Data collection was performed using integrated telemetry pipelines. OpenTelemetry instrumentation captured 
detailed metrics across all system components, while Prometheus and Grafana enabled real-time visualisation 
and analysis.  

Measurements were taken under various scenarios, including multiple concurrent sessions and dynamic 
workload conditions. This provided a comprehensive view of system performance.  

 

Table 51: EMERGE-XR KPIs and Experiment Metrics. 

KPI Definition Target Value Methods  

(If applicable) 

End-to-end latency  Full pipeline delay  <100 ms  Telemetry logs  

AI inference time  ML processing delay  <50 ms  GPU metrics  
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Frame rate  XR rendering performance  ~60 FPS  XR client metrics  

Network reliability  Packet delivery  >99.9%  RAN monitoring  

 

6.4.4 Results and Performance Evaluation 

The results demonstrate that EMERGE-XR meets its core performance objectives. After optimisation, protocol 
latency was reduced to between 50 and 100 ms, meeting the target for interactive applications. Pose estimation 
latency remained consistently below 40 ms, confirming the efficiency of the backend processing.  

Network performance was stable throughout the experiments. No packet loss or connectivity interruptions were 
observed, and the system maintained reliable operation across all test sessions. The ability to support multiple 
concurrent sessions was also validated.  

The main limitation identified was related to XR rendering performance on client devices. Moderate frame drops 
were observed under high load conditions, indicating the need for further optimisation at the application level.  

Table 52: EMERGE-XR Results and Performance Evaluation. 

KPI Target Outcome Comment 

Latency  <100 ms  ~50-100 ms  Met after tuning  

Inference  <50 ms  <40 ms  Met  

Reliability  >99.9%  ~100%  Met  

Frame drops  Minimal  Moderate  Bottleneck under high 
load 

 

 

6.4.5 Technical Challenges Encountered 

Several challenges were encountered during the project. Initial latency issues were traced to backend 
inefficiencies and resolved through system optimisation. Rendering performance remains an area for 
improvement. These findings highlight the importance of end-to-end observability in complex distributed 
systems.  

Overall, EMERGE-XR successfully demonstrates that XR-assisted emergency response applications are feasible 
over modern 5G and O-RAN infrastructure. The project confirms that latency optimisation is a key requirement 
for interactive use cases and provides practical design guidance for future deployments.  

The system is considered scalable and robust, with strong potential for further development. Future work will 
focus on improving rendering performance, extending usability evaluation, and exploring deployment in real-
world scenarios.  
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Table 53: EMERGE-XR Technical Challenges Encountered. 

Challenge Description Resolution / Mitigation 

High latency  Initial backend delays  Optimized pipeline  

Rendering issues  XR frame drops  Further optimization needed  

Integration complexity  Testbed integration  Phased deployment  

 

6.4.6 Summary of Outcomes 

EMERGE-XR successfully validated the feasibility of XR-assisted emergency response over 5G/O-RAN 
infrastructure. The project demonstrated that latency-optimised network configurations are essential for 
interactive applications and that end-to-end observability is critical for identifying bottlenecks. The resulting 
system is scalable, robust, and ready for further development and potential real-world deployment. 
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7 Lessons Learned and Recommendations  

 

The second 6G-BRICKS Open Call built upon the experience gained during the first funding cycle by refining the 
mentoring process, improving coordination between funded projects and testbed providers, and introducing 
more structured monitoring throughout the implementation period. Many of the recommendations identified 
in Deliverable D6.1 were incorporated into the execution of the second cycle, including earlier mentoring 
engagement, regular milestone reviews, and clearer communication channels between experimenters and 
hosting testbeds. 

Overall, these improvements resulted in a smoother onboarding process and reduced the administrative 
overhead experienced during the initial cycle. Nevertheless, the implementation of the second Open Call also 
highlighted several recurring and new challenges that are particularly relevant for future large-scale 
experimentation programmes. 

7.1 From Planning to Integration: Early Technical Validation Remains Essential 

One of the main recommendations of the first Open Call was to establish an early technical alignment between 
funded projects and hosting testbeds. During the second cycle, this recommendation was actively implemented 
through onboarding meetings, Individual Mentoring Plans (IMPs), regular technical reviews and continuous 
interaction with assigned mentors. 

These measures significantly reduced misunderstandings about the available infrastructure and enabled several 
integration issues to be identified before experimentation began. However, experience showed that even with 
improved preparation, projects implementing advanced functionalities such as edge orchestration, XR 
applications, AI-based services, or cloud-native deployments, encountered unforeseen compatibility issues when 
integrated into real-world infrastructure. 

Future open calls should therefore complement the initial planning phase with mandatory technical validation 
checkpoints, during which deployment artefacts, software dependencies, and infrastructure assumptions can be 
verified before full integration begins. 

7.2 Continuous Mentoring Accelerates Problem Resolution 

Compared to the first Open Call, the structured mentoring framework proved considerably more effective during 
the second cycle. Frequent meetings between mentors and funded projects enabled faster identification of 
technical bottlenecks, prioritisation of development activities and more efficient troubleshooting. 

The experience demonstrated that mentoring should not be viewed solely as an administrative monitoring 
activity but as an active technical collaboration process between infrastructure providers and experimenters. 
Maintaining regular interactions throughout the project lifecycle significantly reduced delays and improved the 
overall quality of the final demonstrations. 

Future programmes should continue assigning dedicated technical mentors while maintaining predictable review 
milestones throughout the experimentation period. 

7.3 Infrastructure Flexibility Supports Diverse Experimentation, but 
Standardisation Remains Important 

The second Open Call included a broader range of vertical applications and experimentation scenarios, ranging 
from extended reality and public safety to healthcare, mobility, edge computing, and AI-native services. 
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Successfully accommodating these heterogeneous use cases confirmed the flexibility and maturity of the 6G-
BRICKS experimentation facilities. 

At the same time, several projects required adaptations to deployment descriptors, software environments, 
Kubernetes configurations or orchestration workflows before successful integration could be achieved. These 
experiences indicate that although flexible infrastructures are essential for supporting innovation, greater 
standardisation of deployment interfaces and software packaging would reduce integration effort for future 
third-party experimenters. 

7.4  Testbeds Reveal Challenges That Cannot Be Observed in Development 
Environments 

The second experimentation cycle further demonstrated the value of validating innovative 6G solutions on 
operational research infrastructures rather than isolated development environments. 

Several projects encountered issues related to resource availability, interoperability between software 
components, orchestration mechanisms, hardware constraints or network configuration that only became 
evident during deployment on the shared 6G-BRICKS facilities. Resolving these issues strengthened the technical 
robustness of the developed solutions and increased their readiness for future deployment beyond the project. 

This confirms that access to experimental infrastructure remains one of the primary benefits provided by the 
Open Call mechanism. 

7.5 Recommendations for Future Open Calls 

Based on the experience accumulated across both Open Call cycles, the following recommendations are 
proposed for future experimentation programmes: 

• maintain the structured mentoring framework with dedicated technical mentors throughout the project 
lifecycle; 

• introduce formal technical readiness reviews before large-scale integration activities commence; 

• continue providing clear technical documentation and deployment templates while further 
standardising deployment artefacts across testbeds; 

• encourage early validation of software dependencies, orchestration requirements and infrastructure 
compatibility; 

• preserve regular milestone reviews as an effective mechanism for identifying risks before they affect 
project execution; 

• promote realistic and measurable KPIs that balance scientific ambition with practical implementation 
constraints; 

• continue supporting experimentation on operational research infrastructures, as these environments 
provide valuable validation opportunities that cannot be replicated through isolated laboratory testing. 
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8 Conclusions 

The second 6G-BRICKS Open Call successfully demonstrated the project's experimentation ecosystem's capability 
to support the integration, validation, and evaluation of innovative third-party 6G solutions across a wide range 
of application domains. The eleven funded projects showcased diverse use cases spanning artificial intelligence, 
edge computing, extended reality, healthcare, mobility, public safety, cloud-native services, and advanced radio 
access technologies, further confirming the flexibility and openness of the 6G-BRICKS testbeds. 

Compared to the first Open Call, the second cycle benefited from a more mature mentoring and coordination 
framework, resulting in improved onboarding, more efficient technical collaboration between experimenters 
and testbed providers, and smoother integration activities. The continuous interaction between funded projects 
and mentors enabled the identification and resolution of technical challenges while supporting the successful 
execution of increasingly sophisticated experimentation scenarios. 

Beyond the technical achievements of the individual projects, the second Open Call provided valuable experience 
regarding infrastructure interoperability, deployment methodologies, orchestration mechanisms, and 
performance evaluation on operational research facilities. These experiences further validated the 6G-BRICKS 
experimentation infrastructure and reinforced its suitability as an open platform for external innovation. 

The lessons learned presented in this deliverable, together with those reported in Deliverable D6.1, provide a 
comprehensive understanding of the technical, organisational, and operational aspects of managing open-call-
driven experimentation. They also establish a solid foundation for the final project-wide assessment of lessons 
learned and offer practical guidance for future Horizon Europe and SNS JU initiatives seeking to support third-
party experimentation on advanced 6G research infrastructures. 

Overall, the successful completion of the second Open Call marks the end of the external experimentation 
activities within 6G-BRICKS, demonstrating not only the technical maturity of the project's testbeds but also the 
effectiveness of its mentoring, integration, and validation framework in enabling innovative research beyond the 
consortium. 
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