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ABSTRACT Cell-Free Massive MIMO is a promising solution for next-generation radio access networks.
Especially the user-centric variant, where users are served by a subset of access points, a cluster, has
garnered significant interest. However, managing these clusters in case of user mobility remains a significant
issue. Additionally, the practical implementation of such a network remains an open problem. This work
introduces a realistic temporal channel model for Cell-Free Massive MIMO. Subsequently, we propose
a framework to facilitate handover procedures in a distributed topology considering limited channel
knowledge for cluster formation. Next, we develop two clustering and handover strategies: 1) a fixed
clustering strategy where the central processing unit computes the ideal cluster when a cluster handover
threshold is exceeded and 2) an opportunistic strategy where access points make autonomous decisions
based on the local channel. Finally, we establish a significant connection between our findings and
O-RAN, an emerging network architecture that offers open interfaces and network-wide control capabilities.
Simulation results show that even low-complexity handover mechanisms can significantly improve spectral
efficiency under user mobility compared to cellular networks.

INDEX TERMS Cell-free massive MIMO, distributed processing, next-generation radio access networks,

scalable implementation, dynamic clustering.

. INTRODUCTION

EXT-GENERATION wireless networks will demand
Nenormous data rates. Recently, Cell-Free Massive
MIMO (CF mMIMO) has emerged as a promising network
architecture [2] for providing these rates. This architecture
considers a large number of Access Points (APs) which
cooperate via coherent joint transmission and reception [3]
to serve users. However, allocating APs to users and
seamless and efficient handover in such a system is
still an open problem. Additionally, it is still unclear
how to deploy such a network in a practical network
architecture. At the same time, the recent emergence of
O-RAN’s open interfaces enables dynamic resource allo-
cation, cost-effective scalability and many possibilities for
network-wide optimisation. Hence, the combination of CF
mMIMO and O-RAN demonstrates significant synergy and

potential to address the challenges for future communication
networks [4], [5], [6].

A. CELL-FREE MASSIVE MIMO

Traditional cellular architectures struggle to meet the
demands of next-generation wireless networks because they
are constrained by fixed cell boundaries and limited diversity.
CF mMIMO offers a strong alternative by enabling joint
user service from many APs without these aforementioned
cell boundaries, significantly enhancing spectral efficiency
and macro-diversity while reducing interference. Recently,
user-centric CF mMIMO [7], where users are served by a
selected cluster of APs that provide the best channel, has
become the most popular variant due to its more practical
nature and increased scalability. This scalability of CF
mMIMO networks was recently recognised as an essential

(© 2024 The Authors. This work is licensed under a Creative Commons Attribution 4.0 License.
For more information, see https://creativecommons.org/licenses/by/4.0/

VOLUME 6, 2025

593


HTTPS://ORCID.ORG/0000-0002-2194-9202
HTTPS://ORCID.ORG/0000-0002-7493-3247
HTTPS://ORCID.ORG/0000-0002-7496-4772
HTTPS://ORCID.ORG/0000-0002-1470-2076

BEERTEN et al.: MOBILE CELL-FREE MASSIVE MIMO: A PRACTICAL O-RAN-BASED APPROACH

requirement [8] and requires significant effort. Many seminal
works discuss networks with many APs which compute the
lower parts of the physical layer and only a single Central
Processing Unit (CPU) responsible for the higher parts of
the physical layer processing of the entire network [9], [10].
However, the centralisation of all computations in such a
CPU must be avoided as this imposes immense requirements
on that unit’s fronthaul capacity and computing power.

As such, local processing schemes in which APs send
already partially preprocessed estimates to the CPU have
gained traction. Furthermore, distributed CPUs for increased
scalability are explored in [11], [12], [13]. For Uplink (UL)
combining, these smaller CPUs then locally combine the
signal of their respective APs based on statistical knowledge
of the received signals. Such schemes have been proposed for
UL combining and Downlink (DL) precoding, but no such
schemes have been proposed for cluster management. The
reader is referred to [14], [15], [16], [17] for a comprehensive
overview of recent advances in CF mMIMO.

Unfortunately, efficiently managing CF mMIMO in the
presence of user mobility remains a significant concern [18].
While the problem was studied in [19], [20], [21], [22], these
works 1) lack a tractable channel model to study handover in
sub-6GHz correlated Rayleigh fading and 2) rely on a single
centralised CPU for cluster reformulation and processing of
the higher parts of the physical layer.

Xiao et al. [19] focus on performance analysis, using
stochastic geometry to calculate handover frequency and its
impact on average throughput. Their work does not consider
novel methods for mobility management. Zaher et al. [21]
and D’Andrea et al. [20] consider a DL channel in the
mmWave band, which differs significantly from our use-case.
This work considers an UL channel in the sub-6 GHz band.
We propose a tractable channel model for studying mobility
management in this scenario.

The cooperation between APs in CF mMIMO enables
partial change in user-centric clusters under user mobility.
This partial change, called a soft handover, enables much
more efficient mobility management. D’ Andrea et al. [20]
discuss soft handover but focus on beamforming design that
is more robust to the users’ mobility. Unfortunately, if users
move fast, the CPU becomes highly loaded with handover
procedures. Furthermore, the authors do not address how
the control plane can be persistent during these handovers.
Zaher et al. [21] and Li et al. [22] also discuss the
concept of soft handover. In their work, each user has a so-
called ‘Master AP, which maintains a persistent connection.
However, the aforementioned works require significant com-
munication between APs when users connect, which limits
scalability. This work proposes a distributed approach for
mobility management to overcome this limitation.

Furthermore, all mentioned works assume full knowledge
of large-scale fading between each user and each AP. This
is unrealistic for large-scale CF mMIMO networks, as
measuring path loss between every user and AP becomes
impossible for large network sizes. Hence, this work explores
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limited shared information between the user and the network,
i.e., the user does not know the channel to each AP in the
network, and the network does not know the channel to every
user. This approach improves scalability significantly and is
not considered in any current research.

B. O-RAN

The O-RAN framework offers a promising solution for prac-
tically enabling scalable and flexible CF mMIMO networks
due to the functional split between O-RAN Distributed
Units (O-DUs) and Radio Units (O-RUs), as well as the
introduction of additional functional blocks for Al and
containerised service orchestration. These include the Near-
Real Time RAN Intelligent Controller (Near-RT RIC), the
Non-RT RIC, and the Service Management and Orchestration
framework [23]. The reader is referred to [24] for an
extensive overview of the O-RAN architecture. By leveraging
these interfaces, cooperation and seamless handover can be
achieved between O-RUs and O-DUs in an O-RAN network.
Since the processing of the physical layer is split between
the O-DU and O-RU, the architecture is well aligned with
works on CF mMIMO that discuss a similar split between
the APs and the CPU [25].

Previous works [4], [5], [26] have shown that by Ilet-
ting O-DUs collaboratively decode the user’s signal, their
performance can be greatly improved. To achieve such
collaborative decoding, a mapping of state-of-the-art CF
mMIMO decoding algorithms to the O-RAN architecture
was proposed [5]. This solution maps the CPU to the Near-
RT RIC and a set of cooperating O-DUs, and the APs are
mapped to the O-RUs. Furthermore, those works discuss
how the relevant O-RAN interfaces, such as the E2 (between
O-DU and Near-RT RIC) and the fronthaul (between O-DU
and O-RU), enable such distributed processing. They argue
in favour of an inter-O-DU interface which allows cooper-
ative precoding and decoding amongst O-DUs by partially
merging their physical layers for selected users. This idea is
then highly compatible with the aforementioned works on CF
mMIMO that discuss collaborative CPUs [11], [12], [13].
Similarly, Ranjbar et al. [4] discuss the joint computation
of a precoder across O-RUs and O-DUs. Unfortunately, a
high degree of cooperation requires significant computing
power and signalling capacity between the O-DUs due to
the large amounts of channel state information (CSI) needed
to calculate the combiner.

Those works have shown many synergies between O-RAN
and CF mMIMO for static users. This work explores how to
further integrate these promising technologies by proposing
two clustering and handover algorithms. We extend this
mapping by also considering user mobility and how the
allocation of O-DUs and O-RUs to a user should change,
resulting in a full (hard) or partial (soft) handover.

C. STATE-OF-THE-ART IN MOBILITY MODELING
Currently, existing channel models for studying CF mMIMO
often focus on small-scale fading dynamics and are thus
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unfit for studying long-term AP clustering evolutions. Many
works [27], [28], [29], [30], [31] use the Jakes autocor-
relation model, where the different channels are assumed
to be from the same distribution, and small-scale fading
is modelled as an autoregressive function. However, this
assumption fails to represent large-scale fading dynamics
accurately. D’ Andrea et al. [20] consider a mmWave channel
consisting of one Line-of-Sight (LoS) and several Non-Line-
of-Sight (NLoS) components, updated at discrete sampling
times. The user’s location determines the Angle-of-Arrival
(AoA) and the path loss; thus, the LoS component can be
computed directly. The NLoS components are computed as
an autoregressive function via Jakes’ autocorrelation model.
This approach does not accurately model long-term fading
dynamics and rich scattering environments. In [19], handover
probability in cellular MIMO is studied using distance-based
metrics via higher-order Voronoi regions. As such, they do
not model the channel itself but only the movement of
the UEs.

The authors of [21] use a blockage map and ray tracing
for an urban location; hence, the shadowing is consistent
between UEs and along the path of the UE. Unfortunately, it
is computationally very taxing and scenario-specific. Since
the ray tracer must compute each channel path separately,
the number of paths that reach the receiver is usually quite
large in sub-6 GHz frequencies.

The aforementioned shortcomings of the current state-of-
the-art motivate us to develop a novel model. We extend
the classical correlated Rayleigh fading channel model by
incorporating a temporal evolution of large-scale fading
parameters. These temporal evolutions include a determin-
istic component due to the user’s location and a stochastic
component due to random shadow fading. The shadow fading
is modelled as an autoregressive function based on empirical
measurements [32].

D. CONTRIBUTION

This paper studies user mobility in CF mMIMO and proposes
centralised and distributed methods for cluster formation and
handover management. We introduce four contributions to
the current state-of-the-art:

« We introduce a tractable temporal channel model for CF
mMIMO at sub-6 GHz frequencies based on empirical
measurements. Unlike models that only consider small-
scale fading evolution, our work considers large-scale
fading changes. This enables the study of long-term
user-centric clustering performance.

« We introduce two clustering and handover strategies:
an opportunistic strategy where O-DUs can locally
decide to serve specific users, and a fixed strategy where
handover is computed at the near-RT RIC, a centralised
processor.

« We map our handover solutions to the O-RAN frame-
work and offer practical implementation guidelines. Our
work establishes a framework that includes our notions
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TABLE 1. List of the most commonly used acronyms.

Acronym | Full Name

AP Access Point

CPU Central Processing Unit
O-RU O-RAN Radio Unit

O-DU O-RAN Distributed Unit
RAN Radio Access Network
RIC RAN Intelligent Controller
NLoS Non-Line of Sight

AoA Angle of Arrival

DL Downlink

UL Uplink

LSFD Large Scale Fading Decoding

of primary O-RU, primary O-DU, and measuring and
serving clusters.

o We quantify computational and signalling costs asso-
ciated with each proposed algorithm for a detailed
cost/performance analysis.

Outline: First, we define our clustering strategies in
Section II. In Section III, we give an overview of our CF
mMIMO system model and extend it to allow for temporal
evolution. Subsequently, in Section IV, we explain our
handover strategies. In Section VI, we provide numerical
results for the proposed solutions.

Notation: A diagonal matrix with the elements x; on
the main diagonal is denoted by diag(xo, x1, ...,xy). The
cardinality of a set S is written as |S|. For matrices and
vectors alike, AT is the transpose, A" is the Hermitian
conjugate of the matrix, and A* is the complex conjugate.
The I’th element of vector a is denoted by [a];. The expected
value of x is denoted by E{x}. We list our commonly used
acronyms in Table 1 and symbols in Table 2.

Reproducible Research: The simulation code for this paper
is available at: https://gitlab.kuleuven.be/u0149002/oran-
handover.

Il. CLUSTER FORMATION

Managing user-O-RU clusters in CF mMIMO networks
is crucial for balancing high performance and scalable
processing. In this section, we explain how the initial clusters
are formed. Before the cluster that will serve the user can
be formed, the user and the network must complete several
other steps: initial connection of the user, selection of the
primary O-RU and O-DU and formation of the measuring
cluster. This section explains these steps and the different
serving cluster formation methods. After these procedures,
the physical layer processing for the UL signal is split
between the cooperating O-RUs and O-DUs in the serving
cluster. The O-RU applies the combining vector; the O-DU
computes the combining vector, estimates the channel, and
combines the signals from O-RUs using large-scale fading
coefficients. The Near-RT RIC controls the O-DUs via the
E2 interface [33]. This work considers a scenario with K
users, D O-DUs, L O-RUs per O-DU, N antennas per O-
RU, and a single Near-RT RIC. We assume all O-DUs and
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TABLE 2. List of the most commonly used symbols.

Symbol | Definition Symbol Definition

K Total number of users D Number of O-DUs

L Number of O-RUs per O-DU N Number of antennas per O-RU

fll’ k Estimated channel vector between user k£ and O-RU [ h; Channel Vector between user k& and O-RU |

B1,k[t] Channel Gain between user k and O-RU [ at time ¢ ,B?i [t] Channel gain between user k and O-RU [ at time ¢ expressed

in dB

M, Serving Cluster for user k at MR Measuring Cluster for user k

Oy [¢] Function that selects best O-RUs from measurement cluster Ql(w) [t] | Function that selects w best users for O-RU [ at time ¢
for user k at time ¢

U Index of primary O-RU for user k& K Number of users that use O-RU [ as primary O-RU

ay LSFD combiner for user k Vik Receive combiner for user k in O-RU [

D [t] Set of users that are served by O-RU [ (served set) at time ¢ Pk UL power of user k

Rk Covariance matrix of channel between user k£ and O-RU [ Vi Speed of user k

Fp i[t] Shadow fading between user k£ and O-RU [ at time ¢ T Length of the pilot sequence

O-RUs are perfectly synchronised. We also denote the set
of O-RUs connected to O-DU d as £;. We assume the UL
and DL to be completely power-reciprocal.

A. INITIAL CONNECTION, PRIMARY O-RU AND
MEASURING CLUSTER

When a user initially connects to the network, it first selects
a primary O-RU, and the O-DU that controls that O-RU
logically becomes the primary O-DU. The O-RU with the
highest DL channel gain for the user is selected as the
primary O-RU. The user computes that channel gain based on
a downlink reference signal.! The concept of the primary O-
RU (and O-DU) is important in our network, as it determines:

« Hard Handover: The hard handover, as described in
Section IV, occurs under specific conditions when a
new primary O-RU is selected. Note that a new primary
O-RU is selected based on decision rules discussed later,
and it is not generally necessary to select a new primary
O-RU each time a better O-RU is detected.

o Measuring Cluster: The measuring cluster is a set of
O-RUs closest to the primary O-RU. With the primary
O-RU, the measuring cluster is uniquely defined.

« Signal Processing: A user’s primary O-DU computes
the final estimate for that user’s signal.

Based on the primary O-RU location, the Near-RT RIC
forms a measuring cluster of O-RUs, ./\/lkm, for that specific
user k. The goal of the measuring cluster is to limit the
number of O-RUs on which the channel gain should be
measured when determining the serving clusters. The Near-
RT RIC notifies every O-DU that controls an O-RU [ € M;?
to track the UL channel gain, B, for that specific user k
in the relevant O-RUs streams via the E2 interface. These
measurements serve to select an appropriate serving cluster.
The size of the measuring cluster is thus one of the network
parameters to be optimised. It brings an inherent trade-off

IWe see this as a valid assumption as many works have argued in favour
of DL pilots for DL signal processing, which is out of scope for this paper
yet important for CF mMIMO systems [34].
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between considering optimal O-RUs and signalling overhead
to the RIC.

The initial access procedure, including the measuring

cluster allocation, can then be summarised as follows:

1) A user completes an initial access procedure to the
primary O-DU that controls the primary O-RU from
which the user has the highest DL channel gain B k.

2) The primary O-DU requests the Near-RT RIC to
designate a measuring cluster for that user via the E2
interface.

3) The Near-RT RIC designates a set of O-RUs as a
measuring cluster, ME“, for a specific user. The O-
DUs that control these O-RUs track the received power
of the pilots of these users in the relevant O-RUs’
streams.

B. SERVING CLUSTER FORMATION
Finally, the serving cluster M} must be selected as a subset
of the measuring cluster, M7", using one of the five cluster
formation algorithms explained in the following subsections.
This serving cluster performs joint precoding/decoding for
a specific user k. Note that these O-RUs in the serving
cluster can belong to one or multiple O-DUs, thus potentially
requiring O-DUs to cooperate. We also define D; as the set
of all users that are served by O-RU /.

Two serving cluster strategies are proposed in this section:
a Fixed serving cluster formation and an Opportunistic
serving cluster formation. The first one is fixed each time
the user triggers a handover. With such handover, a new
primary O-RU and measuring cluster are determined, and
the Near-RT RIC statically defines a serving cluster based on
the reported channel gain measurements. The opportunistic
method allows each O-DU, doing the channel estimation
for its O-RU in the measuring cluster for a particular
user, to locally decide if any of those O-RUs should
aid the signal decoding for the considered user. We also
consider three baseline methods: the method proposed by
D’Andrea et al. [20], ubiquitous CF mMIMO and Cellular
MIMO.
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Algorithm 1 Initial Opportunistic Cluster Formation (¢ = 0)
1. fork=1,...,K do
Assign primary O-RUs
l;’; = arg max; f; x[0]

end for

:forli=1,...,DL do

Additionally load each O-RU up to W users

W—-K¥
D01 < 0" oy
end for

PN QN R2N

1) FIXED CLUSTER FORMATION

Under the fixed strategy, after the measuring cluster is
obtained, the O-DUs that control the O-RUs in the measuring
cluster report the UL channel gains, f; k, from user k to the
Near-RT RIC over the E2 interface [5]. A fixed number of
O-RUs with the highest UL channel gain become the serving
cluster M$, and the user measures the metric Py, which is
the sum of DL channel gains to user k when the cluster is
created,

Pe= )" Bk )
leMy,

This metric represents the total signal quality in the cluster
when it is created. The sum DL channel gain is measured
regularly and used to trigger handover, which will be
discussed in Section IV. Let O[] be the function that maps
the set of all O-RUs in the measuring cluster to a serving
cluster which contains only the O-RUs with the highest UL
channel gains from that user & at time ¢. The main advantage
of this method is that the number of O-RUs is deterministic
and chosen by the Near-RT RIC. The main disadvantage is
significant signalling between the O-DUs and the Near-RT
RIC each time a handover is triggered.

2) OPPORTUNISTIC CLUSTER FORMATION

By the opportunistic method, after the allocation of the
primary O-RU, primary O-DU and measuring cluster, the
0O-DUs decide locally if they serve a specific user on O-RUs
that have unused processing capability and a good channel
for that user without involving the Near-RT RIC. O-DUs
decide opportunistically by only selecting O-RUs for the
users with the highest respective UL channel gains. Since
0O-DUs decide autonomously, we need a way to limit the
size of the serving cluster. We achieve this by having both a
limited measuring cluster and placing an upper limit on the
number of users a specific O-RU can serve opportunistically.
In doing so, we attempt to only select the best users per
O-RU. Thus, the O-DU selects the best users for each O-
RU, and the size of the serving cluster is implicitly upper
bound by the number of users per O-RU, which we denote
by W and the size of the measuring cluster. Algorithm 1
shows how the O-RUs are loaded initially. In contrast to the
fixed clustering strategy, this opportunistic strategy avoids a
network-wide procedure executed at the Near-RT RIC.

The set of all users that are served by O-RU /, denoted
by Dy, has an upper limit W and firstly serves the K} users
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that designated this O-RU [ as primary O-RU. The O-RU
[ can then serve w; = W — K extra users. Let Ql(w’) [t] be
the function that maps all the users whose measuring cluster
contains O-RU [ as a non-primary O-RU to the subset of
w; users that achieve the best channel towards O-RU [ at
time instance t. Notice the effect of the measuring cluster
size on the number of O-RUs that serve a specific user, as
only O-RUs in its measuring cluster can potentially serve
that user.

The main advantages of this method are the low com-
putational cost and reduced load on the E2 interface. The
only required signalling is the notification of the initial
measuring clusters from the Near-RT RIC to the O-DUs,
and all opportunistic decisions can be fully decentralised.
The main disadvantage of this method is that there are no
guarantees on the number of serving O-RUs beyond the
primary O-RU.

3) BASELINE CLUSTERING

The method proposed in [20] is the baseline for bench-
marking our proposed solutions. Initial cluster formation
is achieved by selecting the |[M}| best O-RUs for each
user. Their work does not consider limiting the number of
measurements and thus requires significant overhead.

4) UBIQUITOUS CELL-FREE

To understand the best possible performance, we consider
the case where every user is served by every O-RU in the
network, and thus | M3 | = DL. Hence, this serves as an upper
bound on the performance of all other clustering solutions.
It is expected that performance is diminished when only
part of the network is used to serve a specific user. We
evaluate the performance gap between our method and the
optimal (unscalable) case by comparing our methods to the
ubiquitous mode.

5) CELLULAR ASSOCIATION

A final benchmark is the cellular case, where every user is
served only by O-RUs connected to a single O-DU. Hence,
only L O-RUs cooperate to serve a single user. The cellular
case is used as a lower bound on the performance. The
disadvantages are two-fold: first, the number of O-RUs is
inherently limited due to the size of the O-DU; second, the
cluster has a very low probability of being optimal.

lll. SYSTEM MODEL

This work considers UL detection. This section describes
the channel model, the UL detection, the channel estimation,
and the combiner calculation. We first start with the small-
scale fading channel model; then, we explain our large-scale
model for accurate cluster formation performance analysis at
discrete time intervals. We then explain how the UL signal
can be processed at multiple O-DUs and O-RUs, given a
specific serving cluster for each user. Finally, we explain
how the network performance is measured at these discrete
time intervals. This will be the basis for benchmarking the
performance in later sections.
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A. CHANNEL MODEL
The UL channel between user k£ and an O-RU [, h;; € Ch,
is assumed to be Rayleigh fading and generated as follows,

h ;o ~ C./\/(O, Rl,k)v 2)

where R;; € CV*N is the covariance matrix of the channel.
These covariance matrices are defined by the AoA of the
signal at the O-RU and the path loss. The covariances are
assumed to be known at their respective O-RU [ and its O-
DU. This is a valid assumption since they can be estimated
from a relatively limited amount of samples [35].

Many works in the current state-of-the-art use the Jakes
autocorrelation model [36] to model the channel under user
mobility. The Jakes model considers the following temporal
evolution of the channel via an autoregressive function,

hy[f] = phyilt — 11+ /1 — p2hyy, 3)

where p corresponds to the autocorrelation coefficient
between different channels and l_ll,k ~ CN(0,R;;) corre-
sponds to the innovation component generated independently
from the previous sample. The channel gain is then B i[f] =
||h1,k[t]||%. The autocorrelation coefficient is computed via a
zeroth order Bessel function of the first kind as,

p = Jo(DsTy), 4

where Dy = 2f.7 is the doppler spread of the user’s
signal and T is the sample time of the simulation. The
autocorrelation function tends to zero even for relatively
short time intervals and low user speeds. Hence, this model
generates almost purely independent channels and channel
gains, as shown in Section VI. As such, we propose a
method to evolve the path loss of the channel, B[t],
temporally to study the long-term evolution of clusters more
practically.

B. TEMPORAL LARGE-SCALE CHANNEL MODEL

For the large-scale channel model, we consider a dense urban
environment. Our model is thus based on the 3GPP Urban
Microcell Model [37]. The path loss between user k and
O-RU [ is modelled as,

BB[1] = —34.53 — 38log o (dilf]) + Fialrl,  (5)

where d; i[t] is the distance between the user and the O-
RU at time ¢t and F;x[f] is the random shadow fading at
that moment. Thus, the path loss consists of a deterministic
distance-based component and a stochastic component.

We now bring mobility into the model. The users start
moving from their initial position at a random angle 6;[0] ~
U[0, 2rr]. Their speed, vg, is fixed for each simulation run.
They move in a straight line until they reach the edge of
the grid. If they were to leave the grid at the next interval,
their trajectory would be reflected in the grid with a random
angle. Their position is updated as follows,
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x[t] = x[t — 1T + v T cos (Ok[1])
yle] = ylt — 11+ v T sin (Gk[1]). (6)

If the O-RU deployment is dense, users are generally close
to several O-RUs. A minor user movement will then signif-
icantly change the Angle of Arrival (AoA) for the received
signal at those nearby O-RUs. This changes the covariance
matrix of those channels significantly (cf. (8)). However,
the large-scale fading is correlated between nearby locations
since shadow fading is correlated for those locations [32].
That correlation of the shadow fading between those two
points can be modelled as e~ [38], where d is the distance
between the two locations and « is the reciprocal of the so-
called decorrelation distance. The decorrelation distance is
environment-specific, and this work uses a~! = 20m, which
is typical for a European city [38]. Hence, we model shadow
fading itself as an autoregressive function. A user moves
a distance of v;T; between two subsequent samples. The
evolution of the shadow fading Fj[#] is then modelled as,

Fiiltl = peFrelt — 11+ /1 — ,o,% A 7

At every time instance, F77" is a newly drawn shadow
fading from the distribution N (0, os2f). The first realisation
of the shadow fading F;x[0] is also drawn from this
distribution. The variance of the random shadow fading is
an environment-specific parameter. We take ogs = 10 here,
which is typical for an urban environment [37].

Shadow fading plays an important role in the proposed
solution because the measuring cluster is constructed by
taking the closest O-RUs to the primary one. Since shadow
fading occurs, the O-RUs closer to the user might not be
optimal as they could experience significant shadow fading.
In this case, O-RUs that are further away might provide a
higher channel gain. Generally, the probability of further O-
RUs being better than closer ones increases with increasing
shadow fading variance. Furthermore, because we consider
a dense deployment of O-RUs, a relatively small user
movement could induce a significant change in the AoA for
a particular user-O-RU association if these are close. Hence,
the channel covariance matrices should be calculated at every
time instance. We use the one-ring scattering model [39] to
calculate the channel covariance matrix,

Rﬂmm=mmM?WWwW@W&W&(&

where f(¢,1) is the time-dependent distribution of the
possible AoA. This distribution can be either Gaussian,
Laplacian, or uniform around the true angle of arrival for the
signal. This work considers a uniform distribution, which is
typical for a rich scattering environment,

p=¢+8  8§~UI-¢&E] )

where ¢ is the true angle of arrival, and £ models the richness
of the scattering environment, i.e., the AoA’s distribution.
This model provides a realistic basis for evaluating mobility
management and shadow fading effects for CF mMIMO.
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However, its applicability to other environments requires fur-
ther study, as decorrelation distances and AoA characteristics
may vary significantly.

C. CHANNEL ESTIMATION

For the O-DU to accurately decode the users’ signal, it must
first estimate the UL channels. To estimate the channel, each
user k transmits a pilot sequence ¢, € C™, where 1 is
the pilot index allocated to user k. O-RU [ receives the
superposition of all of the users’ pilots as Y; € CN*%. The
O-DU estimates the respective channels independently per
O-RU. The O-DU decorrelates the received pilot for user k

in O-RU [ as yﬂ) =Y, ¢'T"). The O-DU then calculates the
Minimum Mean Squared Errgr (MMSE) channel estimates

between user k and O-RU [, h;, as [40]

-1

by = /PR Z wpiRi+odly | yP.

iti=ty

(10)

where the transmit power of user k is pr. We denote the
covariance of the channel estimation error as C; . If multiple
users share the same pilot, this is called pilot contamination
and leads to a significant degradation of channel estimation
quality. However, we would like to point out that the
effect can be significantly alleviated given a reasonable ratio
between users and available pilots, a proper pilot allocation
strategy [41], [42] and power control of the UL pilot [43].

D. RECEIVE COMBINING

Large-Scale Fading Decoding (LSFD) [9] fits nicely into the
O-RAN architecture as the physical layer processing is split
between the O-RUs and O-DUs. We employ this decoding
scheme by having the primary O-DU calculate the LSFD
weights [9] based on the effective gains in all of the O-
RUs of the serving clusters. UL detection has three stages.
First, each O-RU [ locally estimates the signal §;; of its
served users, k € Dy, and sends these local estimates to its
respective O-DU over its fronthaul interface. Second, this
O-DU d computes more accurate estimates for the user’s
signal 3‘13 based on the LSFD weights of the user’s signal.
These estimates are then combined at the user’s respective
primary O-DU to obtain the final estimate for the user’s
signal, §;. This signal combination at the secondary and
primary O-DUs is organised such that the LSFD solution is
found at the primary O-DU [5]. This interface between two
cooperating O-DUs is a concept that was explored in [4], [5].
The received signal at each O-RU is,

K
yi=) higsc+n. (11
k=1

The fronthaul specification in O-RAN [44] supports transfers
of the receive combining vector from the O-DU to the
O-RU over the fronthaul or signalling of CSI to the O-
RU for calculating the combining vector at the O-RU and
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synchronisation between the O-RU and the O-DU via the
synchronisation plane of the fronthaul interface. Here, we
assume that the O-DU computes a Local Partial MMSE (LP-
MMSE) [8] receive combiner v;; for each of its O-RU -
user associations,

-1

vik=pe| Y pi <ﬁl,iﬁﬁ' + Cl,i) +oily
i€D;

he (12)

This is where the signal processing is linked to the serving
clusters M; from Section II. The O-DU only computes this
combiner for users served on its O-RUs. Since the combiner
is computed per O-RU, the inverted matrix in (12) is only N
by N, and thus leads to only a small processing delay. The
O-RU then locally combines the received signal via v; ; for
all the users that it serves as

Sik = Viyik Ve M. (13)

To efficiently combine local estimates from O-RUs, we
combine them based on statistics of the signal at each of
these O-RUs, i.e., LSFD. To this end, we introduce the
notation g;; which is the effective gain for user i in the
receive combiner for user k and §; indicates if user k is
served by O-RU [. These g;; are then defined as,

H H H T
g = [51,kV1,kh1,i Soavy hoi .. 5DL,kVDL,thL,i] . (14)

We denote the set of users that share at least one O-RU
with user k as S and assume that only those users induce
significant interference towards user k. The primary O-DU
calculates the LSFD weights a; € CPL for user k as [45],

—1

a=pe| Y Elgugh) +Ne | Efgul.

icSy

15)

where Ny is defined as
Ni = odiag(E{161 xv1ell}s - - -, E{I8pLaVorLill}). (16)

The vector a; has |M;j| non-zero elements. The LSFD
weights are only a function of the channels’ statistics; thus,
the secondary O-DUs do not need to pass any channel esti-
mates to the primary O-DU. We expect that the processing
and communication delay for the primary O-DU combining
does not significantly affect the performance due to the
expected values of the effective channels being coherent for
longer than the actual channels. Furthermore, they can be
combined in the primary O-DU over longer intervals for
joint decoding without requiring much computational load
and signalling between different O-DUs [40]. The statistics
of different O-RUs are uncorrelated, and thus, the primary
O-DU combines only the statistics of its own O-RUs and
the O-RUs of secondary O-DUs without any error [5], i.e.,

Eflguli[gi],) = EllgulE[gr],) 1#7 A7)

The secondary O-DUs only need to give the primary O-DU
timely updates of these channel statistics. We consider the
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Vik Primary O-DU Secondary O-DU Vik
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\ Local Combiner . [ Channel Estimation ] > Channel Est. Local Combiner
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| Local Combiner —_ [ LSFD Weight Calculation ] 35 LSFD Application [ Local Combiner ]
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FIGURE 1. Overview of the 0-DU/O-RU and the inter-O-DU signalling required for the cooperative detection. In the left (primary) O-DU, both O-RUs are used in decoding; on the
right (secondary) O-DU, only the top O-RU is used. The O-DUs compute the combining vectors v, , for their respective O-RUs and transmit them via their fronthaul interface. The
primary O-DU computes the LSFD combining vector a, and sends it to the other O-DUs involved in the decoding for user k. The O-RUs compute the local estimate for their users’
signals fs,,k and send this to their O-DU. The O-DUs combine these signals to a local estimate éﬁ and send this to the users’ primary O-DU, where the final estimate is computed.

relevant statistics to be known at the O-DU for each user
served by its’ O-RUs. At every timestep 75, we check if a
new cluster is needed, possibly update the cluster, and then
always update the LSFD weights. Future work should also
consider updates of the LSFD weights based on a metric
for their ageing without necessarily updating the cluster.
From the primary O-DU to the secondary O-DU, the only
signalling required is the relevant elements of a; to the O-
RUs of this secondary O-DU, which are in the serving cluster
of user k. We assume these a;’s can be signalled to the
relevant O-RUs with negligible delay over their respective
fronthaul interfaces. We denote the set of O-RUs connected
to O-DU d as L4. O-DU d locally combines the signals for
each user served by O-RU [ € £, and the primary O-DU
combines the estimates of the serving O-DUs, fvg,

D
5= Y8 = 3 [

d=1 leM;

(18)

This result is transparent to how the O-RUs are organised
amongst the different O-DUs. In our proposed architecture,
computational load is divided amongst the O-DUs, which
enables us to scale the algorithm across many O-RUs and O-
DUs. Fig. 1 highlights where each functional block is placed
in the primary and secondary O-DUs and O-RUs.

E. SPECTRAL EFFICIENCY
The ergodic SINR is estimated as [45]:

prlal E{gu} >

I
SINR}! = 2Dy

) 19)

where,

D = Y piE{gug} — pB{gu)Elgh} + Ni.
i€S

(20)

The average spectral efficiency (SE) is then calculated from
the SINR via: SE}! = log,(1 + SINR}!). This performance
metric is used in Section VI to show the performance of the
clustering and handover strategies.

IV. HANDOVER

Maintaining good user-centric clusters is crucial for main-
taining performance under user mobility. However, if a
serving cluster can only use a subset of the O-RUs in
the network and users are mobile, any selected subset of
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O-RUs will become suboptimal as the user moves away
from its cluster. Hence, in this section, we propose updating
strategies for the initial clusters from Section II. For the
fixed clustering, we define a performance threshold Py for
the entire cluster based on the DL power received by the
user. For the opportunistic cluster, we define a local threshold
such that O-DUs with measuring O-RUs can locally decide
which users to serve on its O-RUs, and users can select
their primary O-RU. The Near-RT RIC is a perfectly suited
central controller for handover management since it works
in timescales between 10 ms and 1s. On the one hand, for
the fixed clustering and handover, it must only select the
O-RU with the highest channel gains. On the other hand,
for opportunistic clustering and handover, the Near-RT RIC
is mainly used to track which O-RU is each user’s primary
O-RU. As such, we believe that all proposed solutions can
be implemented within the aforementioned timescales. We
discuss these handover procedures at discrete times ¢t = nTs.

A. HANDOVER FOR FIXED CLUSTERING

For our fixed clustering strategy, the user continually
compares the initial DL received power Py in the cluster to
the current received DL power Px. A hysteresis threshold
MEIO is used to reduce the so-called ‘ping-pong’ effect. The
user triggers a handover if the relative change of received
power exceeds the hysteresis threshold, i.e.,

ey

By using a cluster-wide handover threshold, the total number
of handovers can be reduced for large clusters since the total
DL received power remains stable for relatively long periods.
The handover threshold brings a trade-off in the system’s
performance (higher SE) versus less signalling overhead (less
frequent handovers). When the user triggers a handover, it
selects a new primary O-RU with the highest DL channel
gain. The new primary O-DU then requests a new measuring
cluster around the new primary O-RU and, subsequently, a
serving cluster for that user from the Near-RT RIC.

B. OPPORTUNISTIC CLUSTER TRACKING

In opportunistic tracking, the serving cluster updates on two
levels: 1) The primary O-RU can change, which also implies
a new measurement cluster; 2) The opportunistic reload
where secondary O-RUs in the serving cluster depend on
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opportunistic decisions by measuring O-DUs. This creates
a great opportunity for fine-grained mobility management.
The control plane is kept persistent over long periods by
selecting a higher threshold on the handover of the primary
O-RU. Extra O-RUs can be added to the serving cluster to
facilitate extra throughput without triggering an additional
primary O-RU handover.

User-Triggered Primary O-RU Handover: The user trig-
gers a primary O-RU handover when a new O-RU with
a significantly higher DL channel gain is detected. As the
primary O-RU is crucial for guaranteeing minimal service to
the user, it is reasonable to make the user responsible for this
tracking. Also, this reduces signalling in the network. We
assume a hard handover is only needed if the new primary
O-RU is outside the old serving cluster. This new best O-
RU is then the new primary O-RU, and the Near-RT RIC
allocates a new measurement cluster around that O-RU in
the same manner as the initial measurement cluster, i.e., the
closest O-RUs to the primary O-RU are selected. As primary
O-RU allocation has priority in the network, this new O-RU
drops a user if needed to satisfy the maximum number of
users per O-RU constraint.

Opportunistic O-RU Reload: Additionally, the O-DUs can
dynamically change the set of users it opportunistically
serves with its O-RUs. Once an O-DU detects a user with
a significantly higher UL channel gain than the users it is
currently serving on one of its O-RUs, the O-DU updates
the served set for that O-RU opportunistically. The O-
DU achieves this by selecting the users with that O-RU
in their measuring cluster with the highest UL channel
gains (via Q}W)[t] from Section II-B2). Any changes in
the opportunistic serving cluster can happen dynamically,
as this does not change any connections between users
and their primary O-RU. We use different thresholds
for the pr1mary handover and opportunistic O-RU reload.
M ’ and MHO, respectively. We provide pseudocode in
Algorlthm 2.

C. BASELINE HANDOVER

By the method in [20], handover is triggered whenever there
is an O-RU outside of the serving cluster, which has a
significantly higher channel gain than the worst O-RU in the
serving cluster, thus requiring the Near-RT RIC to decide
centrally on potential handover decisions. The authors of [20]
also did not consider how to manage the control plane and
keep this persistent during handover. Pseudocode is provided
in Algorithm 3.

D. UBIQUITOUS CELL-FREE

By this method, the user is served by every O-RU in the
network. The user can move anywhere without significant
losses because the LSFD combiner can calculate new
combining weights a; based on the changing channel for
every O-RU. Hence, there is no handover needed. However,
it is helpful to highlight the performance gap to this
method.
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Algorithm 2 Opportunistic Cluster Tracking
1: At every time ¢

2. fork=1...K d0
32 [<arg maxlﬂ
4 if (ﬂdB[t] > /3]* [0+ M O)/\ (I # 1) then
5: Prlmary O-RU handover
W—K}+1
6: Dp[t] < Qf* * )[]
7: lk 1
8: Dil1] <—Q-( i
9: end 1f
10: end for
11: for /=1...L do
120 if 3k ¢ DA : BB > g1+ MpS, keDr then
13: Opportunlstlc O RU Reload
14: Dylt] < Ql 111U {k: =1
15:  else
16: Dlt] < Dyt — 1]
17:  end if
18: end for

Algorithm 3 Baseline [20]

1: For every time t
2: fork=1,..., K do
3 omy =arg minmeM-,;[t—l] Brlt — 1]

4 mf =arg max, ¢ A 1] Brl]

ﬂm;r kltlfﬂ = =11

5: 'Bm klt 1] M then
6 S[t](—MA[t—l]\m]:ﬂm]:r
7. end i

8: end for

E. CELLULAR HANDOVER

For the cellular baseline, a user requests a handover when
it detects that it has significantly higher DL channel gains
to an O-RU in a different O-DU than the one by which it is
currently served. After empirical tuning, we set the handover
threshold to Mﬁo =2dB.

V. OVERHEAD

To improve the practicality of this work, we provide an
overview of the associated costs. In the numerical results,
we will show that, in general, enlarging the measuring
or serving clusters improves performance with diminishing
returns. Unfortunately, these enlargements come associated
with specific costs that we can quantify to a large extent. In
the following section, we analyse these costs.

The costs are split amongst many levels, most occurring
at different frequencies. We sort them here from least to
most frequent: 1) cluster formation, 2) LSFD combiner
calculation and inter-O-DU signalling of channel statistics,
3) local channel estimation and MMSE combiner calcula-
tion, and 4) combiner application, user-plane inter-O-DU
data transmission and LSFD combining weight application.
Computational and signalling costs are expressed in floating-
point multiplications and floating-point numbers to be
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TABLE 3. Costs associated with different procedures for the different clustering and association methods, all expressed per user.

Method Ubiquitous Cellular Fixed Opportunistic
Hard Handover 0 0 HO| M HO|pm
Clustering Overhead (every T%) - pHO| i PTIMG]
Secondary O-RU selection | 0 0 pC(MP-1) | O
LSFD Weight Calculation | Crsrp(DL) | Crsrp(L) | Crsep(IM;|) CLsrp (JM3))
LSFD Decoding (every T5s) Inter-DU Signal Samples (DL—D)ry | 0 (IMZ] = D)7 (IMZ| =17
Inter-DU Statistics DL —-D 0 IMZ|—1 IMZ|—1
. Channel Estimation DLCChannel LCChannel |Mz |Cchannel ‘M}Z |CChannel
Local Decoding MMSE Combi DLC LC M| C |M:|C
ombiners / :
(Every Coherence Block (74 + 7p)) MMSE MMSE k MMSE ) MMSE
User-Plane Fronthaul DLty Lty | M3 | Ty | M3 |70

transmitted, respectively. These costs are summarized in
Table 3.

A. CLUSTERING OVERHEAD

Determining and redefining the initial clusters is associated
with specific costs. On the one hand, for the fixed clustering,
upon triggering handover for a user, | M;’| path loss values
are transmitted to the Near-RT RIC over the E2 interface
and compared for that user. A new cluster is formed, and
|IMZ'| and | M| O-RUs are notified that they now belong
to that user’s measuring and serving cluster, respectively.

On the other hand, for opportunistic clustering, the O-
DUs monitor those path loss values locally. Upon triggering
a hard handover for a user, the Near-RT RIC is notified of
the new primary O-RU for that user. The Near-RT RIC then
notifies [M}’| O-RUs that they now belong to that user’s
measuring cluster.

We hereby introduce the variable pHO, which indicates
the probability of hard handover occurring every T;. It
can be obtained empirically from the figures presented in
Section VI via the handover frequency. It should be noted
that this probability depends on the chosen strategy, the
chosen parameters, and the simulation setup.

For both methods, the computational cost of handover is
conditioned on two main parameters: |M}"| and pHO. The
former can be chosen directly in the Near-RT RIC and the
latter can be controlled by tuning their respective hysteresis
thresholds. More importantly, it does not scale with the
total network size for both methods. This highlights the
practicality of the proposed measuring clusters; by limiting
the number of O-RUs to which the user can be handed over,
the algorithms become scalable.

The Near-RT RIC is not involved in the ubiquitous and
cellular strategies. Because the user is connected to every
O-RU or the user tracks the path loss to different nearby
O-RUs for those strategies, respectively.

B. LSFD DECODING
The cost of computing an LSFD combiner is,

MR = IM]]
—

It is important to note that this LSFD combiner remains
constant for a period of 7. Since the combiner is based

Crsep (IMS]) = IMEI* + (22)
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on signal statistics, it must not be computed as often [40]
which saves significant computing power and inter-O-DU
signalling. These weights must, however, still be applied
to every signal sample. For the signalling of inter-O-DU
statistics, we assume a worst-case scenario where only one
O-RU is used from the primary O-DU, and this O-DU
thus needs statistics from [M;| — 1 O-RUs of other O-
DUs. Similarly, we assume the same worst-case scenario for
transmitting the signal samples between O-DUs.

C. LOCAL DECODING

For the local decoding at the O-DUs, we consider the channel
estimation, the combiner calculation and the combiner
application. The cost of channel estimation per user-O-RU
association at the O-DU is,

CChannel = (NTp + N2)~

The channel must be estimated once per coherence block.
Computation of the LP-MMSE combiner at the O-DU costs,

N3 —N
3
This LP-MMSE combiner must be computed once per

coherence block. Applying this combiner requires N complex
multiplications per user-O-RU association.

(23)

Cvmse = N? + (24)

VI. SIMULATION AND NUMERICAL RESULTS
Our results are divided into three parts. Firstly, we validate
our temporal channel model. Secondly, we analyse the
static case for our proposed clustering approaches and then
dimension our algorithms for the mobile case to increase
the tractability of selected parameters. Thirdly, we provide
numerical results for a mobile scenario. We pay particular
attention to the trade-offs between handover frequency and
performance and signalling overhead and performance.
The simulations are generated as follows. The users are
placed randomly in a square grid according to a uniform
distribution. This grid is divided into uniformly sized squares
for each O-DU, and the O-RUs for a specific O-DU are
placed randomly in its O-DU’s subsquare via a uniform
distribution. We consider a configuration with 6 x 6 O-DUs.
We duplicate the initial setup eight times to create a wrap-
around scenario. The setup is then pruned to the 100 O-RUs
nearest to the simulation’s centre. User speeds range from
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FIGURE 2. Empirical Pearson autocorrelation coefficients of the channel gain as a function of time difference ¢(B1k[t], Bik[t + A]) for users moving at different speeds.

TABLE 4. Simulation parameters.

Parameter Value Parameter Value
K 25 Total O-RUs 100
D 36 || N 4
L 4 Grid Size 0.5 x 0.5 km
Number of Setups 50 Tp 25
Ts 0.1s Simulation Time 60s
13 10° || o3 -94 dBm
Osf 10 a~ ! 20 m
Dk 100 mW

pedestrian (3 km/h) to vehicular (50 km/h). The parameters
for the simulation are summarised in Table 4.

A. CHANNEL MODEL

To show that Jakes model is not fit for our analysis, i.e.,
long-term path loss evolution, we calculate the empirical
Pearson autocorrelation (¢(B1«ltl, Bix[t + Al)) coefficients
of the path loss derived for both channel models. We use this
coefficient since it will tell us how similar two instances of
path loss are as a function of the time passed between those
two instances. A high value indicates that the path losses
are similar and vice versa. The empirical Pearson correlation
coefficient between two variables x and y is expressed as,

nY i XiYi = DiXi Y Vi
YnEd - (S’ Yn of - (S’
The proposed model in (5) is based on empirical measure-
ments of large-scale fading. The Jakes model is derived for
minor movements via geometrical calculations. Many current
works use this model to evolve the channel over time to study
short-term channel ageing. Fig. 2 shows the autocorrelation
coefficients for different speeds as a function of the time
difference between two samples. We observe that the Jakes
model produces entirely random channel gains. This makes
sense as the model is aimed at small-scale fading and is unfit

for modelling long-term, large-scale fading evolutions. On
the other hand, our model has a clear correlation between

Cx,y) = (25)
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the different time samples due to correlated shadow fading,
based on measurements [32].

B. STATIC USERS

We first analyse the performance of the different clustering
schemes for static users since this reduces the number of
parameters (different handover thresholds and user speeds)
and can serve as an upper bound on the performance
for mobile users since user mobility will surely degrade
the performance. Since different parameters influence our
two proposed strategies, we provide separate analyses. We
benchmark both methods on the number of O-RUs allocated
to each user and the median SE. As the cluster size increases,
SE improves due to the increased diversity and beamforming
gains. However, the performance improvement saturates [5]
while costs (cf. Table 3) keep rising.

1) FIXED CLUSTERING

By the fixed clustering strategy, the cluster size is determinis-
tic and can be controlled by the Near-RT RIC. Furthermore,
the Near RT RIC always selects the O-RUs with the highest
channel gains for the users. The sizes of the measuring
cluster and the serving cluster control the performance
entirely in the static case. The size of the measuring cluster
brings an essential trade-off between signalling overhead (for
cluster computation) and performance (selecting optimal O-
RUs for every user). To this end, we empirically measure
the probability of each O-RU inside the measuring cluster
having a higher channel gain than the best O-RU outside of
the measuring cluster. We denote this probability by Py,

Fig. 3 shows this result for serving cluster sizes of 4, 8,
and 16 O-RUs. For a small serving cluster size (4 O-RUs),
the optimal cluster can likely be found with a relatively
small measuring cluster. However, when the serving cluster
is large, a considerably large measuring cluster is needed to
find the best O-RUs. This becomes rather expensive for the
fixed clustering strategy, as the Near-RT RIC must track all
[M}'IK O-RU - user channel gains.

Fig. 4 therefore shows the median SE as a function of the
size of the measuring cluster for the fixed clustering strategy.
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FIGURE 3. Fixed clustering: empirical P, in function of the size of the measuring
cluster | M| for different sizes of the serving cluster, | M| for static users.
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FIGURE 4. Fixed clustering: median SE as a function of the size of the measuring
cluster for different serving cluster sizes over 100 shadowing realisations for static
users.

If the serving cluster is small, the measuring cluster can also
be chosen relatively small. Increasing the measurement set
beyond the serving set size gives extra degrees of freedom to
select O-RUs but does not significantly impact performance
beyond a certain saturation point. For example, for a serving
cluster size of 6, SE is improved by 41% if the measurement
cluster is increased from 6 to 100. However, a measurement
cluster size of 16 already gives 36% of that gain. This leads
us to believe that finding the absolutely best O-RUs for
a large serving cluster is unnecessary, as many of these
O-RUs will be quite far from the user anyway. Due to
the large user-O-RU distances, these O-RUs only provide
marginal gains to SE, even though they have a relatively
higher channel gain than other O-RUs. We conclude that
a small measurement cluster is sufficient to achieve most
of the potential performance and can increase scalability by
reducing the signalling to the Near RT RIC.

2) OPPORTUNISTIC CLUSTERING

For opportunistic clustering, the problem becomes more
complex, as even for a static scenario, there is already an
interplay between two defining parameters: the measuring
cluster size, and the number of users per O-RU W. Since
the O-DU can locally decide to serve users, the size of the
serving cluster for each user becomes random and is strongly
affected by the size of the measuring cluster. However, due
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to the contention mechanism on the O-RU, the parameter W
also has a significant impact. To this end, we have studied
the impact of the maximum number of users served by a
single O-RU, W.

First, Fig. 5(a) demonstrates the effect of the measuring
cluster. The number of O-RUs allocated to each user is shown
for a fixed maximum number of users to be served by a single
O-RU (W = 6). Enlarging the measuring cluster leads to
more variations in the number of O-RUs that effectively serve
each user. This is due to the more pronounced effect of the
contention mechanism at the O-RUs. When the measuring
cluster is small, there is little overlap in clusters for each
user. Thus, the user will likely be connected to most O-RUs
in the measuring cluster. As the measuring cluster grows,
so does the contention among users, thus impacting the
serving cluster’s size and increasing the variations thereof.
We suspect that this effect is not as pronounced for |M}!| =
100 due to the limited size of our simulation area.

Second, Fig. 5(b) explores the effect of the contention
mechanism for the O-RU resources by taking a large
measurement cluster | M| = 100 and varying W. The result
indicates that if the measuring cluster is large, the distribution
of the cluster sizes is very tight. Furthermore, even for a large
amount of contention, i.e., a small number of users on every
O-RU and very large measuring clusters, the distribution
is tight around its’ mean. Overall, if the measuring cluster
is large and the maximum number of users per O-RU is
small, the users receive a relatively fair number of O-RUs in
their serving set. We assume a uniform user density. If the
user distributions were non-uniform, the Near-RT RIC would
allocate more O-RUs for users to specific user ‘hotspots’.

The question then arises about how this relative fairness
regarding the number of O-RUs per user translates to
actual performance. After all, the previous figures only
indicate fairness regarding the number of serving O-RUs, not
necessarily regarding actual performance. To this end, we
have characterized the CDF of the SE of these two scenarios
in Fig. 6. Fig. 6(a) shows mixed results. Even though the
number of O-RUs per user is somewhat similar for smaller
measuring clusters and served sizes W, the achieved SE
is more broadly distributed. We assume that due to the
reduced size of serving clusters, the network is not as good
at alleviating the adverse effects of shadow fading. SE is
not fairly distributed for the much larger serving sets, either.
We suspect this is due to the contention mechanism at the
O-RUs, which admits only the best users. Fig. 6(b) shows
the SE’s distribution for different sizes of served sets when
the channels are measured on all user-O-RU associations.

Finally, Fig. 7 demonstrates these effects via the median
SE. Indeed, the scaling characteristic is similar to that of the
fixed clustering strategy. The main difference, however, is
the slow saturation when increasing the size of the served
set. In stark contrast to the number of O-RUs in the serving
cluster, the mean SE does not increase much with W beyond
six. Increasing this parameter beyond W = 6, a relatively
low value, does not increase the system’s performance much.

VOLUME 6, 2025



‘IEEES IEEE Open Journal of the
Comdoc communications Society

M|
—e— 4
= 6
—o— 8
—— 14
24
-0 - 36
100

Empirical CDF [\]

Serving Cluster Size | M3 | [#0-RUs]

(a) Varying sizes of the measuring cluster | M| for fixed maximum
number of users per O-RU W = 6

Empirical CDF [\]

’ S
20 40 60 80 100

Serving Cluster Size | M3 | [#0-RUs]

(b) Varying maximum number of users W for a fixed measuring cluster
size of | M| = 100

FIGURE 5. Opportunistic clustering: CDF of the number of O-RUs serving each user | M3 |. The results are gathered from 100 realisations of the shadow fading for static users.

1

MG
-—eo— 4
- 0.8 = 6
w —e— 8§
8 0.6 —— 14
— 24
2 04 -e- 36
g 100
M 0.2
0 LEoaay S
0 2 4 6 8 10

Median Spectral Efficiency [bps/Hz]

(a) Varying sizes of the measuring cluster | M3 | for fixed maximum
number of users per O-RU W = 6

1 I

9 w

—o— 2

- 0.8 |- 1w 4

o -6

8 0.6 [ |10

= 12

2 04 | |-eo-18

g 24
02l |

n—e
4 8 10

Median Spectral Efficiency [bps/Hz]

(b) Varying maximum number of users per O-RU W for a fixed
measuring cluster size |M7*| = 100

FIGURE 6. Opportunistic clustering: CDF of the SE for each user in the static case. The results are gathered from 100 realisations of the shadow fading for static users.

Median Spectral Efficiency [bps/Hz]

80 100

20 40 60
Size of the measurement cluster (JM}*]) [#0O-RUs]
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cluster’s size | M| for static users and different W. The results are gathered from
100 realisations of the shadow fading.

For example, increasing W from 6 to 20 only increases
median SE with 4% and 5% when measuring on 20 and 100
O-RUs, respectively. Furthermore, for W = 6, increasing
the measurement cluster size from 42 to 100 only increases
median SE with 9%. This result supports our findings from
Fig. 4, where median SE also does not increase much beyond
this point for a comparable number of serving O-RUs.
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However, we must note that measurements are not expensive
for the opportunistic strategy as they must only be compared
locally. As such, we parametrize the mobile case to use a
large measuring cluster of |[M;'| =30 and W = 4.

C. MOBILE USERS

Finally, based on our analysis of the static scenario, we anal-
yse the scenario where users are mobile. The performance
of the clustering strategies is assessed by measuring the UL
SE at discrete time intervals nTy, n € N and the handover
frequency. We do not consider intra-frame channel ageing
since we attempt to study the ageing of the clusters by itself
instead of the ageing of the precoder or combiner as is done
in [27], [28], [31].

First, the impact of the handover threshold is explored
for both strategies. The fixed strategy only requires tuning
a single handover threshold, which considers the relative
reduction of received power at the user. The opportunistic
strategy, however, considers two distinct handover thresholds,
one for the primary and one for the secondary O-RUs. The
primary threshold can thus be chosen much larger as extra
O-RUs can opportunistically improve the rate of each user,
and only the primary O-RU is vital for the persistence of the
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FIGURE 9. Opportunistic clustering: measuring cluster with a size of | M| = 30, a secondary threshold, MS; of 4 dB and a W = 4 for different primary O-RU handover

thresholds M2 for mobile users.

control plane. Regarding the baseline, we use the method
from [20] with a threshold of Mflo = 0.2 and 4 serving O-
RUs. The baseline is dimensioned with such a small serving
cluster because the CPU has to track the path loss to every
single AP in that serving cluster and then determine handover
for those associations, thus resulting in significant overhead.

1) THRESHOLDS

Fixed Strategy: Fig. 8(a) and Fig. 8(b) show the CDF of the
SE for different handover thresholds for a user at 50 km/h
and handover rates at different speeds, respectively, for the
fixed strategy. Based on the results of Fig. 4, we dimension
the serving cluster with a size of 10 and a measuring cluster
of 20. This gives most of the performance at a fraction of
the computational cost. We find that, for the tested cluster
size, the fixed clustering strategy is not very sensitive to
the exact threshold, i.e., for users travelling at 50 km/h,
we find that when decreasing the handover threshold from
0.75 to 0.1, median SE only increases by 11%. However,
handover frequency increases from 0.15 to 0.69 handovers
per second. Thus, a larger handover threshold significantly
reduces the handover rate, yet the median SE at high speed
(50 km/h) remains almost the same. This highlights one
of the shortcomings of the fixed strategy: even though the
number of O-RUs is determined at the RIC, the user tracks
the received power. A significant reduction in the received
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power for a specific user will trigger a handover, but the
achieved rate is only logarithmically related to this received
power. Because we consider a relatively high SINR regime,
the effect on SE becomes minor.

Opportunistic Strategy: For analyzing the opportunistic
scheme, Fig. 9(a) and Fig. 9(b) show the CDF of the SE
for different handover thresholds for a user at 50 km/h and
hard handover rates at different speeds, respectively. The
primary handover threshold also does not significantly affect
the achieved SE. We argue that this is probably because the
primary O-RU is only a minor part of the cluster serving
each user (we find 10.75 O-RUs on average). This is a
positive result as it allows us to maintain a low hard handover
rate and a very high SE. After all, we expect the control
plane not to require such a significant rate so we can keep
it consistent (at the same O-RU) for a long time, i.e., the
handover rate for the opportunistic strategy with a primary
threshold of 10 dB is only 0.23/s at a speed of 70 km/h. At
the same time, median SE remains at 4.31 Bps/Hz, whereas
the fixed scheme at a threshold of 0.5 only achieves 4.03
Bps/Hz while having a handover frequency of 0.29/s.

2) CLUSTER SIZE

Another important factor is the size of the serving cluster.
Increasing the cluster size is also extremely useful to
deal with user mobility. We find makes the system much

VOLUME 6, 2025
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more resilient against mobility and significantly reduces
the number of handovers. This is a somewhat intuitive
conclusion, as a large serving cluster allows the change of
respective LSFD weights instead of requiring handover.

Fixed Strategy: Fig. 10(a) and Fig. 10(b) show the
serving cluster size’s effect on SE distribution and the
average handover rate. Since the serving cluster grows large
in this simulation and we want to study its effect exclusively,
we use 40 O-RU in the measuring cluster. We conclude
that the serving cluster size is much more important for
performance tuning than the actual thresholds. Furthermore,
increasing the size of the serving cluster has a significant
impact on the handover rate. This should inspire network
architects to dimension these serving clusters as rather
large.

Opportunistic Strategy: Fig. 11 explores the effect of
W for the opportunistic clustering strategy for a scenario
with mobile users. Increasing W significantly affects the SE
and the handover rate. We suspect that the implicit effect on
the size of the serving cluster mainly induces this change in
the handover rate. Due to its increased size, the user rarely
selects a new primary O-RU outside the cluster.

The results of the fixed and opportunistic strategies have
led us to similar conclusions. We have found that a larger
serving cluster is quite helpful in reducing the handover rate.
This leads to an increased SE and reduced handover rate.
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We have found that tuning the serving cluster size is much
more practical than tuning the handover parameters.
Furthermore, these results underline the benefits of having
many O-DUs cooperate. Compared to the cellular case,
performance is improved significantly. Consider especially
the opportunistic strategy. The handover frequency is quite
similar to the cellular case for a relatively small W and high
handover threshold, but the achieved SE is much higher.

D. PILOT CONTAMINATION

Finally, the following section explores the effect of pilot
contamination. The number of available pilots 7, is now
smaller than the total number of users K. The pilots are
allocated randomly to the different users but in such a way
that they are not reused more than necessary. We found
that reusing pilots 7, < K negatively affects the uplink
performance, but the effect does not deteriorate the system’s
performance beyond a reasonable degree.

On the one hand, Fig. 12 reveals that the fixed strategy
is rather sensitive to pilot contamination. This is most
likely caused by the larger number of O-RUs serving each
user; thus, many users overlap on O-RUs. This leads to a
deterioration of the mean UL SE by 6% at 3 km/h and a
decrease of 4% at 70 km/h.

On the other hand, Fig. 13 shows that the opportunistic
strategy is rather robust to pilot contamination. This can be
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attributed to the number of users per O-RU being inherently
limited (via W). Thus, even for a random assignment of
pilots, the probability of having multiple users with the same
pilot being served by the same O-RU is reduced compared to
the fixed strategy, where no such mechanism exists. This is
evident from the result since the mean UL SE only decreases
by 3.6% at 3 km/h and only by 1.4% at 70 km/h.

Furthermore, the effect of pilot contamination is relatively
less pronounced for fast-moving users since, in that case,
there is a mixed effect of the pilot contamination and the
reduced performance of the clusters (due to moving away fast
from the allocated cluster). In short, we found that, for our
tested scenario, it is not worth allocating the pilots centrally
for the opportunistic strategy since the UL SE does not
deteriorate significantly, and the centralized pilot allocation
would incur major overhead.

VIl. CONCLUSION

This work presents a comprehensive framework for mobility
management in CF mMIMO at sub-6 GHz frequencies.
A temporal channel model for correlated Rayleigh Fading
based on empirical measurements is proposed. In contrast
to most state-of-the-art, which mainly considers short-term
channel ageing and uses the Jakes model, the proposed
model is suited for studying long-term mobility management.
Additionally, a framework that includes primary O-RUs,
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primary O-DUs, and serving and measuring clusters as an
extension to the existing O-RAN architecture is presented.
This framework allows cluster formation and mobility
management in CF mMIMO networks with limited channel
knowledge between users and O-RUs and O-DUs.

Two clustering and handover strategies are presented: an
opportunistic strategy and a fixed strategy. These methods
are then benchmarked in great detail. The results show that
a large serving cluster can reduce handover overhead at
the cost of an increased signal processing overhead. The
opportunistic strategy proves particularly effective, achieving
significant reductions in handover frequency and signalling
overhead compared to centralized methods while maintaining
high spectral efficiency. We conclude that efficient and
reliable mobility management is possible even by taking
local decisions at the O-DUs and that the negative effects of
user mobility can be largely alleviated thanks to the inherent
macro-diversity of CF mMIMO.

In conclusion, this work offers a significant step toward
scalable mobility management in CF mMIMO networks. We
proposed efficient, practical and flexible methods for cluster
management. Our framework draws a clear path toward
scalable and cost-effective 6G deployments leveraging local
decision-making and integrating seamlessly with O-RAN.

ACKNOWLEDGMENT

The resources and services used in this work were provided
by the VSC (Flemish Supercomputer Center), funded by
the Research Foundation - Flanders (FWO) and the Flemish
Government.

REFERENCES

[1] R. Beerten, V. Ranjbar, A. P. Guevara, and S. Pollin, “Cell-free massive
MIMO in the O-RAN architecture: Cluster and handover strate-
gies,” in Proc. IEEE Global Commun. Conf., 2023, pp. 5943-5948.

[2] E. Nayebi, A. Ashikhmin, T. L. Marzetta, and H. Yang, “Cell-free
massive MIMO systems,” in Proc. 49th Asilomar Conf. Signals, Syst.
Comput., 2015, pp. 695-699.

[3] H. Q. Ngo, A. Ashikhmin, H. Yang, E. G. Larsson, and T. L. Marzetta,
“Cell-free massive MIMO: Uniformly great service for every-
one,” in Proc. IEEE 16th Int. Workshop Signal Process. Adv. Wireless
Commun. (SPAWC), 2015, pp. 201-205.

[4] V. Ranjbar, A. Girycki, M. A. Rahman, S. Pollin, M. Moonen, and
E. Vinogradov, “Cell-free mMIMO support in the O-RAN architecture:
A PHY layer perspective for 5G and beyond networks,” IEEE
Commun. Stand. Mag., vol. 6, no. 1, pp. 28-34, Mar. 2022.

[5] R. Beerten, A. Girycki, and S. Pollin, “User centric cell-free
massive MIMO in the O-RAN architecture: Signalling and algorithm
integration,” in Proc. IEEE Conf. Stand. Commun. Netw. (CSCN),
2022, pp. 181-187.

[6] O. T. Demir, M. Masoudi, E. Bjornson, and C. Cavdar, “Cell-free
massive MIMO in virtualized CRAN: How to minimize the total
network power?” in Proc. IEEE Int. Conf. Commun., May 2022,
pp. 159-164.

[7]1 S. Buzzi and C. D’Andrea, “Cell-free massive MIMO: User-centric
approach,” IEEE Wireless Commun. Lett., vol. 6, no. 6, pp. 706-709,
Dec. 2017.

[8] E. Bjornson and L. Sanguinetti, “Scalable cell-free massive MIMO
systems,” [EEE Trans. Commun., vol. 68, no. 7, pp. 4247-4261,
Jul. 2020.

[9] E. Nayebi, A. Ashikhmin, T. L. Marzetta, and B. D. Rao,
“Performance of cell-free massive MIMO systems with MMSE and
LSFD receivers,” in Proc. 50th Asilomar Conf. Signals, Syst. Comput.,
Nov. 2016, pp. 203-207.

VOLUME 6, 2025



‘IEEES IEEE Open Journal of the
Com3oc  communications Society

[10]

[11]

[12]

[13]

[14]

(15]

(16]

(17]

(18]

(19]

[20]

[21]

[22]

[23]

[24]

[25]

[26]

(27]

(28]

[29]

[30]

(31]

(32]

H. Q. Ngo, A. Ashikhmin, H. Yang, E. G. Larsson, and T. L. Marzetta,
“Cell-free massive MIMO versus small cells,” IEEE Trans. Wireless
Commun., vol. 16, no. 3, pp. 1834-1850, Mar. 2017.

G. Interdonato, P. Frenger, and E. G. Larsson, “Scalability aspects of
cell-free massive MIMO,” in Proc. IEEE Int. Conf. Commun. (ICC),
May 2019, pp. 1-6.

F. Li, Q. Sun, X. Ji, and X. Chen, “Scalable cell-free massive MIMO
with multiple CPUs,” Mathematics, vol. 10, no. 11, p. 1900, Jun. 2022.
F. Riera-Palou and G. Femenias, ‘“Decentralization issues in cell-
free massive MIMO networks with zero-forcing precoding,” in Proc.
57th Annu. Allerton Conf. Commun., Control, Comput. (Allerton),
Sep. 2019, pp. 521-527.

S. Chen, J. Zhang, J. Zhang, E. Bjornson, and B. Ai, “A survey on
user-centric cell-free massive MIMO systems,” Digit. Commun. Netw.,
vol. 8, no. 5, pp. 695-719, 2021.

H. A. Ammar, R. Adve, S. Shahbazpanahi, G. Boudreau, and
K. V. Srinivas, “User-centric cell-free massive MIMO networks: A
survey of opportunities, challenges and solutions,” IEEE Commun.
Surveys Tuts., vol. 24, no. 1, pp. 611-652, 1st Quart., 2022.

S. Elhoushy, M. Ibrahim, and W. Hamouda, “Cell-free massive MIMO:
A survey,” IEEE Commun. Surveys Tuts., vol. 24, no. 1, pp. 492-523,
1st Quart., 2022.

E. Shi et al.,, “RIS-aided cell-free massive MIMO systems for 6G:
Fundamentals, system design, and applications,” Proc. IEEE, vol. 112,
no. 4, pp. 331-364, Apr. 2024.

J. Zheng et al., “Mobile cell-free massive MIMO: Challenges,
solutions, and future directions,” IEEE Wireless Commun., vol. 31,
no. 3, pp. 140-147, Jun. 2024.

Y. Xiao, P. M#honen, and L. Simic, “Mobility performance analysis of
scalable cell-free massive MIMO,” in Proc. IEEE Int. Conf. Commun.,
2022, pp. 2543-2548.

C. D’Andrea, G. Interdonato, and S. Buzzi, “User-centric handover in
mmWave cell-free massive MIMO with user mobility,” in Proc. 29th
Eur. Signal Process. Conf. (EUSIPCO), Aug. 2021, pp. 1-5.

M. Zaher, E. Bjornson, and M. Petrova, “Soft handover procedures in
mmWave cell-free massive MIMO networks,” IEEE Trans. Wireless
Commun., vol. 23, no. 6, pp. 6124-6138, Jun. 2024.

H. Li, Y. Wang, C. Sun, and Z. Wang, “User-centric cell-free massive
MIMO for IoT in highly dynamic environments,” IEEE Internet Things
J., vol. 11, no. 5, pp. 8658-8675, Mar. 2024.

WGI1: Use Cases and Overall Architecture Workgroup: O-RAN
Architecture-Description 6.0, O-RAN Alliance Alfter, Germany,
Mar. 2022.

M. Polese, L. Bonati, S. D’oro, S. Basagni, and T. Melodia,
“Understanding O-RAN: Architecture, interfaces, algorithms, security,
and research challenges,” IEEE Commun. Surveys Tuts., vol. 25, no. 2,
pp- 13761411, 2nd Quart., 2022.

E. Bjornson and L. Sanguinetti, “Making cell-free massive MIMO
competitive with MMSE processing and centralized implementa-
tion,” IEEE Trans. Wireless Commun., vol. 19, no. 1, pp. 77-90,
Jan. 2020.

O. T. Demir, M. Masoudi, E. Bjornson, and C. Cavdar, “Cell-free
massive MIMO in O-RAN: Energy-aware joint orchestration of cloud,
fronthaul, and radio resources,” IEEE J. Sel. Areas Commun., vol. 42,
no. 2, pp. 356-372, Feb. 2024.

J. Zheng, J. Zhang, E. Bjornson, and B. Ai, “Impact of channel aging
on cell-free massive MIMO over spatially correlated channels,” IEEE
Trans. Wireless Commun., vol. 20, no. 10, pp. 6451-6466, Oct. 2021.
R. Chopra, C. R. Murthy, and A. K. Papazafeiropoulos, “Uplink
performance analysis of cell-free mMIMO systems under channel
aging,” IEEE Wireless Commun. Lett., vol. 25, no. 7, pp. 2206-2210,
Jul. 2021.

J. Zheng, J. Zhang, E. Shi, J. Jiang, and B. Ai, “Uplink performance
of high-mobility cell-free massive MIMO-OFDM systems,” in Proc.
IEEE Int. Conf. Commun., 2022, pp. 2561-2566.

A. Anand, C. R. Murthy, and R. Chopra, “Impact of mobility on
downlink cell-free massive MIMO systems,” Phys. Commun., vol. 61,
Dec. 2023, Art. no. 102178.

K. T. Truong and R. W. Heath, “Effects of channel aging in massive
MIMO systems,” J. Commun. Netw., vol. 15, no. 4, pp. 338-351,
2013.

R. He, Z. Zhong, B. Ai, and C. Oestges, “Shadow fading correlation in
high-speed railway environments,” IEEE Trans. Veh. Technol., vol. 64,
no. 7, pp. 2762-2772, Jul. 2015.

VOLUME 6, 2025

[33]

(34]

(351

[36]

(37]

(38]

[39]

[40]

[41]

[42]

[43]

[44]

[45]

WG3: Near-real-time RIC and E2 Interface Workgroup: O-RAN Near-
Real-time RAN Intelligent Controller Architecture & E2 General
Aspects and Principles, Version 2.02, O-RAN Alliance, Alfter,
Germany, Jul. 2022.

G. Interdonato, H. Q. Ngo, P. Frenger, and E. G. Larsson, “Downlink
training in cell-free massive MIMO: A blessing in disguise,” [EEE
Trans. Wireless Commun., vol. 18, no. 11, pp. 5153-5169, Nov. 2019.
V. Ranjbar, M. Moonen, and S. Pollin, “Local uplink processing
in cell-free networks: A new approach,” in Proc. 29th Eur. Signal
Process. Conf. (EUSIPCO), Aug 2021, pp. 1616-1620.

W. C. Jakes, Microwave Mobile Communications. Hoboken, NJ, USA:
Wiley, 1974.

“Technical specification group radio access network: Spatial channel
model for multiple input multiple output (MIMO) simulations, Version
18,” 3GPP, Sophia Antipolis, France, Rep. 25.996, Mar. 2024,

Z. Wang, E. Tameh, and A. Nix, “Joint shadowing process in urban
peer-to-peer radio channels,” IEEE Trans. Veh. Technol., vol. 57, no. 1,
pp. 52-64, Jan. 2008.

E. Bjornson, J. Hoydis, and L. Sanguinetti, “Massive MIMO networks:
Spectral, energy, and hardware efficiency,” Found. Trends~> Signal
Process., vol. 11, nos. 3-4, pp. 154-655, 2017. [Online]. Available:
http://dx.doi.org/10.1561/2000000093

O. T. Demir, E. Bjornson, and L. Sanguinetti, “Foundations of user-
centric cell-free massive MIMO,” Found. Trends~> Signal Process.,
vol. 14, nos. 3-4, pp. 162-472, 2021. [Online]. Available: http://dx.
doi.org/10.1561/2000000109

S. Buzzi, C. D’Andrea, M. Fresia, Y.-P. Zhang, and S. Feng, “Pilot
assignment in cell-free massive MIMO based on the Hungarian
algorithm,” IEEE Wireless Commun. Lett., vol. 10, no. 1, pp. 34-37,
Jan. 2021.

T. C. Mai, H. Q. Ngo, M. Egan, and T. Q. Duong, “Pilot power control
for cell-free massive MIMO,” IEEE Trans. Veh. Technol., vol. 67,
no. 11, pp. 11264-11268, Nov. 2018.

L. Sanguinetti, E. Bjornson, and J. Hoydis, “Toward massive
MIMO 2.0: Understanding spatial correlation, interference suppres-
sion, and pilot contamination,” /[EEE Trans. Commun., vol. 68, no. 1,
pp. 232-257, Jan. 2020.

O-RAN WGH4: Open Fronthaul Interfaces Workgroup: O-RAN Control,
User and Synchronization Plane Specification 9.0, O-RAN Alliance,
Alfter, Germany, Jul. 2022.

O. T. Demir, E. Bjornson, and L. Sanguinetti, “Cell-free massive
MIMO with large-scale fading decoding and dynamic cooperation
clustering,” in Proc. 25th Int. ITG Workshop Smart Antennas, 2021,
pp. 1-6.

ROBBERT BEERTEN (Graduate Student Member,
IEEE) received the B.Sc. degree in engineering
and the M.Sc. degree in electrical engineering
from KU Leuven in 2019 and 2021, respectively,
where he is currently pursuing the Ph.D. degree
with the Networked Systems Group, Department
of Electrical Engineering. His research interests
include optimization of wireless networks and
distributed signal processing in the context of next-
generation networks.

VIDA RANJBAR (Graduate Student Member,
IEEE) received the B.Sc. degree in electrical engi-
neering from the Babol University of Technology,
Iran, in 2014, and the M.Sc. degree in electrical
engineering from the University of Tehran, Iran, in
2017. She is currently pursuing the Ph.D. degree
with the Department of Electrical Engineering, KU
Leuven, Belgium. Her research interests include
signal processing, quantization, and optimization
in massive MIMO systems.

609



BEERTEN et al.: MOBILE CELL-FREE MASSIVE MIMO: A PRACTICAL O-RAN-BASED APPROACH

610

ANDREA P. GUEVARA (Senior Member, IEEE)
received the B.Sc. degree in electronics and
telecommunications from the University of
Cuenca, Ecuador, in 2013, the M.Sc. degree in
telecommunications and the prize for the best
academic performance in research from King’s
College London, U.K., in 2015, and the Ph.D.
degree from KU Leuven in 2022. Her main
interests are signal processing, and interference
analysis of cooperative and distributed massive
MIMO systems.

SOFIE POLLIN (Senior Member, IEEE) received
the Ph.D. degree (Hons.) from KU Leuven in
2006. From 2006 to 2008, she continued her
research on wireless communications with UC
Berkeley. In 2008, she returned to IMEC to
become a Principal Scientist with the Green
Radio Team. She is currently a Full Professor
with the Electrical Engineering Department, KU
Leuven. Her research interests include networked
systems that require ever more dense, heteroge-
neous, battery-powered, and spectrum-constrained

networks. She is a BAEF Fellow and a Marie Curie Fellow.

VOLUME 6, 2025




<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles false
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo false
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /Arial-Black
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialUnicodeMS
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /ComicSansMS
    /ComicSansMS-Bold
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /EstrangeloEdessa
    /FranklinGothic-Medium
    /FranklinGothic-MediumItalic
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Gautami
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Haettenschweiler
    /Helvetica
    /Helvetica-Bold
    /HelveticaBolditalic-BoldOblique
    /Helvetica-BoldOblique
    /Helvetica-Condensed-Bold
    /Helvetica-LightOblique
    /HelveticaNeue-Bold
    /HelveticaNeue-BoldItalic
    /HelveticaNeue-Condensed
    /HelveticaNeue-CondensedObl
    /HelveticaNeue-Italic
    /HelveticaNeueLightcon-LightCond
    /HelveticaNeue-MediumCond
    /HelveticaNeue-MediumCondObl
    /HelveticaNeue-Roman
    /HelveticaNeue-ThinCond
    /Helvetica-Oblique
    /HelvetisADF-Bold
    /HelvetisADF-BoldItalic
    /HelvetisADFCd-Bold
    /HelvetisADFCd-BoldItalic
    /HelvetisADFCd-Italic
    /HelvetisADFCd-Regular
    /HelvetisADFEx-Bold
    /HelvetisADFEx-BoldItalic
    /HelvetisADFEx-Italic
    /HelvetisADFEx-Regular
    /HelvetisADF-Italic
    /HelvetisADF-Regular
    /Impact
    /Kartika
    /Latha
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LucidaConsole
    /LucidaSans
    /LucidaSans-Demi
    /LucidaSans-DemiItalic
    /LucidaSans-Italic
    /LucidaSansUnicode
    /Mangal-Regular
    /MicrosoftSansSerif
    /MonotypeCorsiva
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /MVBoli
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Raavi
    /Shruti
    /Sylfaen
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /Times-Bold
    /Times-BoldItalic
    /Times-Italic
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Times-Roman
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Tunga-Regular
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /Vrinda
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /ZapfChanceryITCbyBT-MediumItal
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 200
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages false
  /ColorImageDownsampleType /Average
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 200
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages false
  /GrayImageDownsampleType /Average
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 400
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages false
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create PDFs that match the "Recommended"  settings for PDF Specification 4.01)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


