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Glossary of terms and abbreviations

Abbreviation / Term

Description

3GPP 3rd Generation Partnership Project

5G Fifth-Generation Mobile Network

6G Sixth-Generation Mobile Network

ABD Anomaly Behaviour Detection (TC-6G)
Al Artificial Intelligence

AlaaS Al as a Service

DT Digital Twin

DTaaS Digital Twin as a Service

E2 O-RAN E2 Interface

E2SM-KPM E2 Service Model — KPI Monitoring
eMBB Enhanced Mobile Broadband

EUR EURECOM (6G-BRICKS testbed partner)
GA Grant Agreement

gNB 5G gNodeB (base station)

GUI Graphical User Interface

loT Internet of Things

IMP Individual Mentoring Plan

ISI/ATH Industrial Systems Institute (ISI) | Athena Research Center
KPI Key Performance Indicator

KUL KU Leuven (6G-BRICKS testbed partner)
LoRaWAN Long Range Wide Area Network
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LTE Long-Term Evolution

MAE Mean Absolute Error

MEC Multi-access Edge Computing

ML Machine Learning

MLOps Machine Learning Operations

MIMO Multiple-Input Multiple-Output

mMTC Massive Machine-Type Communications
MySQL Relational Database Management System
NWDAF Network Data Analytics Function

OAl OpenAirinterface

O-RAN Open Radio Access Network

QoS Quality of Service

RAN Radio Access Network

REST API Representational State Transfer Application Programming Interface
RF Radio Frequency

RIC RAN Intelligent Controller

RMSE Root Mean Square Error

RIS Reconfigurable Intelligent Surface

RNN Recurrent Neural Network

R2 Coefficient of Determination

SSO Single Sign-On

UE User Equipment

URLLC Ultra-Reliable Low-Latency Communications
UPF User Plane Function

© 6G-BRICKS 2025

Page|9




Deliverable D6.1 — Report on the tests of the 1st cycle of open call BR ECKS

© 6G-BRICKS 2025 Page |10



Deliverable D6.1 - Report on the tests of the 1st cycle of open call BR ECKS

1 Executive Summary

This deliverable, D6.1 — Report on the Tests of the 1% Cycle of Open Call, presents the integration,
experimentation, and performance evaluation results of the six third-party projects funded under the first 6G-
BRICKS Open Call. These projects were hosted on the 6G-BRICKS testbeds operated by EURECOM (EUR), ISI/ATH,
and KU Leuven (KUL), and collectively demonstrate the openness, flexibility, and technical maturity of the 6G-
BRICKS experimentation framework. Each project addresses a distinct 6G research challenge, spanning digital
twinning, Al-native network intelligence, RIS-assisted communications, loT—edge orchestration, energy-efficient
access technologies, and joint communication and sensing.

TwinRAN introduced an innovative Digital Twin-as-a-Service (DTaaS) platform tailored for O-RAN environments,
enabling scalable, Al-enabled emulation and analysis of RAN behaviour. Integrated with the EUR testbed,
TwinRAN demonstrated low-latency telemetry pipelines, stable operation under increasing UE loads, and
effective Al-based KPI prediction using real testbed data. The results confirm the feasibility of using digital twins
to reduce trial-and-error costs, support “what-if” analysis, and accelerate validation of Al-native, cloud-based 6G
RAN solutions.

6G-TC delivered a slice-aware, Al-driven framework for traffic classification and abnormal behaviour detection,
tightly aligned with 3GPP and O-RAN specifications. By integrating NWDAF, FlexRIC, and xApps within the 6G-
BRICKS testbed, the project demonstrated accurate classification and anomaly detection across eMBB, URLLC,
and mMTC slices in both simulated and real OAl-based environments. The results validate the potential of Al-
native, standards-compliant intelligence for enabling autonomous, secure, and adaptive 6G network operation.

ORIX focused on the orchestration of Reconfigurable Intelligent Surfaces (RIS) using xApps to enhance wireless
performance in Industry 4.0 scenarios. Leveraging realistic indoor factory channel models and RIS simulations
integrated into the EUR testbed, ORIX demonstrated low-complexity, low-latency RIS phase optimisation capable
of improving achievable data rates. The project confirms the suitability of xApp-based control for RIS-assisted
communications and highlights the role of RIS technologies in future 6G industrial environments.

MATRIARCH extended the 6G-BRICKS compute continuum by integrating the aerOS meta-operating system for
unified orchestration across loT, edge, and cloud resources. Deployed across multiple domains, the solution
enabled decentralised service management, real-time monitoring, and enhanced cybersecurity capabilities.
Experimental results showed reliable orchestration, improved visibility of distributed resources, and seamless
integration with the 6G-BRICKS portal, strengthening the platform’s ability to support complex, cross-domain 6G
experiments.

6G-LORE introduced LoRaWAN as a complementary, energy-efficient access technology within the 6G-BRICKS
ecosystem, targeting rural and low-connectivity scenarios. Through live deployments and comparative
experiments with 5G systems, the project demonstrated significantly lower energy consumption while
maintaining reliable data delivery. These results provide valuable insights into non-3GPP access integration and
support future 6G designs that combine heterogeneous radio technologies for sustainable and inclusive
connectivity.

ADABEAM explored adaptive beamforming for joint communication and multi-task human sensing using
distributed MIMO and Al-based processing at mid-band frequencies. Implemented on the KUL testbed, the
project achieved accurate human positioning and motion estimation using both CSI- and delay-based methods,
with low prediction errors across multiple activities. The results validate the testbed’s capability to support joint
communication-and-sensing use cases, which are considered a key pillar of future 6G systems.
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Overall, the first 6G-BRICKS Open Call successfully demonstrated that the project’s testbeds can host diverse,
advanced 6G experiments and support external innovators in deploying, validating, and reproducing their
solutions. The outcomes reported in this deliverable confirm the technical robustness, modularity, and
reusability of the 6G-BRICKS experimentation ecosystem, while the lessons learned provide valuable guidance
for the execution of future Open Call cycles
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2 Introduction

The goal of this section is to provide a brief outline of the objectives of the specific 6G-BRICKS Deliverable, how
those are aligned and relevant with the overall project, and what approach was followed to achieve them.

2.1  Mapping 6G-BRICKS Outputs

The purpose of this section is to map 6G-BRICKS Grant Agreement commitments, both within the formal
Deliverable and Task description, against the project’s respective outputs and work performed.

Table 1: Adherence to 6G-BRICKS GA Deliverable & Tasks Descriptions

6G-BRICKS GA 6G-BRICKS GA q
. Respective Document e
Component Component Outline Justification
. Chapter(s)
Title
DELIVERABLE

Deliverable D6.1 — Report on the tests of the 1st cycle of open call

Report on the tests of the 1st cycle of open call

TASKS

Task T6.4 Open
Calls Execution
and Lessons
Learned —[M19-
M36] — Leader:
ISI

© 6G-BRICKS 2025

During this task the
execution and the
monitoring of the selected
projects will take place.
The third parties’ projects
will be monitored and
supported by the 6G-
BRICKS Mentoring
Committee, which will be
led by the Technical
Manager (1QU), will
consist of up to 4
members from the project
consortium and it will be
responsible for the actual
execution of the Open
Calls. The members of the
committee will be
responsible to prepare
and provide all
information about the
administrative process to
the third parties’ projects

Chapters 3-8

Chapter 3 offers an overview of
the initial open call projects.
Chapters 4 to 6 detail the
performance, integration,
experiments, related KPIs,
technical constraints, and final
outcomes of the projects carried
out at the EUR, ISI/ATH, and KUL
testbeds, respectively. Chapter 7
summarises the lessons learned
from the mentoring and
implementation process, and
finally Chapter 8 concludes the
deliverable.
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and the project mentors.
Furthermore, the
Mentoring Committee will
assign the technical
mentors to the third
parties’ projects who will
be the primary contact for
both, the funded consortia
and the mentors in case of
technical issues. Finally,
the first evaluation of the
project reports will be
handled by the Mentoring
Committee, only in case of
severe deviations. A
webinar will be organised
at the beginning of each
stage to explain the
procedures and results
expected. Output: D6.4 in
M36, Contributors: ISI,
IQU, KUL, EUR, 12CAT,
SPH, EBOS, OTE

2.2 Deliverable Overview and Report Structure
Chapter 1 provides the Executive Summary of this deliverable.
Chapter 2 serves as the introduction, mapping the 6G-BRICKS outputs in relation to the GA.

Chapter 3 summarises the selected projects, mapping them to testbeds and mentoring partners, along with the
overall framework and partners’ roles.

Chapter 4 discusses the projects implemented at EUR, namely TwinRan, TC-6G, and ORIX. It provides an
overview, integration setup, KPIs, experiment metrics, results, performance evaluation, technical challenges
encountered, and a summary of outcomes.

Chapter 5 presents the results, technical details, and technical overview of the projects implemented at ISI/ATH,
specifically MATRIARCH and 6G-LORE.

Chapter 6, like the previous chapters, presents the ADABEAM project, which was implemented at the KUL
testbed.

Chapter 7 reports on lessons learned, key insights, and recommendations for future open call cycles.

Chapter 8 concludes this deliverable.
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3 Overview of the First Open Call Funded Projects

This chapter provides a glimpse of third-party projects, their major aims and added value, mapping them to
testbeds and mentoring partners, along with the overall framework and the partners’ roles.

3.1

Summary of Selected Projects

Below is an overview of the selected projects, including their technical scope, objectives, and added value to
6G-BRICKS.

1. TwinRAN: A Digital Twin Platform for 6G RAN Space Mapping

Technical Mentor: EUR
Topic: Digital Twins solutions for O-RAN
Major Aim: To design and implement a Digital Twin-as-a-Service (DTaaS) platform for 6G RAN
environments, enabling scalable, real-time simulation and Al-based performance optimisation.
Added Value to 6G-BRICKS: Addresses gaps in Open RAN deployment by offering a modular, scalable
platform that reduces trial-and-error costs through Al-driven parameter tuning. TwinRAN enables the
emulation of large-scale scenarios, accelerating validation and de-risking of software-defined, Al-native
mobile network technologies.
Demo (video): 6G-BRICKS Open Call 1- TwinRAN Project Demonstration
GitHub:

o https://github.com/TwinRAN/DTaaS : DTaaS + Al service

o https://github.com/TwinRAN/Flexric : Customized xApp to send messages to DTaa$ via Kafka

o https://github.com/TwinRAN/openairinterface5G : Customization of OAI to run two gNBs

o https://github.com/TwinRAN/TwinRAN-AIML-modelTraining : Al/ML model implementation

(Training dataset @ /data_files)

2. ORIX: Orchestration of Reconfigurable Intelligent Surfaces with xApps

Technical Mentor: EUR

Topic: Experimentation xApps, Experiments with RIS Radio Units or Simulated RIS

Major Aim: To develop an xApps-based phase shift controller for RISs in the 6G-BRICKS testbed
simulation environment, targeting connectivity improvements for autonomous robots in Industry 4.0
scenarios.

Added Value to 6G-BRICKS: Enhances the existing RIS simulator by introducing realistic Industry 4.0 use
cases using 3GPP Indoor Factory channel models. Develops and validates low-latency, low-complexity
RIS optimisation algorithms via xApps and the FlexRIC controller.

Demo (video): 6G-BRICKS Open Call 1-ORIX Project: Orchestration of Reconfigurable Intelligent Surfaces
with xApps

Gitlab: https://gitlab.eurecom.fr/orix/flexric~®/ORIX/flexric and https://gitlab.eurecom.fr/orix/ris-
simulator~/ORIX/ris-simulator

3. 6G-TC - Leveraging NWDAF and O-RAN Intelligence Services for Slice-Aware Abnormal Behaviour
Detection and Traffic Classification

Technical Mentor: EUR

Topic: NWDAF functions and O-RAN ML frameworks

Major Aim: To develop a 3GPP-compliant Al framework for traffic classification and anomaly detection,
using NWDAF, FlexRIC, and OpenAirinterface components in an end-to-end 6G testbed.
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Added Value to 6G-BRICKS: Provides a slice-aware, standards-based monitoring and analytics solution
for adaptive, secure 6G networks. The system supports real-time identification of anomalous UE
behaviour across network slices, enhancing automation and threat response capabilities.

Demo (video): 6G-BRICKS Open Call 1: 6G-TC Project Demo

GitHub Repository: https://github.com/iThermAl/6g-TC-nsORAN

Dataset Access: https://github.com/iThermAl/6g-TC-nsORAN/tree/master/dataset generation

4. MATRIARCH:

Technical Mentor: ISI/ATH

Topic: loT Edge computing platforms for expanding the 6G-BRICKS compute continuum

Major Aim: To integrate the aerOS meta-operating system into the 6G-BRICKS infrastructure, enabling
seamless orchestration, intelligent service management, and cybersecurity across cloud-to-edge
resources.

Added Value to 6G-BRICKS: Deploys a decentralised compute continuum across three aerOS domains,
supporting continuous monitoring, advanced anomaly detection, and real-time resource visualisation.
Strengthens 6G-BRICKS as a reusable and intelligent experimentation ecosystem for next-generation
infrastructures.

Demo (video): 6G-BRICKS Open Call 1 - MATRIARCH Project Demo
GitLab: https://gitlab.com/aeros-project

5. ADA-BEAM: Adaptive Beamforming for Joint Communication and Multi-Task Human Sensing

Technical Mentor: KUL

Topic: Digital beamforming algorithms and/or synchronisation algorithms validated on offline datasets
Major Aim: To evaluate the KUL testbed for joint communication and sensing using distributed MIMO
and Al-based human tracking at mid-band frequencies (~7 GHz).

Added Value to 6G-BRICKS: Tests prototype configurations for stable high-rate signal transmission and
sensing. Integrates Al models trained on simulated and measured data to enable human position
prediction and multi-target sensing using beamforming mechanisms.

Dataset: Multi-Static OFDM Radar Dataset for Human Activity Analysis: Three USRP X410-based
Measurements with Motion Capture Ground Truth (Link: Multi-Static OFDM Radar Dataset for Human
Activity Analysis: Three USRP X410 based Measurements with Motion Capture Ground Truth | IEEE
DataPort)

6. 6G-LORE: 6G-LORawan Extension for loT

Technical Mentor: ISI/ATH

Topic: loT Edge computing platforms for expanding the 6G-BRICKS compute continuum

Major Aim: To evaluate LoORaWAN as a cost-effective, energy-efficient loT solution in rural areas lacking
5G coverage, using a live deployment in central Greece.

Added Value to 6G-BRICKS: Introduces a new non-3GPP testbed supporting experimentation with
LoRaWAN. Enables energy consumption benchmarking between LoRaWAN and 5G systems, with
findings applicable across verticals and useful for future 6G access design considerations.

Demo (video): 6G-BRICKS Open Call 1: 6G-LORE Project demonstration

GitHub: https://github.com/ecbessarion/6G-LORE
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3.2 Mapping to Testbeds and Mentoring Partners

The table below summarises the projects’ involved organisations, countries, 6G-BRICKS mentors/testbeds and
the funding awarded.

Table 2: Mapping Testbeds and Mentoring Partners.

Project Organisation 1 Organisation 2 Country Mentor | Funding
Acronym Awarded
TwinRAN Turkcell Teknoloji | BTS Group Turkey EUR 120,000 EUR
Arastirma ve
Geligtirma A.S.
ORIX Turkiye Bilimsel Ve | Kocg University- | Turkey EUR 120,000 EUR
Teknolojik Communications Research
Arastirma Kurumu | and Innovation Laboratory
TC-6G iThermAl B.V. - Belgium EUR 60,000 EUR
MATRIARCH FAV Innovation and | Universidad Politécnica De | Spain ISI/ATH 120,000 EUR
Technologies Valencia
COOP.V
ADA-BEAM University of | University of Bristol Netherlands | KUL 120,000 EUR
Twente- 4TU and UK
Federation
6G-LORE Energy Community | - Greece ISI/ATH 60,000 EUR
Bessarion Limited
Liability
Cooperative

3.3 Mentoring and Review Framework

To ensure effective coordination, technical alignment, and high-quality outcomes, 6G-BRICKS established a
dedicated mentoring framework for the sub-projects funded under the 1°* Open Call. Each sub-project was
assigned a technical mentor from the partner operating the testbed where the experiment was hosted. These
mentors acted as the primary points of contact and provided continuous guidance throughout the
implementation period.

3.3.1

At the beginning of the implementation phase, each sub-project participated in a kick-off meeting with its
assigned mentor. These meetings were used to:

Initial Coordination and Mentoring Onboarding
e Finalise the experiment plan, technical approach, and timeline.
e Define milestones, deliverables, and KPIs.
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The outcomes of these meetings were reflected in each sub-project’s first deliverable and reviewed as part of
the Individual Mentoring Plan (IMP).

3.3.2 Milestone Review Process

Milestone Reviews are a core component of the 6G-BRICKS Open Call 1 monitoring framework. They ensure that
sub-projects remain on track, deliver quality results, and receive timely feedback and funding. Each review
coincides with a payment stage and is based on the IMP, which was co-developed by the sub-project team and
their assigned mentor at project start.

Upon submission of each deliverable, mentors conduct a structured review and share the results with the sub-
projects, either requesting clarifications and revisions or approving the report and triggering the next payment.

Milestone Reviews are carried out by the assigned Technical Mentor. As described in D7.3, evaluations are based
on three weighted criteria:

1. Deliverable Quality
o The quality of deliverables is assessed based on the outputs established in the Individual
Mentoring Plan.
2. Technical Performance Indicators
e The technical performance is evaluated against the KPIs specified in the Individual Mentoring
Plan.
3. Deadline Compliance
e Adherence to the deadlines outlined in the work plan is scored.

Each criterion is scored on a scale from 0 to 10, and the final score is calculated using the following weights:

e Deliverable Quality: 30%
o Technical Performance Indicators: 60%
o Deadline Compliance: 10%

The overall threshold is 7/10, and the weighted average determines whether the milestone is approved or
requires resubmission.

In addition to the formal milestone reviews, the 6G-BRICKS team circulated short progress-tracking
questionnaires to all Open Call 1 sub-projects. The purpose was to gather up-to-date information on each
project’s status, including the estimated submission date of upcoming deliverables, the number of deliverables
submitted to date, the expected timeline for project completion, remaining deliverables, and any identified risks
or blockers.

This activity allowed the mentoring team to proactively monitor progress, identify potential delays, and offer
targeted support where needed. The feedback collected was used to complement the milestone review process
and guide planning for the final review and administrative follow-up.
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4 Projects Implemented at EUR platform

Chapter four presents the results of the three projects implemented at EUR’s testbed.

4.1 TwinRAN - A Digital Twin Platform for 6G RAN Space Mapping

4.4.1  Project Overview

The 6G-BRICKS project is focused on building reusable testbed infrastructures for validating cloud-to-device
breakthrough technologies, offering an open and programmable experimentation platform for 6G research. By
establishing a high-fidelity virtual representation of Open Radio Access Networks (O-RAN) environments,
TwinRAN aims to enhance the experimentation and validation processes within 6G-BRICKS, making it easier to
evaluate emerging 6G technologies before physical deployment.

By addressing the critical gaps in O-RAN experimentation and 6G network optimisation, it supports 6G-BRICKS’
broader mission to advance the state of the art in cloud-native, Al-driven, and software-defined networking
solutions for next-generation telecommunications. In line with the tasks defined within the TwinRAN project,
summary information regarding the activities for the development of the “DTaaS platform,” the integrated “Al
Service,” and the “Al/ML-Based KPI Prediction Model” used within this service is provided in the Section 4.1.1.3
under each respective subheading.

4.1.1.1 Short summary of the project’s goal and scope

The main goal of the TwinRAN project is to develop a Digital Twin-as-a-Service (DTaaS) platform for O-RAN, which
will simulate and emulate large-scale O-RAN networks with high fidelity, enabling operators to monitor, analyse
and predict network parameters, test services before deployment, and validate new technologies efficiently. The
scope of the project can be broken down into the following items:

e Simulation of large-scale scenarios with many gNBs and user equipments (UEs).

e Integration with existing O-RAN infrastructures and APIs (aligned with O-RAN Alliance standards).

e Validation and testing to demonstrate effectiveness and performance.

e Leveraging Kubernetes, OAI, and Al-based optimisation modules.

e Integration into the 6G-BRICKS testbed to provide researchers with a versatile experimentation
environment.

e Addressing 6G requirements such as ultra-low latency, high capacity, and scalability.

In short, the project aims to provide a scalable, intelligent, and cost-efficient digital-twin-based test platform that
replaces expensive physical trials in the O-RAN ecosystem. Furthermore, the developed DT platform will not only
host the Al/ML model designed within the project but also enable further “what-if” analysis scenarios beyond it.

4.1.1.2 How the project fits into the 6G-BRICKS context

TwinRAN enhances the 6G-BRICKS testbed infrastructure by providing a modular, reusable, and scalable digital
lab environment for large-scale O-RAN simulations and emulations. This strengthens the platform’s
experimentation and validation capabilities, supports the “Lego Bricks” concept of modular testbed nodes, and
enables researchers to explore advanced 6G technologies, including use cases like autonomous robots in Industry
4.0 and Al-driven control.

Furthermore, the DTaaS platform developed within TwinRAN is designed to be extendable in future stages,
particularly to enable the digital twin modelling of next-generation wireless communication systems that include
multiple distributed radio units (RUs), mobile terminals, and RIS equipment, such as those defined in the EUR
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testbed. This extensibility will allow the development of rule-based and Al/ML-driven intelligent optimisation
and management tools for all network components interfacing with defined xApps and rApps.

4.1.1.3 Brief description of TwinRAN components

The TwinRAN project defines a modular solution architecture centered on the integration of the DTaaS platform
into the 6G-BRICKS infrastructure. The architecture is designed to ensure flexibility, scalability, and
reproducibility, allowing developments within the project to align with the objectives of testbed-based
experimentation and validation.

As seen in the high-level architecture scheme given in Figure 1, at the core of the architecture lies the DTaa$
platform, which provides the fundamental framework for simulating, emulating, and managing digital twin
instances of RAN environments. Building on this foundation, an AlaaS (Al as a Service) layer has been developed
to integrate artificial intelligence capabilities directly into the DTaaS platform. This service layer enables seamless
onboarding, management, and exposure of trained Al/ML models through standardised APls, supporting
automation, telemetry-driven experimentation, and network optimisation tasks.

Digital Twin as a Service (DTaaS)

Service [ AlIML Based KPI Prediction ]
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Figure 1: High-level architecture of TwinRAN's digital twin platform.
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4.1.1.4 Short description of expected results

The TwinRAN project is expected to deliver a fully functional Digital Twin-as-a-Service (DTaaS) platform
specifically designed for O-RAN environments. By combining containerised OAl components, Kubernetes-based
orchestration, and Al-driven optimisation, the platform will provide a scalable and reusable digital testbed that
replaces costly physical trials. The platform will be validated within the 6G-BRICKS infrastructure, ensuring
interoperability with existing systems and compliance with O-RAN Alliance standards. The results will include
high-fidelity simulation and emulation capabilities (supporting 1000+ UEs and RUs), real-time synchronisation
with live network data, and measurable improvements in performance optimisation. In addition, the project will
demonstrate the platform’s effectiveness in advanced 6G use cases, such as autonomous robots in Industry 4.0,
highlighting its contribution to future-proof experimentation environments. Ultimately, TwinRAN will strengthen
the 6G-BRICKS testbed ecosystem, promote reusability through modular “lego-bricks” integration, and
accelerate innovation in 6G research.

4.1.1.5 List of submitted deliverables and any other key outputs

An overview of the project’s deliverables and key outputs is provided in the table below.

Table 3: TWinRAN's deliverables and outcomes.

Deliverable/Output Description Status
D1. Specification The deliverable D.1 is a foundational output of the Approved
document and TwinRAN project for 6G-BRICKS. The purpose of this

platform architecture | document is to define the technical specifications,

design report architecture, and integration framework for the DTaa$

platform, which is designed to enhance
experimentation and validation.

D2. Final Report on The final deliverable document provides a brief Submitted

Digital Twin as-a- overview of the DTaaS$ platform and the integration of

Service (DTaaS) the DTaaS platform into the EUR testbed, and then it

Platform summarises the key results of the experiments and
their outcomes.

DTaa$ Code This repository contains all source code, scripts, and Available in GITHUB (Link: :

Repository development artifacts required for the implementation | https://github.com/TwinRAN/
and enhancement of the DTaaS$ platform. It serves as DTaaS$)

the central location for version-controlled code
contributions, feature updates, and collaborative
development, ensuring reproducibility, traceability,
and efficient management of the DTaaS software

lifecycle.
Al Service Code This repository contains the code for the TwinRAN- Available in GITHUB (Link:
Repository Alaa$ platform, transforming trained Al models from https://github.com/TwinRAN/
OAl and FlexRIC experiments into a mature service DTaaS/tree/main/ai)

layer. The service provides a modular, scalable, and
reusable architecture, exposing Al models via RESTful
APIs for prediction, metadata inspection, and health
monitoring. Dockerised deployment ensures
reproducibility across environments, enabling
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integration of testbed-derived models into operational
digital twin and network automation pipelines.

Al/ML-Based KPI This repository provides an end-to-end pipeline for Available in GITHUB (Link:
Prediction uplink KPI prediction in a 5G O-RAN testbed using OAI | https://github.com/TwinRAN/
and FlexRIC. It focuses on data collection, preparation, | TWinRAN-AIML-

and model training, enabling automated KPI logging, modelTraining)

traffic generation, and dataset creation with controlled
channel impairments. The pipeline supports building
and evaluating supervised models with sliding-window
features, post-processing results, and exporting the
best-performing models for deployment, offering a
scalable framework for ML-based uplink throughput
prediction and performance analysis.

4.1.2 Integration and Setup

The TwinRAN project defines a modular solution architecture centred on the integration of the DTaaS platform
into the 6G-BRICKS infrastructure. The architecture is designed to ensure flexibility, scalability, and
reproducibility, allowing developments within the project to align with the objectives of testbed-based
experimentation and validation.

As seen in the high-level architecture scheme given in Figure 1, at the core of the architecture lies the DTaa$S
platform, which provides the fundamental framework for simulating, emulating, and managing digital twin
instances of RAN environments. Building on this foundation, an AlaaS (Al as a Service) layer has been developed
to integrate artificial intelligence capabilities directly into the DTaa$S platform. This service layer enables the
seamless onboarding, management, and exposure of trained Al/ML models through standardised APlIs,
supporting automation, telemetry-driven experimentation, and network optimisation tasks.

Within the Alaa$S layer, specific AIl/ML models have been designed and integrated to address performance
prediction and optimization challenges in 5G and beyond. These models leverage KPIs collected from O-RAN-—
compliant testbeds, enabling use cases such as throughput forecasting under controlled impairments, adaptive
resource management, and data-driven insights into network performance.

In summary, the TwinRAN solution architecture consists of three main components: DTaaS$ (the main platform),
Alaas (the service layer), and the Al/ML models embedded within AlaaS. The following sections present detailed
descriptions of the developments and implementations carried out for each of these components.

The following subsections briefly describe the integration process.

4.1.2.1 Overview of the experimentation and integration

To implement DTaa$ within the 6G-BRICKS framework, the integration adopted a modular architecture based on
state-of-the-art methods. The design prioritises flexibility and extensibility, ensuring that digital twin
components remain reusable within the platform. A critical aspect of this integration was maintaining fidelity

between the physical and digital domains; the system utilises communication performance insights to manage
gNB state and metric updates, ensuring real-time synchronisation across twins.

The diagram in Figure 2 can be used to visualise the mentioned TwinRAN components deployed on a Google
Cloud server (i.e., TwinRAN Server) from the perspective of integrating the DTaaS platform onto the EUR testbed
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and the Mobile Edge Computing (MEC) server. The integration architecture is structured into four primary layers
designed for real-time and historical analysis of RAN network behavior:

e Physical Layer: The EUR testbed, consisting of OAl-based RAN components, a near-RT RIC, associated
control modules, and MEC server hosting the Experimenters’ Portal.

e Collectors Layer: The TwinRAN xApp runs on the near-RT RIC in the EUR testbed, which gathers KPMs
via standardized E2 interfaces and pushes them to the DT layer.

o Digital Twin (DT) Layer: Hosted on the TwinRAN Server and interfaced with the EUR testbed through
the Experimenters’ Portal deployed on the MEC server, DT Layer is responsible for data ingestion,
DT transformation, and storage.

e Service Layer: Also hosted on the TwinRAN Server side, providing the Al/ML-enabled components
and DT-driven services built on top of the DT Layers.

The interactions and data flows between each component are introduced in the following subsections.

EURECOM Testbed TwinRAN Server

r" ' o
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Twin
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Experimenters’ Portal

Figure 2: Basic TwinRAN architecture diagram representing integration.
4.1.2.2 Basic configurations: Software components and Applications

The experimentation setup mirrors real-world deployments by creating three isolated network segments to
ensure traffic separation and security:

Public Network: Functions as the control plane backbone. It hosts virtual network functions like AMF,
SMF, UPF, FlexRIC, a gNB instance, and UEs. This segment is configured to facilitate E2 interface
communications and signalling protocols.

Traffic Network: Operating on a different subnet, this network handles user plane data flows between
the UPF and external data networks, simulating the actual data path traversed by user traffic.

Third (Analytics) Network: To ensure the monitoring infrastructure does not interfere with control or
user planes, TwinRAN components, specifically Kafka, Telegraf, InfluxDB, and the web dashboard,
operate on this separate, isolated network.
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Software Adaptations: A significant adaptation was required at the Collectors Layer regarding the xApp
implementation. Standard C function pointers in the xApp API have fixed signatures that cannot be modified at
runtime, which posed a challenge for passing context-specific data (such as unique gNB IDs). To resolve this, the
integration utilised libffcall to create "closure-like" behaviour in C. This library allowed the generation of machine
code at runtime to wrap the actual callback function with captured data, enabling the system to distinguish
between different RAN nodes while strictly conforming to the expected xApp API signatures.

4.1.2.3 Support or changes requested from the testbed team

To finalise the integration of the developed components (DTaaS platform, AlaaS service layer, and Al/ML models)
into the EUR testbed, specific support was required to address the objectives of "integration to testbed" and
"experimentation. The following requests were necessary and were provided by the Testbed team for successful
deployment and experimentation:

e Infrastructure: Resource allocation to deploy a 5G RAN with FlexRIC and a Core instance, multiple UEs
running synthetic traffic, and a TwinRAN xApp instance connected to this FlexRIC within the 6G-BRICKS
infrastructure.

e Remote Access: Provision of remote connection and access to enable the project partners (or
experimenters) to deploy the developments into the infrastructure.

e Outbound Traffic Access: Internet/outbound connectivity for the TwinRAN xApp to allow it to push KPM
messages to the TwinRAN DTaaS deployment.

Technical Guidance: Support from the active technical team operating the testbed to guide the
integration process.

4.1.3 KPIs and Experiment Metrics

In this section, following the integration of the DTaaS platform developed within the TwinRAN project into the
EUR testbed as described in the previous section, the evaluations conducted on the experiment control
environment established on the MEC server side, the KPIs targeted for collection, and the expected/targeted
outcomes are summarised.

During the field tests, a set of KPIs was collected to evaluate the end-to-end behaviour, responsiveness, and
scalability of the TwinRAN platform. Using the integrated xApps and DTaaS telemetry pipeline, the
experimentation studies have focused on monitoring

e UE-level latency between the xApp and DT services,

Kafka message queue dynamics,

Digital Twin service CPU utilization across increasing UE loads,

e and the performance of the ML prediction models operating inside the Alaas layer.

These measurements provide a quantitative basis for assessing real-time system operation, identifying potential
bottlenecks, and validating the robustness of the TwinRAN architecture under different traffic and load
conditions. For experimentally observing the mentioned elements on the testbed, KPl measurements were
repeated and recorded for different numbers of UEs defined in the 5G network on the EUR side (#UEs {1, 2, 4,
8}). The definitions related to the KPI observations conducted using the experimental environment, the expected
analytical outputs from these observations, and the methods and tools used for the observations are summarized
in Table 4 below.
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Table 4: Summary of the KPI definitions, expectations of the experiments and the utilized approaches.

KPI

End-to-end latency (xApp
- DTaa$)

Definition

Total processing time from
XApp message
transmission to first DTaa$S
processing point

Target Value

The primary expectation
is to observe how end-
to-end latency scales
with UE concurrency: to
identify whether
network, broker, or
processing at the
TwinRAN Server/DTaa$S
causes the main
bottleneck and use these
findings to guide
resource sizing and
integration
optimisations.

Methods
(If applicable)

Measured via
timestamped logs
from xApp, Kafka, and
Telegraph; aggregated
per UE load.

Kafka queue lag

Number of messages
waiting in Kafka consumer
gueue before processing.
Indicates batching/flush
behaviour.

The primary goal of the
Kafka queue-lag
measurement is to
evaluate how message
backlog evolves under
increasing UE load,
identify the first
processing bottleneck
within the DTaa$S
pipeline, quantify
batching/flush effects,
and provide capacity-
planning insights for
scaling Kafka and DTaa$
processing components.

Collected using Kafka
consumer group
metrics; averaged
across runs for each
UE count.

DTaaS service CPU
utilisation

Aggregate CPU usage of
DTaaS microservices
(Kafka, InfluxDB, Telegraf,
Dashboard, Zookeeper,
Alaas).

This measurement aims
to identify CPU-intensive
components within the
DTaaS stack, assess
system scalability under
increasing UE load,
validate bottlenecks
observed in previous
KPIs, and provide
capacity-planning

Monitored through
Docker stats during
experiments; averaged
by UE count.
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insights for future
scaling and resource
allocation across DTaaS
microservices.

AlaaS model execution on
collected KPlIs

Verification that AlaaS
successfully processes
DTaaS-collected KPIs to

This experiment
validates the end-to-end
operability of the AlaaS

Models are tested on
the KPIs collected
during the field tests

train and run ML
regressors.

pipeline, evaluates ML
regressor performance
on DTaaS-collected KPls,
assesses data quality for
predictive modeling, and
provides early insights
into the Digital Twin’s
ability to forecast RAN
behavior under varying
load conditions.

and evaluated using
MAE, RMSE, and R?
metrics.

Table 5: Brief Summary of Experiment-#1.

Experiment No.

Relevant KPI

End-to-end latency (xApp = DTaaS)

KPI Definition

Total processing time from xApp message transmission to first DTaaS processing
point

Targets/Expectations

The primary expectation is to observe how end-to-end latency scales with UE
concurrency: to identify whether network, broker, or processing at the TwinRAN
Server/DTaaS causes the main bottleneck, and use these findings to guide resource
sizing and integration optimisations.

Methods

Measured via timestamped logs from xApp, Kafka, and Telegraf; aggregated per UE
load.

Table 6: Brief Summary of Experiment-#2.

Experiment No.

2

Relevant KPI

Kafka queue lag

KPI Definition

Number of messages waiting in Kafka queue before processing. Indicates
batching/flush behavior.

© 6G-BRICKS 2025

Page |26




Deliverable D6.1 - Report on the tests of the 1st cycle of open call BR iCKS

Targets/Expectations

The primary goal of the Kafka queue-lag measurement is to evaluate how message
backlog evolves under increasing UE load, identify the first processing bottleneck
within the DTaaS pipeline, quantify batching/flush effects, and provide capacity-
planning insights for scaling Kafka and DTaaS processing components.

Methods

Collected using Kafka consumer group metrics; averaged across runs for each UE
count.

Table 7: Brief Summary of Experiment-#3.

Experiment No.

Relevant KPI

3

DTaaS service CPU utilization

KPI Definition

Aggregate CPU usage of DTaaS microservices (Kafka, InfluxDB, Telegraf, Dashboard,
Zookeeper, Alaas).

Targets/Expectations

This measurement aims to identify CPU-intensive components within the DTaa$
stack, assess system scalability under increasing UE load, validate bottlenecks
observed in previous KPls, and provide capacity-planning insights for future scaling
and resource allocation across DTaaS microservices.

Methods

Monitored through Docker stats during experiments; averaged by UE count.

Table 8: Brief Summary of Experiment-#4.

Experiment No.

4

Relevant KPI

AlaaS model execution on collected KPIs

KPI Definition

Verification that AlaaS successfully processes DTaaS-collected KPIs to train and run
ML regressors.

Targets/Expectations

This experiment validates the end-to-end operability of the AlaaS pipeline,
evaluates ML regressor performance on DTaaS-collected KPIs, assesses data quality
for predictive modeling, and provides early insights into the Digital Twin’s ability to
forecast RAN behavior under varying load conditions.

Methods

Models are tested on the KPIs collected during the field tests and evaluated using
MAE, RMSE, and R? metrics.

© 6G-BRICKS 2025

Page |27




Deliverable D6.1 — Report on the tests of the 1st cycle of open call BR 'CKS

4.1.4 Results and Performance Evaluation

Each experimental study described in Section 4.1.3, along with its associated definitions and approaches, was
repeated for different numbers of user terminals connected to the 5G gNB, and the variations observed in the
resulting KPls are summarized in the successive parts of this section.

4.1.4.1 Results of Experiment-#1

EURECOM Teslbed DTaaS
Producer - | Consumer
*App Latency » Kafka Latency —» Consumer

Figure 3: End-to-end latency components.

This experiment evaluates the total processing time from the moment a KPM message is transmitted by the xApp
until it reaches the first processing point within the DTaaS platform. Measurements were repeated for 1, 2, 4,
and 8 UEs to observe how end-to-end latency evolves as system load increases. The primary objective is to assess
the scalability of the data flow—from the E2 interface to the DTaaS services running on the TwinRAN Server—
and to quantify any latency components that emerge under higher traffic conditions. As illustrated in Figure 3,
producer latency refers to the delay incurred while publishing messages from the xApp to Kafka, whereas
consumer latency captures the delay from Kafka to the DTaaS consumer service.

B Producer Latency BB Consumer Latency

Average end-to-end latency (ms)
[a—
=

] 2 4 8
Number of UE

Figure 4: Average end-to-end latency between the TwinRAN xApp and DTaaS pipeline, showing the breakdown of
producer and consumer latency across different UE loads.

Figure 4 demonstrates the average end-to-end latency between TwinRAN xApp and DTaaS pipeline together with
the breakdown of producer and consumer latency across different UE loads. As seen, the average end-to-end
ms. Sending message from xApp to Kafka accounts for the majority of the latency ( 15 ms), while DTaaS consumer
adds a small overhead of 1.5-2 ms, representing the first point at which xApp-generated messages enter and are
processed within the DTaaS pipeline. The narrow error bars indicate highly stable processing times across all
runs. Overall, the results confirm that the DT pipeline maintains predictable and low-latency operation even as
the number of concurrently monitored UEs increases from 1 to 8.
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4.1.4.2 Results of Experiment-#2

This experiment measures the number of messages accumulated in the Kafka queue before being processed by
the DTaaS services. The KPI reflects the system’s batching and flush behaviour under different traffic levels.
Measurements were averaged across multiple runs for 1, 2, 4, and 8 UEs to observe how increasing message
generation rates affect queue buildup. The goal is to assess whether the DTaa$S data pipeline can sustain higher
loads without introducing significant buffering delays, thereby validating its throughput and real-time processing
capability.
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Figure 5: Kafka consumer queue lag under increasing UE load.

Figure 5 illustrates the growth in average queued messages due to batching and flush-interval behavior while
remaining within acceptable operational bounds. The results show that Kafka’s queue lag increases with the
number of UEs, which is expected due to batching and fixed flush-interval behavior. Although more messages
accumulate between flushes at higher loads, the queue lengths remain fully within acceptable limits, indicating
no risk of congestion. Overall, the DTaa$S telemetry pipeline scales well with UE load without introducing
harmful queuing delays.

4.1.4.3 Results of Experiment-#3

This experiment evaluates the aggregate CPU usage of key DTaaS microservices—including Kafka, InfluxDB,
Telegraf, the dashboard engine, Zookeeper, and AlaaS—during operation. Using Docker-level monitoring, CPU
consumption was recorded and averaged for scenarios with 1, 2, 4, and 8 UEs. The objective is to determine how
DTaa$S resource demand scales with increasing network load and to verify that the platform can operate
efficiently without hitting computational bottlenecks. This assessment helps validate DTaaS’s readiness for
sustained real-time data ingestion and processing.

The CPU utilization results in Figure 6 show that Kafka accounts for most of the DTaa$S processing load across all
UE levels, while other services—InfluxDB, Telegraf, the DT dashboard, Zookeeper, and AlaaS—add only minimal
overhead. Total CPU usage rises slightly as the UE count increases but remains well below 20%, indicating ample
scalability of headroom. Overall, the DTaaS microservices operate efficiently under multi-UE conditions, and the
cloud deployment can comfortably support higher loads or additional services.
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Figure 6: Average CPU utilization of DTaaS microservices under varying UE loads.

4.1.4.4 Results of Experiment-#4

This experiment aims to verify that the AlaaS component can successfully consume the KPIs collected by DTaa$
and use them to train and execute machine-learning regressors. The collected field-test KPIs are processed
through the Al pipeline and evaluated using standard performance metrics such as MAE, RMSE, and R2. The goal
is to confirm the functional correctness of the end-to-end Al workflow, ensure that the trained models produce
meaningful predictions, and demonstrate that AlaaS is fully operational within the integrated DTaa$S ecosystem.

Throughout this experiment, the prediction performances of Al/ML models within the AlaaS pipeline have been
observed by using the KPIs collected from the TwinRAN field tests. The prediction performance of all
configurations—formed by combining the four different time-series forecasting approaches (i.e., Random Forest
Regressor, Decision Tree Regressor, Gradient Boosting Regressor, and XGBoost Regressor) used within the Al
service with three alternative evaluation window options (i.e., 3, 5 and 7)—is summarised in Table 9 using various
prediction metrics.

Table 9: Summary of Al/ML model performances.

Model Window Size r2 mae mape rmse

Random Forest Regressor 7 44,02% 455 21,43% 533
5 34,50% 492 22,87% 580

3 42,75% 465 21,83% 546

Decision Tree Regressor 7 38,97% 475 22,90% 556
5 32,85% 494 22,57% 587

3 42,07% 464 21,64% 550

Gradient Boosting Regressor 7 40,45% 474 22,45% 549
5 33,68% 496 23,22% 583

3 41,56% 471 22,24% 552

XGBoost Regressor 7 42,51% 463 21,77% 540
5 35,28% 491 22,70% 576
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3 40,17% 478 22,78% 559

Across different window sizes and regressor model families, AlaaS successfully trained and executed all models
using the real telemetry generated by the DTaaS pipeline. The results confirm that the end-to-end AlaaS
workflow—covering data ingestion, preprocessing, model inference, and reporting—operated correctly and
reliably on the collected dataset. Overall, the experiment demonstrates that the AlaaS component can be
seamlessly integrated with DTaaS and used for real-time or offline KPl-based predictive analytics.

Overall, the field-test results demonstrate that the TwinRAN DTaaS and AlaaS components operated reliably
under increasing UE loads, with stable end-to-end latency, acceptable Kafka queue behaviour, efficient CPU
utilisation, and successful execution of all ML models on the collected KPlIs. The system consistently maintained
low processing overhead and predictable performance across all tests, confirming the robustness of the
telemetry pipeline and service orchestration. These outcomes highlight that the current deployment not only
functions correctly under realistic multi-UE conditions but also offers significant scalability headroom, enabling
the platform to support higher UE densities, additional services, or more complex Al workloads in future
experiments.

4.1.5 Technical Challenges Encountered

The administrative and technical challenges encountered after the approval of the TwinRAN project—each
affecting the project’s temporal and technical progress in different ways—and the preventive or alternative
actions taken in response are summarised in this section. These challenges are presented in separate tables for
the “experimentation,” “development,” and “project initiation” phases, listed in nearly reverse chronological
order according to their relative importance.

Table 10: Challenges and mitigation approaches regarding the experimentation phase.

Challenge

Description

Resolution / Mitigation

The lack of a

Due to the inability to allocate a

was not possible to provide an
accessible environment in which
TCELL and BTS Group could work
flexibly and time-efficiently. This
limitation has constrained the scope
of technical developments starting
from the initial phase of the project.

At this stage, in order to prevent—or at least

dedicated container | container capable of operating in | minimise—the gap between the project’s
within  the EUR | integration with the OAl-centred | initial objectives and the actual outcomes,
infrastructure software stack of the EUR testbed, it | TCELL and BTS Group completed their

developments with a strong focus on
ensuring internal consistency and
integrability. This process required greater
effort than anticipated, accompanied by an
increased workload and a higher frequency
of synchronisation meetings.

As a result of these efforts, it was possible to
obtain an internally integrated DTaaS
platform. Additionally, before initiating the
integration process of DTaa$S into the EUR
testbed, the DTaaS components were
deployed on a Google Cloud server with a
static, publicly accessible [P address,
effectively creating a MEC-based setup.
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Limitations in
Achieving the Planned
Large-Scale UE
Scalability Targets on
OAl-Based
Infrastructure

The initial TwinRAN plan targeted
evaluation of the Scalability (1000+
UEs) KPI on an OAl-based setup.
However, both Turkcell’s internal OAI
deployment and the EUR testbed
revealed significantly lower practical
capacity limits due to OAl’s processing
bottlenecks, UE emulation
constraints, and stability issues. As a
result, the originally proposed large-
scale scalability experiments could
not be carried out.

The experimental scope was revised to align
with OAl's realistic UE capacity. Test
scenarios were adapted to smaller, stable UE
configurations, and DTaaS—OAl integration
parameters were optimized to ensure
reliable experimentation within feasible
scalability limits.

Table 11:

Challenges and mitigation approaches regarding the development phase.

Challenge

Description

Resolution / Mitigation

The lack of a shared
platform between
project partners
TCELL and BTS Group

A platform and access method that
would allow joint development of the
digital twin and its components
between TCELL and BTS could not be
operationalised due to company
privacy policies.

To overcome this challenge mentioned and
to create an alternative common platform,
the OAIl environment has been used to
model the xApp interfaces and network KPIs.
This challenge has resulted in a higher-than-
anticipated allocation of the workforce and
increased synchronisation efforts.

The lack of over-the-
air KPIs from the O-

Data sharing and confidentiality
restrictions imposed by national
regulatory restrictions and project
partners’ company policies prevented
the O-RAN-based over-the-air KPls
planned at the start of the project
from being shared with BTS Group to
feed the digital twin.

To overcome this challenge mentioned and
to create an alternative KPI dataset, an OAI
platform has been built up in TCELL's servers,
and simulation-based data provided by this
OAl platform was used instead of O-RAN-
based over-the-air data (KPIs and logs).

RAN test
infrastructure
Limitations in OAl

Function
Modification and KPI
Collection for Al/ML
RAN Integration

Although the relevant data for the
initially defined Al/ML-based RAN
problem exists in OAI logs, not every
logged metric can be tracked or
accessed via xApps. Moreover,
configuration changes through xApps
are not possible at the desired level of
flexibility. Finally, modifying functions
in the OAI platform through wrapper
structures would deviate from
standardisation and prevent the

To avoid the challenge and to obtain an
Al/ML model and service that could be
integrated into the EUR testbed, an Al/ML
problem was defined using KPIs that are
guaranteed to be provided by built-in xApps
in the OAI infrastructure. Subsequently, the
model training and service design process
for this problem was carried out.
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solution from being transferred to the
testbed environment.

Limitations in OAIl KPI
Collection for RAN DT
Integration

The investigation revealed that KPM
xApp message callbacks did not
include the gNB ID, which made it
impossible to properly identify the
UEs initially. To address this limitation,
an attempt was made to inject the
gNB ID from subscription information;
however, implementing wrapper-
style code in C proved challenging
because the language lacks built-in
closures, garbage collection, and
ownership semantics.

Thanks to libffcall, the challenge of managing
captured contexts and trampolines in C was
made easier by enabling the creation of
wrapper functions that could carry states,
such as per-callback gNB IDs. Instead of
manually constructing and freeing every
context, libffcall provides methods to
allocate and free context blocks and
generate the necessary wrappers, making it
possible to reliably inject the gNB ID into
callbacks and achieve the required
functionality without memory leaks.

Table 12: Challenges and mitigation approaches regarding the project initiation and management phase.

Challenge

Description

Resolution / Mitigation

Significant delays in
the signing of the

The late start of the project caused
uncertainty in workforce planning

due to onboarding a
new contact person
on the  Turkcell
(TCELL) side.

current project | throughout the year at both partners,
agreement (grant | leading to  organisational and
agreement) synchronisation delays.

Delays encountered | The departure of the main contact

person at TCELL at the end of Q2 2025
occurred without allowing for a
proper  handover of  project
responsibilities. This disrupted the
synchronisation of both TCELL tasks
and TCELL-BTS tasks, and, more
importantly, hindered
communication with the 6G-BRICKS
and EUR team:s.

Although  administrative  rather than
technical in nature, these two factors
negatively impacted the project from its
initial phase through to completion.

Some technical challenges also necessitated
replanning for the development of certain
project components, which was addressed
through additional synchronisation efforts
between the two companies.

This process required greater effort than
anticipated, accompanied by an increased
workload and a higher frequency of
synchronisation meetings.

4.1.6 Summary of Outcomes

The following section provides a consolidated overview of the key findings from the four experimental studies
conducted within the TwinRAN project. Each study assessed the performance, scalability, and functional
correctness of the DTaaS and AlaaS components under varying numbers of connected UEs. The summarised
outcomes given below highlight the system’s behaviour in terms of end-to-end latency, message queue
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management, CPU resource utilisation, and predictive analytics capability, providing a comprehensive
understanding of the platform’s operational robustness and scalability potential.

o Experiment-#1: End-to-End Latency Assessment
General Takeaway: The telemetry pipeline is scalable and maintains low-latency and reliable message
processing even as the number of UEs increases.
The following observations/insights were made under this experimental study:
o The DTaaS pipeline exhibited stable end-to-end latency (~16—17 ms) across 1-8 UEs.
o Sending messages from xApp to Kafka accounted for most of the latency (~15 ms), while DTaaS
consumer added minimal overhead (~1.5-2 ms).
o Low variance indicates highly predictable latency even under increasing system load.
o Experiment-#2: Kafka Queue Behavior and Throughput
General Takeaway: DTaaS sustains real-time processing capability and scales efficiently under higher
traffic loads without causing harmful queuing delays.

The following observations/insights were made under this experimental study:
o0 Queue lengths grew with increasing UE load due to batching and flush interval behaviour, but
remained within safe operational limits.
o No congestion or harmful buffering delays were observed.
e Experiment-#3: CPU Resource Utilisation
General Takeaway: DTaaS microservices operate efficiently under multi-UE conditions, leaving sufficient
headroom for scaling or additional services.
The following observations/insights were made under this experimental study:
o Kafka is the primary CPU consumer; other microservices contribute to minimal overhead.
o Total CPU utilisation remained below 20% even at 8 UEs.
o Experiment-#4: AlaaS Model Execution and Prediction Performance
General Takeaway: AlaaS can be seamlessly integrated with DTaaS to enable reliable real-time or offline
KPI-based predictive analytics.
The following observations/insights were made under this experimental study:
o AlaaS successfully trained and executed multiple ML regressors (Random Forest, Decision Tree,
Gradient Boosting, XGBoost) on real KPlIs.
0 Models produced meaningful predictions across various evaluation windows.

4.2 6G-TC - Leveraging NWDAF and O-RAN Intelligence Services for Slice-Aware
Abnormal Behaviour Detection and Traffic Classification

4.2.1 Project Overview

The integration of artificial intelligence (Al) with next-generation mobile networks represents a pivotal evolution
in telecommunications. The global demand for Al-powered network solutions is growing rapidly, with market
forecasts projecting CAGRs in the range of 30-40% for Al in Networks and Al in Telecommunication segments,
depending on scope and region, underscoring the need for innovative solutions to meet emerging challenges.
For instance, the Al in telecommunications market is expected to grow at ~38.8% CAGR from 2025 to 2034, With
the emergence of 6G, services such as metaverse platforms, Industry 4.0/5.0 applications, and ultra-reliable low-

L https://www.precedenceresearch.com/ai-in-telecommunication-market
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latency communications (URLLC) demand unprecedented levels of performance, customisation, and resilience.
In this context, network slicing—and, more specifically, slice-aware Al frameworks—becomes a key enabler,
allowing dynamic resource allocation, proactive anomaly detection, and real-time optimisation across
heterogeneous environments.

The 6G-TC (Traffic Classification in 6G Networks) project, conducted under the 6G-BRICKS initiative, aims to
design, develop, and validate Al-driven, slice-aware frameworks for Traffic Classification (TC) and Abnormal
Behaviour Detection (ABD) in next-generation 6G networks. The project addresses the growing complexity of
managing highly dynamic and diverse network environments, where network slicing, real-time performance
monitoring, and adaptive control are essential for maintaining service quality, security, and energy efficiency.
The proposed TC and ABD frameworks are implemented as xApps within the near-Real-Time Radio Access
Network (RAN) Intelligent Controller (near-RT RIC), enabling real-time inference and policy generation in
accordance with Open-RAN (O-RAN) specifications.

The scope of the 6G-TC project spans the complete lifecycle of solution development—from Proof of Concept
(PoC) design and dataset enrichment to machine learning (ML) model development, testbed integration, and
validation under realistic network conditions. The ML models for TC and ABD were initially trained and validated
in the ns-ORAN? simulation environment, where a diverse, slice-specific dataset was generated for enhanced
Mobile Broadband (eMBB), URLLC, and massive Machine-Type Communication (mMTC) scenarios. These models
were subsequently deployed in both the ns-ORAN test setup (using the mmWave RAN module in ns33) and the
OpenAirinterface (OAI)*/FlexRIC>-based test setup, where real-time inference and control policy generation were
demonstrated using KPIs collected from the RAN and Core. The overall testbed replicates realistic 6G conditions
and integrates key components such as the Network Data Analytics Function (NWDAF), the near-real-time RAN
Intelligent Controller (near-RT RIC), and the Core Network (CN).

By bridging Al-based inference and real-time network control, the 6G-TC project delivers a fully functional Al-
native architecture for next-generation mobile networks. It demonstrates how slice-specific ML models can
intelligently classify traffic, detect abnormal conditions, and dynamically suggest policy control. These
advancements mark a crucial step toward achieving autonomous, self-optimising 6G networks capable of
meeting the stringent performance, reliability, and security demands of future digital ecosystems.

To ensure a standards-compliant and interoperable framework, the 6G-TC project integrates open-source
components, including OAl for Core and RAN emulation, FlexRIC for near-RT RIC operation, and the KPIMon xApp
and NWDAF for slice-aware analytics and KPI reporting. The architecture enables a decoupled yet coordinated
workflow: the KPIMon xApp and NWDAF collect and aggregate slice-level performance metrics from the RAN
and CN, respectively, while the TC and ABD xApps within the RIC utilize these KPIs to detect anomalies and derive
adaptive control policies in real time.

The system architecture, depicted in Figure 7, outlines the end-to-end workflow of the slice-aware anomaly
detection pipeline and the interaction between its key functional modules. Performance data is continuously
gathered from the RAN by the KPM xApp and from the 5G Core by the NWDAF, focusing on slice-specific KPIs
and operational statistics. These measurements are stored in centralised databases such as InfluxDB or
MongoDB, which maintain both real-time and historical records. The TC/ABD xApp accesses these data
repositories to extract the necessary features for inference. This modular approach, which separates data
acquisition from analytical processing, enhances the system’s flexibility and scalability while ensuring

2 https://openrangym.com/tutorials/ns-o-ran
3 https://www.nsnam.org/

4 https://openairinterface.org/

5 https://gitlab.eurecom.fr/mosaic5g/flexric
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interoperability across multiple data sources. It also enables efficient ML-driven decision-making within the near-
real-time RIC domain.

;! nearRT RIC (flexRIC)

influxDB/Mo
O

gNB (OAI)

* DB: database

* 5GC: 5G core

*  AMF: Access and Mobility Management Function

*«  SMF: Session Management Function

* UPF: User Plane Function

*  NWDAF: Network Data Analytics Function

* nearRT RIC: Near real time RAN Intelligent Controller

*  KPM xApp: Key Performance Measurement xApp

* TC/ABD xApp: Traffic Classification / Anomaly Behavior Detection xApp

Figure 7: The general architecture of the proposed setup.

4.2.1.1 Project Goals and Scope

The goal of 6G-TC is to develop a fully integrated Al-based system that can be deployed within an operational 6G
testbed to manage and secure network slices. The scope of the work includes:

e Dataset Enrichment: Combining real-world datasets with synthetic traffic to ensure data diversity and
robustness, addressing gaps in underrepresented slices such as mMTC.

e Al Model Development: Designing slice-aware TC and ABD models that leverage a carefully selected set of
network and radio metrics, balancing detection accuracy with computational efficiency.

o Testbed Deployment and Integration: Implementing the complete solution across three test environments:

i) ns-ORAN, using the mmWave RAN module in the ns-3 simulator and OSC RIC;
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ii) RFsim-based OAl testbed; and
iii) SDR-based OAl testbed augmented with FlexRIC and NWDAF.

e Validation and Demonstration: Conducting real-world scenario testing to evaluate detection accuracy,
robustness, and adaptability across different slice configurations.

4.2.1.2 Relevance to 6G-BRICKS

The 6G-TC project closely aligns with the 6G-BRICKS mission to build reusable, open, and standards-aligned
experimentation facilities to accelerate the development of 6G technologies. Specifically, 6G-TC contributes to
the Al-powered network intelligence objectives of 6G-BRICKS by:

e Enhancing the 6G-BRICKS experimentation facility with a new capability for Al-powered traffic classification
and anomaly detection, built entirely on open-source platforms.

e Extending nearRT RIC functionality in O-RAN with Al models for slice-specific behaviour monitoring, thus
enabling closed-loop network management and control in compliance with 3GPP standards.

e Providing validated datasets, model pipelines, and testbed deployment procedures that can be reused by
other 6G-BRICKS experiments, supporting long-term sustainability and interoperability of the facility.

e Contributing to the metaverse, Industry 4.0/5.0, smart cities, and autonomous systems use cases defined in
6G-BRICKS, by enabling low-latency, high-reliability, and secure slice-aware operations.

These outputs directly support 6G-BRICKS’ broader vision of enabling future 6G use cases such as metaverse
environments, digital twins, autonomous industry, and URLLC.

4.2.1.3 Expected Results

The expected outcomes of the 6G-TC project include:

e Development of Al-driven, slice-aware frameworks for TC and ABD, leveraging enriched datasets with both
real and synthetic traffic samples. The models are designed per slice type — eMBB, URLLC, and mMTC —
ensuring high detection accuracy and adaptability.

e Integration of the TC and ABD models into near-real-time RIC through the implementation of a TC/ADB xApp,
which operates using KPls collected by the KPIMON xApp and NWDAF. This enables intelligent, data-driven
policy generation for adaptive network control.

e Deployment and validation across multiple testbeds, including ns-ORAN for large-scale data generation and
training, and OAI/FlexRIC-based RFsim and SDR environments for standards-compliant, real-time testing.

e Demonstration of the complete ML pipeline—from data acquisition and feature engineering to anomaly
detection and suggesting policy control—showcasing its robustness, slice-awareness, and low false-positive
performance in dynamic 6G scenarios.

e Release of open-source implementations and datasets, made publicly available through the iThermAl
GitHub® Repositories, promoting transparency, reproducibility, and collaboration within the 6G-BRICKS
ecosystem.

4.2.1.4 List of Deliverables and Key Outputs

Deliverables:

6 https://github.com/iThermAl
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D1: Proof of Concept (PoC) Definition, Data Foundation, Feature Investigation, and Framework Finalisation
D2: Dataset Enrichment, Slice-Aware ML Model Development, Testbed Deployment, and Model Integration
into near-RT RIC

D3: Final Report- Summary and Concluding Remarks of the 6G-TC Project.

Key Outputs:

Open-Source Code and ML Pipelines: Complete implementation of slice-aware TC and ABD frameworks,
available in the iThermAl GitHub repositories.

End-to-End Testbed Deployments: Fully operational OAIl/FlexRIC-based environments (RFsim and SDR) and
ns-ORAN setup for data generation, training, and validation under real and simulated 6G network conditions.
Demonstration Videos: Real-time visualisation of TC and ABD functionalities, showing anomaly detection,
slice identification, and adaptive control policy generation’.

Technical Documentation: Comprehensive reports detailing architecture design, feature engineering, ML

model training, deployment workflows, and performance evaluation results.

Table 13: 6G-TC’s main deliverables and outputs.

Deliverable/Output

D1 - PoC Definition, Data Foundation,
Feature Investigation, and
Framework Finalisation

Description

Defined the Proof of Concept
(PoC), established dataset
foundations, investigated
feature sets, and finalised the
slice-aware Al framework
architecture for TC and ABD.

Status

Completed

D2 — Dataset Enrichment, ML Model
Development, Testbed Deployment,
and ML Model Integration

Prepared enriched datasets from
real-world and synthetic sources,
developed and trained Al
models, deployed them on the
OAI-FlexRIC-NWDAF testbed,
and validated their performance.

Completed

D3 - Final Report- Concluding 6G-TC
Project Remarks

Consolidates the results and
outcomes of the 6G-TC project,
showcasing end-to-end
implementation, validation
under nsORAN and OAl test
setup, and demonstration of
real-time ML-driven control and
anomaly detection capabilities.

Completed

Source Code & ML Pipelines

Implementation of traffic
classification and anomaly
detection frameworks, including

Completed

7 https://github.com/iThermAl/6g-TC-nsORAN/tree/master/demo_video
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model training scripts,
evaluation tools, and inference
pipelines.

End-to-End OAl-based Testbed Fully deployed and standards- Completed
compliant SDR-based testbed
integrating OAI, FlexRIC, and
NWDAF for real-time Al model
evaluation.

Demonstration Videos Video recordings showing real- Completed
time performance of TC and ABD
frameworks on the deployed
testbed.

4.2.2 Integration and Setup

The integration and setup phase of the 6G-TC project focused on bridging the gap between the machine learning
(ML) models developed in previous work packages and their deployment within realistic, standards-compliant
testbed environments. This phase served as a crucial step in validating the functionality, interoperability, and
performance of the Traffic Classification (TC) and Anomaly Behaviour Detection (ABD) frameworks under
operational conditions. The objective was to implement these Al-driven solutions over open-source and
experimental 5G/6G platforms, ensuring alignment with the 3GPP specifications and the architectural principles
of the 6G-BRICKS initiative.

To achieve these goals, the project undertook two complementary integration efforts. The first involved
deploying the developed ML algorithms on open-source nsORAN and OAl-based O-RAN testbed, enabling near-
real-time control loop execution and validation in a fully software-defined environment. The second effort
focused on integrating with the EUR 5G/6G Facility—an advanced, Kubernetes/OpenShift-based infrastructure—
where the xApp KPM Monitoring service was deployed and interfaced with an external database for persistent
KPI storage. Together, these activities ensured that the 6G-TC frameworks were tested in diverse deployment
scenarios, from open-source community-driven testbeds to carrier-grade experimental facilities, providing
robust insights into their adaptability, scalability, and real-world performance.

To achieve these objectives, the project implemented two complementary integration pathways. The first
involved deploying the developed ML algorithms within open-source ns-ORAN and OAI/FlexRIC-based O-RAN
testbeds. In the ns-ORAN environment, the ML models for TC and ABD were evaluated using simulated RAN
conditions, enabling large-scale data generation, algorithm validation, and performance benchmarking in a fully
software-defined setup. In the OAI/FlexRIC environment, these models were integrated into near-real-time
(near-RT) control loops through xApps running on FlexRIC, where KPI data from both the RAN and Core (via
NWDAF) were utilized for inference and slice-aware policy generation.

The second integration effort focused on extending compatibility with the EUR 5G/6G Facility—a
Kubernetes/OpenShift-based platform—by deploying the KPI Monitoring (KPIMon) xApp and connecting it to an
external database for persistent KPI collection and analysis. This configuration facilitated interoperability testing
and ensured the frameworks could function within a standards-aligned, multi-domain infrastructure.

© 6G-BRICKS 2025 Page |39



Deliverable D6.1 - Report on the tests of the 1st cycle of open call BR ECKS

Together, these activities validated the 6G-TC framework across heterogeneous environments—from ns-3—
based simulations to operational 5G/6G infrastructures—demonstrating its flexibility, scalability, and readiness
for future 6G experimental deployments.

4.2.2.1 Integration of Developed ML Algorithms over Open-Source OAl O-RAN Testbed

This subsection presents the complete integration process through which the machine learning (ML) models—
developed in WP1/WP2—were transformed into fully operational components running inside a standards-
compliant, end-to-end Open RAN (O-RAN) testbed. This activity was carried out within WP3 and WP4, which
serve as a crucial bridge between the theoretical and algorithmic work of WP1/WP2 and the practical
deployment, validation, and experimentation in real network environments. The main objective was to ensure
that the developed TC/ADB frameworks could operate seamlessly in a near-RT RIC environment, in compliance
with 3GPP and O-RAN specifications.

The integration task required a tightly coupled setup involving OAIl for RAN and core simulation, FlexRIC for RIC
hosting and E2 interface management, and custom-developed xApps for KPl monitoring and anomaly detection.
Each component had to interoperate precisely while maintaining compliance with relevant 3GPP standards,
particularly for KPI collection, E2 control signalling, and network slicing management.

Infrastructure Setup and Baseline Stabilisation:

The OAl 5G Core Network (5GC) was upgraded to the latest stable release to ensure support for multi-slice
operations. All dependent services—such as AMF, SMF, UPF, and NRF—were aligned with updated
configurations, resolving version mismatches and ensuring compatibility. This upgrade involved:

e Debugging and fixing slice configuration files to eliminate misalignments between RAN and core slice
definitions.

e Optimising service startup sequences to remove race conditions that occasionally caused gNodeB or SMF
initialisation failures.

The RAN side was configured for accurate and timely multi-slice KPI reporting. The OAl gNodeB and UE
implementations were rebuilt from the most recent codebase to ensure compatibility with updated E2 Service
Model (E25SM) implementations. Special attention was paid to ensuring accurate reporting of physical-layer and
MAC-layer metrics, which are critical for the anomaly detection pipeline.

The Network Data Analytics Function (NWDAF) was enhanced to support persistent event subscriptions and
multi-SMF monitoring. This allowed the testbed to maintain continuous observability over the network and
improved the integration of ML-based analytics with the control plane.

FlexRIC Near-RT RIC Integration:

The FlexRIC platform was deployed in a modular, containerised architecture to enable independent xApp
development, deployment, and upgrading without interrupting core RIC services. This modularity was essential
for iterative testing, as it allowed new xApp versions to be deployed and validated quickly.

The E2 interface connections from the OAl gNodeB are terminated at the near-RT RIC, using:

e E2AP (E2 Application Protocol) for control signalling.
e E2SM-KPM (Key Performance Measurement Service Model) for KPI reporting.

The correct termination and decoding of these E2 messages was critical for accurate and low-latency KPI delivery
to the ML pipeline.
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xApp Deployment and Interconnection:

Two main xApps were deployed in the RIC environment:

KPI Monitoring (KPIMon) xApp — Re-engineered for continuous, long-duration operation without service
interruption. It collects KPIs such as RSRP, MCS, BLER, PUSCH SNR, and power headroom from the
gNodeB via E2SM-KPM messages. Each KPI record is timestamped, pre-processed, and stored in a
dedicated MySQL database for both historical trend analysis and real-time ML inference.

Anomaly Detection (AD) xApp —Operates within the same near-RT RIC (FlexRIC) environment as the
KPIMon xApp. It periodically retrieves the latest KPI datasets from the MySQL database, constructing
feature vectors following the preprocessing pipeline defined in WP2. The AD xApp executes the
integrated TC and ABD ML models: the TC component first identifies the corresponding slice or service
type (SST) based on RAN-level KPIs, and the ABD component then computes anomaly scores for users
within that slice. These outputs are subsequently combined with CN KPIs gathered through the NWDAF
to enable slice-aware control policy generation. Detected anomalies, along with their associated KPI
context, slice identifiers, and anomaly scores, are logged for both operational monitoring and post-
analysis. When required, the control policy outcomes derived from this combined analysis are forwarded
to other xApps—such as the Traffic Steering (TS) xApp—to trigger policy-driven, near-real-time network
adaptations.

This dual-xApp architecture enabled a clear separation of concerns: KPI acquisition and storage are handled by
KPIMon, while inference and anomaly response are handled by AD, improving modularity, scalability, and
maintainability.

Data and Control Flow Integration:

The integrated system established a fully operational closed-loop control cycle:

KPI Generation — gNodeB continuously produces KPl metrics for active slices and sends them via the E2
interface to the near-RT RIC.

KPI Monitoring — KPIMon xApp processes incoming KPls, applies preprocessing, and stores them in the
MySQL database.

Traffic Classification and Abnormal Behaviour Detection (TC/ABD) — The AD xApp retrieves the latest KPI
data, constructs feature vectors and executes the trained ML models for traffic classification and
anomaly detection.

Control Actions — Detected anomalies are logged, and optional control triggers are passed to other xApps
for corrective actions, such as load balancing, traffic steering or slice parameter adjustment.

This closed loop provides the foundation for real-time, adaptive network management and is easily extendable
to more advanced Al-driven decision-making workflows.

Outcome:

Through this integration, WP3 and WP4 successfully operationalised Al-driven network intelligence within a
standards-compliant O-RAN testbed. The resulting platform supports:

Real-time anomaly detection.
Slice-aware decision-making.
Seamless interoperability with open-source RAN and core components.

© 6G-BRICKS 2025 Page | 41



Deliverable D6.1 — Report on the tests of the 1st cycle of open call BR .CKS

e A scalable foundation for future closed-loop control and adaptive network behaviour in advanced 5G
and emerging 6G scenarios.

This work not only validated the theoretical models developed in earlier WPs but also demonstrated their
robustness and applicability in realistic, live network conditions—marking a critical milestone in the 6G-TC
project’s contribution to the broader 6G-BRICKS initiative.

("

KPIMon xApp ]

e

Thp, PRB Usg, RSRP, SNR, RLC 50U Delay, BLER, MCS i
MySQL DB
E42 ¢lnt

E42 srv (36422 sctp)

App APIs

near-RT RIC (FlexRIC)

E2 srv (36421/sc1p)

E2 clnt

OAI 5G CN

OAIl gNB OAl UE

AMF, SMF, AUSF, UDM, S e
UDR, NRF, UPF Monolithic gNB, RF Simulator

W3 uHsEE

RF Simulator

B
H
g

Figure 8: Architecture of the deployed OAI O-RAN testbed.
4.2.2.2 Implementation over SDR-Based OAI Testbed

This subsection details the deployment and validation of the ML-supported frameworks on a software-defined
radio (SDR)-based OAl testbed. Unlike the virtualised/containerised integrations, this implementation introduces
real RF transmission and reception into the loop, offering a hardware-in-the-loop environment for over-the-air
(OTA) testing. This allows the system to be validated under realistic wireless channel conditions, interference,
and propagation effects, which are critical for 6G-readiness.

OAI SDR Hardware and Software Deployment:

The deployment of the SDR-based OAI testbed required a carefully planned process to ensure seamless
integration of hardware and software components, stable over-the-air (OTA) operation, and readiness for
hosting the developed algorithms. This stage involved preparing the host computing environment,

configuring the SDR hardware, installing and setting up the OAIl software stack, and verifying functional
connectivity between the testbed components.
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The Figure 9 illustrates the high-level architecture of the E2E SDR-based OAl testbed, showing the interaction
between the USRP hardware, OAl components, and developed algorithms in xApp.
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Figure 9: The high-level architecture of the E2E SDR-based OAl testbed.

Hardware Preparation and Configuration:

The testbed relies on Ettus Research USRP B210 devices as the SDR platform, selected for their full-duplex
capability, wide tuning range. Before integration with the OAl stack, the hardware setup process began with the
installation of the Universal Hardware Driver (UHD) to enable communication between the host PC and the USRP.
Device connectivity was verified using the uhd_find_devices command, ensuring proper recognition of the
hardware. USB 3.0 connections were configured to guarantee the high data throughput required for real-time
baseband processing. The devices were tested in loopback and simple transmission/reception modes to validate
RF front-end functionality prior to integration.

Host Machine and Operating System Setup:

The host machines for both the OAI Core Network (CN) and the gNodeB (gNB) were provisioned with high-
performance specifications to support real-time signal processing and network functions. Ubuntu LTS was
chosen as the operating system to ensure long-term stability and compatibility with OAI. In some
configurations, virtualisation was employed using VirtualBox, enabling USB passthrough to connect the
USRP hardware directly to virtualised environments. This setup allowed separation between the CN and gNB
instances for better modularity and ease of maintenance.

OAl Installation and Configuration:

The OpenAirinterface software was installed from the official repositories, ensuring that the latest stable
release with 5G NR support was used. Separate builds were configured for the CN and gNB components. The
CN setup included the AMF, SMF, UPF, and associated network functions, configured to operate in
standalone mode. Network parameters such as PLMN ID, TAC, and IP addressing were aligned with the gNB
configuration to ensure successful attachment of UEs. On the RAN side, the gNB was configured to operate
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with appropriate subcarrier spacing, carrier bandwidth, and transmission power to match the hardware
capabilities and intended OTA conditions.

Over-the-Air (OTA) Integration and Testing:

Following software deployment, the gNB was connected to the USRP B210 and the CN via a high-speed IP
network. OTA tests were performed with SDR-based UEs to validate the full data path from UE through the
gNB to the CN and back. These tests included initial registration, PDU session establishment, and throughput
measurement to verify both control and user plane functionality. Adjustments to synchronisation
parameters, frequency offsets, and timing advance values were made to optimise performance in the OTA
environment.

Readiness for Algorithm Integration:

With the testbed fully operational, it was prepared for the integration of the developed algorithms. This
involved ensuring that data collection mechanisms were in place for KPIs such as throughput, RSRP, and
error rates, as well as enabling control interfaces (e.g., 3GPP-compliant APIs or O-RAN E2 interface) for
algorithm-driven network adjustments. The verified stability of the OTA connection and compatibility of the
OAl environment with external control modules ensure that the testbed can support realistic, closed-loop
testing of the algorithms in subsequent phases.

The Figure 10 illustrates the physical and logical deployment of the SDR-based OAI testbed, showing the
connections between the CN, gNB, USRP hardware, and UEs.
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Figure 10: The physical and logical deployment of the SDR-based OAI testbed.

4.2.2.3 Integration with the EUR 5G/6G Facility

This subsection describes the integration process of the developed Al-based network intelligence components
into the EUR 5G Facility used in the 6G-BRICKS project, a Kubernetes/OpenShift-based 5G experimentation
environment. This work complements the OAIl O-RAN testbed integration (Section 2.1) by enabling validation of
the anomaly detection and traffic classification frameworks in a separate, fully managed, standards-aligned
testbed infrastructure. The activity was essential for verifying cross-platform portability, robustness, and
operational reliability of the deployed solutions in environments with different orchestration, service definition
formats, and deployment policies.

The EUR 5G/6G Facility leverages a customised ETSI MEC model format for defining services and applications
within its containerised infrastructure. The integration process required adapting deployment descriptions,
Docker images, and runtime configurations to comply with these custom definitions while maintaining functional
equivalence with the OAI/FlexRIC deployment described in Subsection 2.1. This work was conducted in close
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collaboration with EUR’s engineering team, who provided continuous feedback, configuration reviews, and
targeted troubleshooting support throughout the deployment process.

The deployment aimed to integrate the slice-aware TC and ABD pipeline with the EUR 5G facility by:

1.

Deploying the xApp KPM Monitoring Service: The deployment involved packaging the xApp KPM
Monitoring service into a Docker container and defining its deployment parameters in a YAML file
compliant with EUR’s orchestration requirements. The xApp was deployed as a RAN-type service in the
EUR 5G/6G Facility’s MEC environment, leveraging their Kubernetes/OpenShift cluster for container
lifecycle management. The containerised service was configured to connect to EUR’s FlexRIC-based RIC
platform, enabling the collection of Key Performance Metrics (KPMs) from the gNodeB in real time.
Service ports, protocols (e.g., SCTP), and configuration file mounts were explicitly defined to ensure
proper connectivity and integration with EUR’s existing network components.

Establishing a Stable Communication Link: The xApp KPM Monitoring service was designed to store all
collected KPIs in a dedicated MySQL database for persistent storage and later analysis. Due to security
policies and restricted database hosting capabilities within the EUR environment, we deployed the
MySQL database on our own remote server. The database was configured for public access with secure
credentials and IP-based restrictions to allow the EUR-hosted xApp to write KPI data in real time. The
connection between the xApp and the MySQL database was tested extensively to ensure reliability, low
latency, and no packet loss, as this database serves as the primary repository for subsequent Al model
training and evaluation.

Ensuring Alignment with EUR’s Application Descriptor Format: EUR employs a customised format for
application descriptors when defining and deploying services within its infrastructure. Our deployment
YAML was structured according to their schema, which required specific fields (e.g., type, vimld, mepld,
version, packages) and compliance with their orchestrator’s parsing rules. We engaged in an iterative
review process with the EUR engineering team, adjusting field values, dependencies, and network
annotations to meet the exact requirements of their orchestration system. This ensured seamless
integration without breaking existing workflows, minimising deployment errors, and guaranteeing
compatibility with the facility’s CI/CD environment.

Resolving Compatibility Issues: During initial integration attempts, discrepancies between our
configuration files and EUR’s live 5G network parameters were identified, particularly in network
interface bindings, VLAN assignments, SCTP endpoint configurations, and IP addressing schemes. The
EUR team provided reference configuration files for the 5G Core, gNodeB, and UE setups, which we
aligned with our xApp and RIC configurations. This alignment involved synchronising PLMN IDs, adjusting
gNodeB parameters (e.g., cell IDs, tracking areas), and ensuring protocol compatibility for smooth data
exchange. We also performed targeted bug fixes to address issues in message parsing and metrics
collection caused by mismatched configuration syntax and outdated parameter values.

This process required continuous coordination with the EUR engineering team to ensure service compatibility,
successful deployment, and smooth execution of the xApp within the facility’s ecosystem.

Coordination and Deployment Preparation:

Over several months, we maintained ongoing collaboration with the EUR 5G facility engineering team to ensure
a smooth integration of our xApp into their advanced infrastructure. This collaboration involved several key
activities aimed at aligning our deployment strategy with EUR's operational requirements and technical
standards.
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We began by requesting detailed deployment documentation from the EUR team. This documentation was
crucial for understanding the specific requirements and constraints of their 5G facility, including network
architecture, service deployment protocols, and security policies. By obtaining this information early in the
process, we were able to tailor our deployment approach to fit seamlessly within their existing framework.

Next, we engaged in a process of submitting modified configuration files for review and iterative refinement.
This step was essential for ensuring that our configurations met EURs standards and could be effectively
integrated into their system. The review process involved multiple rounds of feedback, where the EUR
engineering team provided insights and suggestions for improvements. This iterative approach allowed us to
address potential issues proactively and refine our configurations to enhance compatibility and performance.

A significant aspect of our preparation involved aligning on a customised format for application descriptors for
defining services within EUR’s orchestration environment. EUR’s infrastructure requires deployment definitions
in a MEC ETSI model-based YAML format, specifically adapted for its Kubernetes/OpenShift orchestration. This
format is designed to facilitate the deployment and management of services in a cloud-native environment,
ensuring that all components can communicate effectively and operate within the defined parameters.

Key fields in the MEC ETSI model format included:

e Type: This field specifies the category of the service being deployed, such as core-network, RAN, or MEC-
APP. For our KPM Monitoring xApp, we designated it as a RAN-type service, which is critical for its
integration with the radio access network components.

e vimld and mepld identifiers: These identifiers are essential for resource management and service
orchestration. The vimld refers to the Virtualised Infrastructure Manager, while the mepld identifies the
specific MEC platform where the service will be deployed. Properly configuring these identifiers ensures
that our xApp can leverage the appropriate resources within the EUR environment.

e Name, version, and associated packages: The name field provides a unique identifier for the service,
while the version field indicates the specific iteration of the service being deployed. The associated
packages field lists any additional software components or dependencies required for the service to
function correctly. This structured approach to defining our service ensures that all necessary elements
are accounted for, facilitating a successful deployment.

The service definition for the KPM Monitoring xApp meticulously followed this schema, ensuring compatibility
and successful orchestration within EUR’s infrastructure. By adhering to these standards, the risk of deployment
errors was minimised and ensured that our xApp could operate effectively alongside other services in the 5G
testbed. This thorough preparation laid the groundwork for a successful integration, enabling the leverage of
EUR's advanced capabilities for our Al-driven monitoring and analytics objectives.

Required Configurations, Software Components, and Adaptations:

Docker Image Preparation: To facilitate the deployment of our xApp and its associated components, we created
and published Docker images for several critical elements of the 5G infrastructure. These included images for
the gNodeB, RAN components, and the xApp KPM Monitoring module. Each Docker image was meticulously built
to encapsulate all necessary dependencies and configurations, ensuring that they could run seamlessly within
the EUR environment. The images were hosted in our public Docker Hub repository, making them easily
accessible for deployment and troubleshooting by the EUR engineering team. By utilising Docker, we ensured
that our components could be deployed consistently across different environments, reducing the likelihood of
discrepancies that could arise from variations in system configurations. This containerization approach also
simplified the process of scaling and updating the services as needed.
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Repositories

All repositories within the ithermaibgtc namespace

All content Create a repository

Name Last Pushed Contains Visibility Scout

ithermaibgtc/xapp-kpm-mon-5g-facility 16 days ago IMAGE Public Inactive

thermaibgtc/o out onth ago IMAGE Public Inactive

about 1 month ago Public Inactive

3 months ago Public Inactive

Figure 11: The developed Docker images are hosted on Docker Hub under the ithermai6gtc repository.

Deployment Alignments and Bug Fixes: During the initial deployment phase, we encountered several challenges
that required prompt attention and resolution. One of the primary issues was configuration mismatches between
our files and the EUR 5G Core, gNodeB, and UE setup. These mismatches often stemmed from differences in
parameter naming conventions and interface bindings, which could lead to communication failures and
operational inefficiencies. To address these issues, the EUR team provided us with their configuration templates,
which served as a reference for aligning our setup with their established standards. We carefully reviewed and
modified our configuration files to ensure functional integration, synchronising key parameters such as network
interface bindings, VLAN assignments, and SCTP endpoint configurations. This alignment process was critical for
ensuring that our xApp could communicate effectively with the existing network components and operate within
the defined parameters of the EUR testbed. Additionally, we conducted thorough testing to identify and resolve
any remaining bugs related to message parsing and metrics collection. This involved debugging the integration
points between our xApp and the EUR infrastructure, ensuring that data was transmitted accurately and
efficiently. We successfully uploaded the prepared YAML file to the EUR 5G infrastructure using their web-based
user interface. The service status indicated that it was running successfully. Below are some screenshots of the
EUR 5G infrastructure Ul and our deployed xApp service.

Services/new-itherm-svc/SubServices/kpm-xapp-32659219/NFs

O Name 1 Status Interfaces
10.244.0.230 (eth0;
O kpm-xapp INSTANTIATED e i )
192.168.19.6 (sbi)
Rows perpage: 5+ 1-10f1

Figure 12: Service status of the deployed xAPP on the EUR 5G testbed used in the 6G-BRICKS project.
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Add a New Sub-service

thernaigtc/xapp-kpm-mon-5g-facility: latest

Figure 13: Service creation using the developed algorithms over the EUR 5G/6G testbed used in the 6G-BRICKS project.

MySQL Integration: A key aspect of our design was the requirement for a dedicated MySQL database to facilitate
persistent storage of Key Performance Indicators (KPIs). This database would serve as a central repository for the
metrics collected by the xApp, enabling both real-time monitoring and offline analysis. Initially, we attempted to
host the MySQL database within the EUR environment; however, this approach was met with challenges due to
restricted database access policies in place. These restrictions limited our ability to configure the database for
optimal performance and security within the EUR infrastructure. In response to these challenges, and following
recommendations from the EUR team, we opted to deploy the MySQL database on our own remote server. This
server was configured for public access, with secure credentials and IP-based restrictions to ensure that only
authorised services could connect. The EUR-hosted xApp was then configured to send KPI metrics directly to this
external database, allowing for real-time data ingestion and storage. This setup not only provided a reliable
solution for KPI storage but also facilitated the integration of our Al-driven processing pipeline, which relies on
historical data for model training and evaluation. By ensuring that the xApp could communicate effectively with
the remote MySQL database, we established a robust framework for ongoing performance monitoring and
analytics, laying the groundwork for future enhancements and scalability in our 6G-TC project.
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MANAGEMENT
Connection Name
Local instance MySQL80
> Host: beyranvand rver Status g o
Socket: MysQL Running 84% 4
My < Port 3306
Server Verson: 8.0.43 (MySQL Community Server - GPL)
Compiled For: Win64 (x86_64)
ConfigurationFike:  C:\ProgramData\MySQL\MySQL Server 8.0\my.ini
Running Since: HMon Aug 11 15:21:47 2025 (0:01) Key Efficien
Refresh 5.29 KB/s 0.0%
Availab'e Server Features - -
Pesformance Schema on Vindows Authentcation: off Sacion be 08 Buie 1 nage
Thread Posi: nje Passnord Vaidaton: / 0 12.9%
Memcached Plugn: nja Audt Log:

nfa
Semisync Rephcation Plugin: nfa Frewall: nfa
SSL Availabiity on Firewall Trace: nfa
ncOB Reads per Second noD8 Wiles per Second
0 0

Server Directories

Base Directory: C:\Program Files\MySQL\MySQL Server 8.0\
P Data Owectory: C:\ProgramData\MySQL\MySQL Server 8.0\Data\
Disk Space n Data Dr:  Could not determine
Pluging Derectory: C\Program Files\MySQL\MySQL Server 8.0\lib\phugin\
Tmp Directory: C\WINDOWS\SERVIC~1\NETWOR~1\AppData\Local\Temp
No object selected Emor Log On . \BEYRANVAND.crr
General Log: off
Siow Query Log: On  BEYRANVAND-slow.log
Replica

i this server is not a replica in a replication setup

Authentication

Figure 14: The deployed MySQL database hosted on a remote server connected to the EUR 5G testbed in the 6G-
BRICKS project.

Deployment Procedure:

Deployment YAML To facilitate the deployment of the KPM Monitoring xApp, we meticulously prepared a YAML
file that defined all necessary parameters for the service. This file is crucial for ensuring that the xApp is correctly
configured and can operate seamlessly within the EUR 5G infrastructure. The key specifications included in the
YAML file were as follows:

e Service Type: We designated the service type as ran, indicating that it is a Radio Access Network
component. This classification is essential for the orchestration system to understand how to
manage and interact with the service within the broader network architecture.

e Docker Image: The YAML file specified the Docker image to be used for the deployment, which was
ithermai6gtc/xapp-kpm-mon-5g-facility:latest. This image contains all the necessary components
and dependencies required for the xApp to function correctly, ensuring that it can be deployed
consistently across different environments.

e Execution Command: The command to execute the xApp was defined as:

stdbuf -00 /xapp/build/examples/xApp/c/monitor/xapp_kpm_moni_5g_facility
This command ensures that the xApp runs with the appropriate output buffering settings,

allowing for real-time data processing and logging.

e Networking Parameters: We configured essential networking parameters, including the SCTP port
set to 36422 and the internal IP address assigned as 192.168.19.6. These settings are critical for
establishing communication between the xApp and other network components, ensuring that data
can be transmitted and received without issues.
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e Volume Mounts for Configuration Files: The YAML file included specifications for volume mounts,
particularly for configuration files such as flexric.conf. This allows the xApp to access necessary
configuration settings at runtime, ensuring that it operates with the correct parameters and
integrates smoothly with the FlexRIC platform.

Hardware Architecture: The architecture was specified as x86-intel, indicating the type of hardware
on which the xApp would run. This information is important for ensuring compatibility with the
underlying infrastructure.

Once the YAML file was finalised, it was uploaded through EUR’s web-based deployment user interface.

This action initiated automated container orchestration and service provisioning, allowing the

Kubernetes/OpenShift environment to handle the deployment process efficiently.

type: ran
vimId: experiments
name: kpm-xapp
order:
kpm-xapp
packages:
- name: kpm-xapp
osContainerDesc:
- name: kpm-xapp
privileged: true
image:
id: "1"
name: "“ithermaiégtc/xapp-kpm-mon-5g-facility:latest”
command :
"/bin/sh"
w_cn
"stdbuf -0@ /xapp/build/examples/xApp/c/monitor/xapp_kpm_moni_5g_facility"
description: xApp KPM Monitoring
ports:
- name: sbi
containerPort:
protocol: SCTP
exposeTo: internal
ipAddress:
annotations:
“"netsoft/ran-network: oai"
architecture: x86-intel
bootData:
- file: ./conf/flexric.conf
mountPoint: /usr/local/etc/flexric/

Figure 15: The YAML file used for integration with the EUR 5G testbed in the 6G-BRICKS project.

Verification on EUR Infrastructure: After the deployment was completed, we conducted a series of verification
steps to ensure that the xApp was functioning as intended within the EUR infrastructure. The following
observations were made:

e Service Status: The service status displayed in the EUR Ul confirmed that the xApp was running
successfully. This status check is vital for validating that the deployment process was executed
correctly and that the service is operational.

e lLog Monitoring: We reviewed the logs generated by the xApp, which indicated a successful
connection to the remote MySQL database. This connection is crucial for the xApp to store and
retrieve KPI metrics, and its successful establishment confirmed that the integration with the
database was functioning as expected.
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e Real-Time Data Streaming: The xApp began streaming KPI data in real time, including metrics such
as PRB usage, throughput, and latency. This capability is essential for monitoring network
performance and enables the Al-driven processing pipeline to analyse data for insights and anomaly
detection.

Through these verification steps, we ensured the successful deployment of the KPM Monitoring xApp
and its full integration into the EUR 5G testbed.

Support and Changes Requested from Testbed Team:

The integration process for the 6G-TC project necessitated direct and ongoing assistance from the EUR facility
team to ensure a successful deployment of the xApp within their advanced 5G testbed. This collaboration was
critical for addressing various technical challenges and optimising the deployment environment. The specific
support and changes requested included the following:

e Allocating Dedicated Compute Resources: To ensure optimal performance of the xApp, we requested
the allocation of dedicated compute resources within the EUR infrastructure. This included specifying
the required CPU, memory, and storage resources necessary for the xApp to operate efficiently. By
having dedicated resources, we minimised the risk of resource contention with other services running
on the testbed, which could potentially impact the performance and reliability of our monitoring
application.

e Adjusting Network VLAN and IP Routing: To facilitate seamless communication between the xApp and
the MySQL database, we requested adjustments to the network VLAN configurations and IP routing. This
was essential for establishing a secure and efficient connection that would allow the xApp to send and
receive KPI data without latency or connectivity issues. The EUR team worked to ensure that the
necessary firewall rules and routing paths were in place, enabling smooth data flow between the xApp
and the external database.

e Enabling SCTP Connectivity: The xApp required SCTP (Stream Control Transmission Protocol) connectivity
to communicate effectively with the gNodeB. We requested the EUR team to enable SCTP support within
the network configuration, ensuring that the xApp could establish reliable connections for data
transmission. This step was crucial for the real-time monitoring capabilities of the xApp, as SCTP provides
features such as multi-streaming and message-oriented communication, which are beneficial for
handling KPI data.

e Providing Debug-Level Logging: To facilitate troubleshooting and performance monitoring, we requested
the implementation of debug-level logging for the xApp. This logging capability would allow us to trace
the container initialisation process and monitor the flow of KPI data throughout the system. By capturing
detailed logs, we could identify potential issues early, analyse performance bottlenecks, and ensure that
the xApp was functioning as intended. The EUR team assisted in configuring the logging framework to
capture relevant metrics and events, providing valuable insights into the operational status of the xApp.

Through this structured integration process, the 6G-TC project successfully established an Al-enabled monitoring
and analytics pipeline. This collaboration not only ensured the effective deployment of the xApp but also laid the
groundwork for scalable, slice-aware Al deployment in future 6G testbed environments. By leveraging the
expertise and resources of the EUR facility in 6G-BRICKS, we positioned the 6G-TC project for success in advancing
the state of Al applications in next-generation telecommunications.

© 6G-BRICKS 2025 Page | 51



Deliverable D6.1 - Report on the tests of the 1st cycle of open call BR ECKS

4.2.3 KPIs and Experiment Metrics

Accurate and comprehensive Key Performance Indicator (KPl) monitoring is central to validating the performance
of both the network infrastructure and the Al models developed in the 6G-TC project. Given the project’s dual
focus on Traffic Classification (TC) and Abnormal Behaviour Detection (ABD), KPIs serve not only as operational
metrics for the 6G-ready network slices but also as input features and evaluation targets for the deployed
machine learning (ML) models. By aligning KPI selection and measurement methods with O-RAN and 3GPP
specifications, we ensure that the experimental results remain directly relevant to real-world deployments and
compatible with the 6G-BRICKS experimentation framework.

The KPIs tracked in this project span multiple layers of the network stack, from physical layer parameters such
as Reference Signal Received Power (RSRP) and Modulation and Coding Scheme (MCS) to service-level metrics
like throughput and latency. These metrics are captured for each slice type—eMBB, uRLLC, and mMTC—to
enable slice-aware performance analysis and ensure SLA compliance under varying traffic loads and radio
conditions. In parallel, ML model performance KPIs, including classification accuracy, precision, recall, and
anomaly detection F1-score, provide a quantifiable measure of the Al-driven decision-making quality.

Data for these KPIs was sourced from both synthetic environments—via the ns-3 + ns-O-RAN simulator—and
physical OAIl/FlexRIC-based testbeds, including deployments in the EUR 5G Facility. This multi-environment
approach allowed us to collect diverse datasets covering controlled simulation scenarios, realistic lab conditions,
and live over-the-air experiments. The collected KPIs were systematically organised in a central MySQL database,
ensuring consistency in data processing and enabling seamless integration with the WP2-developed ML pipeline
for real-time and offline analysis.

4.2.3.1 Target KPIs

The selection of KPls in this project was driven by the dual need to evaluate both network performance and ML
model effectiveness within a 6G-ready, slice-aware environment. Network KPIs such as RSRP, MCS, BLER, and
PUSCH SNR provide essential insight into radio link quality, coverage conditions, and resource utilisation. These
parameters are fundamental for assessing the performance and stability of the radio access network and are
also critical inputs for the ML-based anomaly detection models. For example, a sudden drop in RSRP or an
unexpected spike in BLER may indicate network degradation, triggering the anomaly detection xApp to initiate
further analysis or policy actions.

Beyond physical-layer KPls, service-level indicators such as throughput and latency are central to evaluating the
ability of each network slice to meet its Service Level Agreements (SLAs). These KPls are particularly important
when differentiating between slices such as eMBB (focused on high throughput), uRLLC (requiring ultra-low
latency), and mMTC (prioritizing connection density and energy efficiency). In parallel, model-level KPIs like
Traffic Classification Accuracy and Anomaly Detection Precision/Recall ensure that the Al models developed in
WP2 meet the accuracy and reliability requirements for real-world deployment.

The integration of both network and model KPIs into a single monitoring and evaluation framework allows for a
holistic view of system performance. This approach ensures that improvements in network conditions can be
directly correlated with Al decision-making quality and vice versa. Such a comprehensive KPI strategy enables
fine-tuned optimisation of closed-loop control in near-real time, which is a cornerstone of the 6G-TC project’s
contributions to the 6G-BRICKS ecosystem.

4.2.3.2 Measurement Methods

The methodology for KPI measurement combines real-time streaming telemetry from operational testbeds with
offline evaluation pipelines for model assessment. Network-level KPIs are primarily collected via the E2SM-KPM
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service model, which is part of the O-RAN specifications for performance monitoring. The KPIMon xApp plays a
central role in this process: it subscribes to KPI event streams from the gNodeB, parses and preprocesses the
data, and stores it in a structured format in the MySQL database. This ensures that data is not only available for
real-time monitoring but also preserved for historical trend analysis of ML models.

For model-level KPIs, the process involves the evaluation of trained Al models against controlled datasets. This
includes the synthetic datasets generated from the ns-3 + ns-O-RAN simulator as well as datasets collected from
real-world OAI and EUR testbed runs. The preprocessing stage strictly follows the WP2 feature engineering
pipeline to maintain consistency between training and inference phases. By aligning dataset preprocessing across
all environments, the project avoids data drift issues that could degrade model accuracy over time.

A key element of the measurement methodology is slice-aware KPI tagging. Each KPI record is annotated with its
associated slice ID, ensuring that the performance of individual slices can be tracked independently. This is
particularly important when validating SLA compliance for different service types and when fine-tuning ML
models to recognise slice-specific traffic and anomalies. This systematic, per-slice measurement approach
ensures that both network and Al performance can be monitored with high granularity.

e Network-Level KPIs were collected directly from the gNodeB via the E2SM-KPM service model, which
transmits telemetry to the near-RT RIC in near real time. The KPIMon xApp was responsible for subscribing
to KPI events, preprocessing them, and storing them in a MySQL database for historical analysis and
downstream ML inference.

e Model-Level KPIs (e.g., accuracy, precision, recall) were computed offline using Python-based evaluation
pipelines that matched the WP2 preprocessing and feature engineering stages.

e Slice-Specific KPI Segregation was implemented to ensure that all metrics were tagged with the appropriate
slice ID (e.g., eMBB, uRLLC, mMTC) to enable per-slice performance tracking.

e Synthetic Data Evaluation was conducted using the ns-3 + ns-O-RAN simulation framework, which generated
rich labelled datasets for model training and benchmarking.

e Real-World Integration ensured that the same KPIs were collected in the OAl and EUR testbeds without
modification to the data collection interface.

4.2.3.3 Tools and Data Sources

The tools and data sources for KPI collection and analysis span both simulation and physical testbed
environments, ensuring a wide range of test scenarios and data diversity. The ns-3 + ns-O-RAN simulator was the
primary environment for generating synthetic datasets during WP2. This simulator integrates a 3GPP-compliant
mmWave RAN stack with an O-RAN E2 interface, enabling realistic modelling of physical channel conditions
alongside E2SM-compliant KPI reporting. This capability was critical for producing labelled training datasets
covering eMBB, uRLLC, and mMTC slices under diverse channel and traffic load conditions.

In the real-world deployments, the OpenAirinterface (OAl) implementation of the 5G Core and gNodeB provided
the live KPI streams needed for operational validation. The FlexRIC near-RT RIC served as the execution
environment for the KPIMon and ABD xApps, facilitating subscription to KPI events and triggering of anomaly
detection logic. All KPI data was persistently stored in a MySQL database, which acted as the central repository
for both real-time monitoring and batch analysis. This setup also enabled integration with external visualisation
platforms such as Grafana, which were occasionally used for debugging and live monitoring during experiments.

The Python-based ML pipeline developed in WP2 was directly integrated into the data processing workflow,
allowing for automated ingestion of KPIs from the MySQL database into feature vectors suitable for ML inference.
This pipeline implemented all required preprocessing, including normalisation, windowing, and slice-specific
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feature selection. By ensuring tight coupling between KPI collection tools and ML processing pipelines, the
project achieved a seamless transition from raw network telemetry to actionable Al-driven decisions,
maintaining both efficiency and reproducibility.

The following tools and data sources were employed for KPI collection and analysis:

ns-3 + ns-O-RAN Simulator: Provided detailed, labelled synthetic datasets covering diverse network
conditions and service slices.

OpenAirinterface (OAI) 5G Core and gNodeB: Generated real-time KPI streams in a standards-compliant
environment.

FlexRIC Near-RT RIC: Hosted the KPIMon and ABD xApps, enabling E2SM-KPM subscription and anomaly
detection workflows.

MySQL Database: Persistent storage for KPI records, enabling historical analysis and training dataset
generation.

Python ML Pipeline: Implemented feature engineering, hierarchical clustering for pseudo-label generation
(used for evaluation and threshold calibration), and deep learning models, including slice-specific Variational

Autoencoder (VAE)-based ABD frameworks trained exclusively on normal behaviour.
Grafana Dashboards (optional): Used during testing for real-time visualisation of KPI trends.

Table 14: 6G-TC Project's KPlIs.

KPI

Reference Signal
Received Power (RSRP)

Definition

Average received power of
LTE/NR reference signals,
measured in dBm.

Target Value

> -95 dBm for stable
connectivity

Methods

Measured using UE-
side RSRP reporting
and cross-verified with
gNodeB
measurements.

Modulation and Coding
Scheme (MCS)

Adaptive modulation and
coding index used for data
transmission, reflecting
link quality.

Adaptive; optimised for
link conditions

Recorded from
gNodeB PHY layer logs
via FlexRIC E2SM-KPM.

Signal-to-Noise Ratio
(SNR)

Ratio of received signal
power to noise power,
measured in dB.

> 20 dB for high-
reliability links

Derived from PHY
layer measurements in
OAl gNodeB logs and
UE reports.

5G QoS Identifier (5Ql)

Identifier that defines QoS
characteristics for a
specific flow or slice.

Slice-specific: eMBB: 7,
URLLC: 80, mMTC: 9

Monitored via NWDAF
subscription and SMF
QoS configuration
files.

Uplink Buffer Size (UL
Buffer)

Amount of uplink data
waiting for transmission in
UE or gNodeB buffers.

Maintain < 50% of
maximum buffer
capacity

Measured via MAC
scheduler statistics
from gNodeB logs.
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Abnormal Behaviour
Detection Rate

Percentage of true
anomalies correctly
detected by ABD models.

> 95% detection
accuracy

Evaluated by
comparing model
predictions with
labelled anomalies
from synthetic and
real datasets.

Traffic Classification
Accuracy

Percentage of flows
correctly classified into
their respective
slice/application category.

2 97% accuracy

Computed from model
inference results on
test datasets in WP2
pipeline.

Fl1-score (Anomaly
Detection)

Harmonic mean of
precision and recall for
anomaly detection model.

>0.95

Calculated from
confusion matrix on
validation datasets.

4.2.4 Results and Performance Evaluation

The evaluation of the developed slice-aware ML models, implemented within the testbed framework, was
carried out by examining a range of KPIs defined earlier in Section 3. These KPIs, including Accuracy, Precision,
Recall, and F1-score, provide comprehensive insights into how effectively the models achieve the objectives of
traffic classification (TC) and anomaly behaviour detection (ABD). The reported results not only validate the
models’ technical soundness but also provide important evidence that the deliverables align with the expected
outcomes of the 6G-TC project.

A series of experiments were conducted using datasets that integrate both synthetic traffic (generated in ns-O-
RAN simulations under various channel and mobility conditions) and enriched datasets from real-world traffic
traces. Each dataset represents slice-specific traffic classes (eMBB, uRLLC, mMTC), enabling us to evaluate
whether the ML pipeline generalises across heterogeneous environments.

4.2.4.1 Generated Dataset

We generated multiple dataset scenarios to validate the pipeline over realistic load and stress conditions
following the generation of raw time-series telemetry from the ns-3/ns-O-RAN simulation environment. The
scenarios include baseline UE populations (12, 24, 36 UEs) and constrained / high-mobility variants
(LowBW_LowBS 36ue and LowBW_LowBS 36ue HighSpeedUE). The resulting datasets contain tens of
thousands of per-UE time-series samples (e.g., 36,003 samples for the 12-UE baseline and ~21.6k samples for
the LowBW/LowBS scenarios), ensuring statistical diversity across operating points. These scenarios were
designed so UEs are evenly split across the three target slices (eMBB, uRLLC, mMTC) by IMSI ranges, which
facilitates slice-aware analysis. The table below summarises the dataset scenarios and their corresponding
number of samples. This scaling ensures that preprocessing and feature engineering steps are validated not
only for small-scale deployments but also for denser multi-slice environments.

Table 15: The generated dataset scenarios and their corresponding numbers of samples.

UE Scenario Total Samples Description
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12 UEs 36,003 Baseline scenario with 12 UEs (4 per slice: eMBB,
UuRLLC, mMTC)
24 UEs 25,960 Baseline scenario with 24 UEs (8 per slice)
36 UEs 28,812 Baseline scenario with 36 UEs (12 per slice)
LowBW_LowBS_36ue 21,617 36 UEs under low bandwidth (BW) and reduced

base station density conditions

LowBW_LowBS 36ue_ HighSpeedUE 21,630 36 UEs with low BW/low BS density and high-
mobility user conditions.

The datasets considered (ds_12ue, ds_24ue, ds_36ue, ds_36ue_LowBW_LowBS, and
ds_36ue_LowBW _LowBS HighSpeed) represent diverse traffic loads and environmental conditions. These range
from controlled, small-scale environments (12 UEs) to stress-test scenarios with high mobility, reduced
bandwidth, and limited base stations, which are representative of future 6G challenges.

The simulation environment produces per-UE telemetry capturing >100 metrics across protocol layers: physical
(SINR, transmit power, modulation), MAC/RLC (PRB usage, buffers, scheduling delays), PDCP/transport
(throughput, packet volumes, latency), and RRC/control (serving / neighbour cell IDs, mobility state). Each record
corresponds to a fixed reporting interval and yields multi-variate time-series per UE. The raw richness provides
many potential features but also requires aggressive cleaning to remove identifiers, constants, sparsity and
redundancies before ML use.

Preprocessing pipeline (multi-step filtering and cleaning):

The feature preprocessing pipeline follows a staged approach:

e Removal of identifier/metadata columns (e.g., timestamps, uelmsiComplete, global counters, cell ID
fields) to avoid leaking trivial or non-informative signals.

e Constant feature elimination: features with zero variance across samples were dropped (25 features
removed in this step).

e Sparse feature pruning: features with >50% zeros/missing values were removed (37 features removed),
reducing noise from rarely triggered counters.

e Correlated-feature reduction: highly correlated pairs (Pearson r > 0.98) were pruned, keeping one
representative per group (12 features removed). This step prevents multicollinearity and improves
interpretability.

e Permutation Feature Importance (PFl): after the above pruning, PFI was used (with hierarchical
clustering as the reference) to quantify each remaining feature’s contribution to clustering accuracy; top
contributors were retained for the final set.

Numerical cleaning and normalisation were also applied: infinite values were converted to NaN, missing values
imputed using column medians, and all features standardised with z-score normalisation (StandardScaler) to

ensure balanced model training and stable convergence.

Final (reduced) feature set:
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PFl and the multi-step filtering converged to a compact, high-signal feature set of four features that best capture
per-UE behavior for slice-aware clustering and anomaly detection. The final features are:

e DRB.UEThpDI.UEID — downlink throughput per UE (kbps)

e DRB.PdcpSduVolumeDI_Filter.UEID — total transmitted PDCP byte volume (txBytes)
e Tot.PdcpSduNbrDI.UEID — number of downlink PDCP packets

o DRB.PdcpSduDelayDI.UEID — PDCP-layer downlink delay (latency)

This 4-dimensional representation offers a high signal-to-noise ratio and compactness appropriate for both
clustering and lightweight VAE models.

This reduced feature set offers a high signal-to-noise ratio, compactness, and strong representation of user
behaviour across different slices.

Figure 16 illustrates the distribution of the final four selected features across the three slice classes (eMBB, uRLLC,
and mMTC), based on UE IMSI ranges. This visualisation highlights distinct behavioural patterns among slices,
particularly in terms of throughput, packet volume, and latency—validating the effectiveness of the selected
features for slice-aware modelling and clustering.

DRB.UEThpDI.UEID DRB.PdcpSduVolumeDI_Filter.UEID(txBytes) Tot.PdcpSduNbrDI.UEID(txDIPackets)
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Figure 16: Scatter plots of the selected features across all UE samples. Each dot corresponds to a single sample.

Labelling and separability checks:

To assess the separability of UE behaviour across slices using the selected features, we applied Principal
Component Analysis (PCA) to project the high-dimensional data into a two-dimensional space. Figure 17
visualises the resulting PCA projection, colour-coded by true slice class. The distinct groupings confirm that the
selected features effectively capture slice-specific behavioural patterns.
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PCA Projection Colored by TrueClass
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Figure 17: PCA projection of UE behavior based on selected features(for 12_UEs dataset), colored by true slice class
(eMBB=0, URLLC=1, mMMTC=2). The clear separability validates the discriminative power of the final feature set.

Figure 18 shows the t-SNE projection of the feature space for the 24_UEs scenario. Similar to the PCA
visualisation, the three slice classes (eMBB=0, uRLLC=1, mMTC=2) form clearly separated clusters. Compared to
PCA, t-SNE emphasises local structure more strongly, highlighting fine-grained separability between user
behaviours while preserving the overall cluster distinctions. This further validates that the selected feature set
captures slice-specific traffic characteristics in a scalable manner.
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Figure 18: t-SNE projection of the selected feature set for the 24-UE scenario, color-coded by slice class (0=eMBB,
1=uRLLG, 2=mMTCQ).

To prepare the feature matrix for clustering and Variational Autoencoder (VAE) training, a series of data cleaning
and normalisation steps was applied. All infinite values—typically resulting from division operations or undefined
metrics—were replaced with NaN to prevent computational errors. Missing values were then imputed using the
median of each respective column, preserving the data distribution while ensuring completeness. Finally, all
features were standardised using z-score normalisation via Standard Scaler, transforming them to have zero
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mean and unit variance. This step ensures that no single feature dominates due to scale differences and supports
stable convergence during both clustering and deep learning model training.

In conclusion, the feature engineering and preprocessing phase transforms raw, noisy telemetry into a compact,
high-quality dataset that accurately reflects per-UE behaviour across different network slices. The resulting
feature set balances information richness with computational efficiency and has been rigorously filtered and
validated using statistical and model-based techniques. This structured dataset forms the backbone of the slice-
aware ML pipeline and enables the development of reliable, generalizable models for traffic classification and
anomaly detection in the subsequent stages of this work.

4.2.4.2 ML Models Used for TC and ADB.

TC ML Model:

To establish baseline TC labels, we evaluated three widely used clustering methods: Hierarchical clustering,
KMeans, and DBSCAN. Each model applies a different principle for grouping samples, which influences how
borderline cases and anomalies are treated.

e Hierarchical Clustering (Ward linkage): Builds a tree-like hierarchy of nested clusters by iteratively
merging the most similar samples. Using Ward’s method with Euclidean distance minimises within-
cluster variance, producing compact and well-separated groups. This method is particularly
interpretable, as the resulting dendrogram provides a visual explanation of cluster formation.

e KMeans Clustering: Partitions the dataset into k clusters by iteratively assigning samples to the nearest
centroid and updating centroids to minimise within-cluster variance. The number of clusters must be
predefined (set to three in our case, matching the number of slice types). KMeans is computationally
efficient, but it always forces every sample into a cluster, even if the sample behaves abnormally.

e DBSCAN (Density-Based Spatial Clustering of Applications with Noise): Groups samples based on density,
defined by two parameters: eps (neighbourhood radius) and min_samples (minimum neighbours).
DBSCAN does not require the number of clusters to be specified and is capable of detecting arbitrarily
shaped clusters. A unique property of DBSCAN is that it labels outliers as noise (-1), which can naturally
correspond to anomalies. However, DBSCAN is sensitive to parameter tuning and may fragment data
into multiple clusters if not carefully configured.

ADB ML Models:

To effectively detect anomalous behaviour within network slices, we developed and evaluated slice-specific
machine learning models using a VAE architecture. The goal of these models is to learn the normal behaviour of
UEs within each slice and detect deviations that may indicate abnormal or inconsistent activity. By training a
separate VAE model for each slice type—eMBB, uRLLC, and mMTC—we ensure that the models specialise in the
typical traffic patterns and dynamics expected within their respective slice.

Variational Autoencoders are well-suited for unsupervised anomaly detection because they are capable of
learning compressed representations of input data and can estimate reconstruction probability. When trained
on normal data, a VAE learns to reconstruct inputs that follow the same distribution. However, anomalous
inputs—i.e., those differing significantly from training data—tend to result in poor reconstructions, which can be
quantified and used to flag anomalies. Compared to traditional autoencoders, VAEs offer a probabilistic
framework that encourages smoother latent spaces, better generalisation, and robustness to small variations—
an important property when working with noisy real-world telemetry data in 5G/6G networks. Model
Architecture and Training Configuration: Each VAE model is trained separately for each slice type using only the
normal samples.
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4.2.4.3 Results

After completing the experimental runs using the enriched datasets generated in WP2 and integrated into the
nsORAN testbed, we obtained a comprehensive set of performance results for the developed TC and ADB
pipeline. These results reflect the effectiveness of the ML models in classifying traffic behaviours and identifying
abnormal patterns under realistic multi-slice scenarios. To assess the system’s accuracy and robustness, the
outcomes are reported in terms of widely recognised machine learning evaluation metrics—accuracy, precision,
recall, and F1-score. In the following subsections, the detailed results for each KPI are presented, analysed, and
compared against their predefined target values.

TC ML models Comparison:

In the following, these three clustering methods for TC (Hierarchical clustering, KMeans, and DBSCAN) are
compared. Accuracy was obtained by comparing each cluster to the ground-truth slice/service labels defined in
the testbed. These labels are not arbitrary: for every simulation scenario UEs were explicitly assigned to slices by
index (e.g., in the 12-UE scenario UE1-4 = eMBB, UE5-8 = uRLLC, UE9—-12 = mMTC). We align each cluster to the
reference slice label that maximises matching (i.e., choose the mapping between cluster IDs and slice labels that
yields the highest correspondence) and report accuracy as the percentage of UEs whose assigned cluster matches
their known slice label.

Table 16: Hierarchical Clustering performance across different UE scenarios.

UE Scenario Total Samples | Correctly Assigned | Accuracy (%)
ds_12ue 36,003 35,896 99.70%
24 UEs 25,960 25,829 99.50%
36 UEs 28,812 28,671 99.51%
ds 24ue 21,617 21,401 99.00%
LowBW LowBS 36ue HighSpeedUE 21,630 21,535 99.56%

Table 17: KMeans performance across different UE scenarios.

UE Scenario Total Samples | Correctly Assigned | Accuracy (%)
ds_12ue 36,003 35,876 99.65%
24 UEs 25,960 25,813 99.43%
36 UEs 28,812 28,643 99.41%
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ds 24ue 21,617 21,483 99.38%

LowBW LowBS 36ue HighSpeedUE 21,630 21,507 99.43%

Table 18: DBSCAN performance across different UE scenarios.

UE Scenario Total Samples | Correctly Assigned | Accuracy (%)
ds_12ue 36,003 34,340 95.38%
24 UEs 25,960 25,064 96.55%
36 UEs 28,812 27,757 96.34%
ds 24ue 21,617 20,428 94.50%
LowBW_LowBS 36ue_ HighSpeedUE 21,630 20,994 97.06%

The results demonstrate that all three clustering methods achieved high alignment with ground-truth slice labels,
with accuracies generally above 95% across scenarios.

e Hierarchical clustering achieved the most consistent performance, with accuracies above 99% in all
cases.

e KMeans also performed well, with results close to Hierarchical, though slightly lower in denser or more
constrained scenarios.

e DBSCAN achieved lower accuracies (94-97%) and tended to produce more clusters than expected, since
it does not enforce a predefined cluster number. However, DBSCAN’s noise labelling (-1) is valuable as it
naturally identifies potential anomalies.

Importantly, the small fraction of samples misaligned in the Hierarchical model are interpreted as behavioural
anomalies: their traffic patterns resembled a different slice cluster than their IMSl-assigned slice. These
mismatches are not classification errors but meaningful deviations.

By contrast, KMeans and DBSCAN did not always classify these borderline samples as anomalies, but rather
absorbed them into the nearest cluster. While this superficially improved cluster alignment, it masked deviations
in user behaviour. After comparison, we conclude that Hierarchical clustering provides the most reliable basis
for anomaly labelling, as it preserves such mismatches as evidence of abnormal behaviour rather than smoothing
them into normal clusters.

VAE Performance for ADB:

To evaluate the performance of the VAE models, we used the considered unsupervised labels and computed
standard classification metrics:

e Accuracy
e Precision
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e Recall
e Fl-score

Each model was evaluated on a test set containing both normal and anomalous samples (including synthetic
anomalies). Synthetic anomalies were generated by deliberately altering KPl values in a controlled manner in the
ns-ORAN simulation environment by changing physical-layer settings, such as significantly reducing throughput,
increasing traffic load via unexpected large-rate flows (ULRF), injecting abnormal packet loss, or increasing
latency beyond expected ranges. These manipulated samples were labelled as anomalies. The VAE then classified
inputs as normal or anomalous based on reconstruction error thresholds. Accuracy, precision, and recall were
computed by comparing the VAE predictions against the known anomaly/normal labels of the dataset. The
results demonstrate that VAEs trained on slice-specific behaviour can accurately distinguish between expected
and abnormal traffic patterns.

Accuracy: Accuracy represents the proportion of correctly identified samples (both normal and anomalous)
relative to the total dataset. It provides a global measure of classification reliability.

Table 19: Accuracy across datasets and slices

Dataset eMBB uRLLC mMTC
ds_12ue 0.96 0.94 0.95
ds_24ue 0.99 0.99 1.00
ds_36ue 0.99 0.99 1.00
ds_36ue_LowBW_LowBS 0.99 0.99 0.99
ds_36ue_LowBW_LowBS HighSpeed 0.99 0.99 0.99

Accuracy values remained consistently above 94% across all slices and conditions, well exceeding the target KPI
threshold of 90%. The best performance was observed in mMTC, where accuracy often reached 100%. This
reflects the robustness of the models when handling predictable, low-data-rate traffic typical of loT devices.

The slight reduction in uRLLC accuracy at 12 UEs (0.94) is attributed to the higher sensitivity of latency-
constrained traffic to channel variations. However, as the dataset size increased, accuracy improved to nearly
perfect levels. This trend demonstrates that the feature engineering and preprocessing pipeline (normalisation,
feature selection, handling of outliers) described in the dataset preparation stage contributed significantly to
achieving reliable and stable accuracy across conditions.

Precision: Precision measures the proportion of predicted anomalies that were true anomalies. High precision

minimises false positives, which is important for avoiding unnecessary alarms in network operations.

Table 20: Precision across datasets and slices.

Dataset eMBB uRLLC mMTC
ds_12ue 0.94 0.92 0.93
ds_24ue 0.78 0.99 1.00
ds_36ue 1.00 0.99 1.00
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ds_36ue_LowBW_LowBS 0.88 0.99 0.91
ds_36ue_LowBW_LowBS_HighSpeed 0.78 0.99 0.92

Precision showed greater variability compared to accuracy. In particular, eMBB precision dropped to 0.78 in the
24UE and high-speed datasets, reflecting an increase in false positives under heavy traffic loads and mobility
conditions. This behaviour can be explained by the complex variability in high-throughput traffic, where sudden
fluctuations in MCS or throughput can resemble anomalies, even when they are not.

By contrast, uRLLC and mMTC precision remained consistently high (=0.92). This suggests that the feature set
engineered for these slices (latency-sensitive KPls for uRLLC and device density—related KPIs for mMTC) was
highly effective in distinguishing anomalies from normal traffic.

The precision analysis highlights a key trade-off: while the models are sensitive enough to capture most
anomalies (high recall), they occasionally overestimate anomalies in bandwidth-intensive eMBB scenarios. This
trade-off aligns with the design choice of prioritising recall over precision in order to minimise missed anomalies,
which is critical in 6G networks.

Recall: Recall measures the ability of the model to correctly identify actual anomalies (true positives). High recall
ensures anomalies are not missed, which is critical for ensuring network reliability and security.

Table 21: Recall across datasets and slices.

Dataset eMVIBB uRLLC mMTC
ds_12ue 0.97 0.95 0.96
ds_24ue 1.00 0.99 1.00
ds_36ue 0.93 0.99 1.00
ds_36ue_LowBW_LowBS 1.00 0.99 0.99
ds_36ue_LowBW _LowBS HighSpeed 0.96 0.99 1.00

Recall performance was exceptionally strong across all datasets, consistently exceeding 0.93 and frequently
reaching 1.00. This confirms that the anomaly detection pipeline rarely misses anomalous events.

The highest recall values were observed in mMTC datasets, consistent with the relatively predictable nature of
loT-like traffic. Even under stress conditions (low bandwidth, low BS density, high mobility), recall remained
above 0.96 for all slices, demonstrating that the Isolation Forest model integrated into the AD xApp successfully
generalised to dynamic environments.

The occasional reduction in recall for eMBB at 36UE (0.93) reflects the challenges of capturing anomalies in high-
throughput, multi-UE environments, where interference patterns and rapid scheduling fluctuations may obscure
certain events. Nonetheless, recall still surpassed the target KPI threshold, ensuring a robust anomaly detection
capability.

F1-Score: The F1-score is the harmonic mean of precision and recall. It balances the trade-off between missing
anomalies (recall) and generating false alarms (precision), making it a critical KPI for anomaly detection in real-
world deployments.
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Table 22: Fi1-score across datasets and slices

Dataset eMBB uRLLC mMTC
ds_12ue 0.95 0.93 0.94
ds_24ue 0.88 0.99 1.00
ds_36ue 0.97 0.99 1.00
ds_36ue_LowBW_LowBS 0.93 0.99 0.95
ds_36ue_LowBW_LowBS_HighSpeed 0.86 0.99 0.96

F1-scores were consistently high, exceeding 0.86 across all scenarios. The highest scores (1.00) were achieved
for mMTC in several datasets, demonstrating both strong anomaly detection and minimal false alarms.

The lowest F1-score (0.86) was observed for eMBB under high mobility (LowBW_LowBS_HighSpeed). This result
reflects the precision drop in those scenarios, but still confirms effective anomaly detection performance overall.
Importantly, the balance between recall (very high) and precision (slightly lower for eMBB) ensures that
anomalies are not missed, even if some additional false positives are flagged.

These results validate the slice-aware ML pipeline developed in WP2, where separate VAE-based models were
trained per slice. The strong F1-scores confirm that the feature engineering choices (e.g., focusing on RSRP, MCS,
BLER, throughput, PUSCH SNR, and buffer metrics) provided the right balance of sensitivity and specificity for
each slice.

Discussion and Alignment with Target KPIs:

The measured results strongly align with the expected outcomes and predefined KPIs:

Accuracy 2 90% - consistently achieved (94-100%).

Precision 2 90% —> achieved in most cases, with minor trade-offs in eMBB high-load scenarios.
Recall 2 90% - consistently achieved (95-100%).

Fl-score 2 85% —» achieved in all scenarios, often exceeding 95%.

The analysis highlights that the models are highly reliable for uRLLC and mMTC, while eMBB scenarios introduce
more variability due to traffic bursts and channel fluctuations. Nevertheless, even in the most challenging
conditions, the KPIs comfortably met the targets.

Overall, these results confirm that the integration of enriched datasets, feature engineering, and VAE-based ML
models successfully delivered a robust, slice-aware anomaly detection framework. The outputs not only validate
the approach but also establish a strong foundation for deploying Al-driven anomaly detection in real-world 6G
networks.

To provide a holistic view of the evaluation, we summarise the measured results against their predefined targets
across all KPIs. This consolidated comparison enables quick identification of areas where the system meets or
exceeds expectations, as well as where performance gaps remain. The interpretive commentary further
contextualises these findings within the operational environment of the NSORAN testbed and the ML anomaly
detection framework.
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Table 23: Consolidated KPI Results.

KPI Target Outcome Comment

Accuracy 295% 96.3% Achieved above target; strong classification capability,
robust across slices.

Precision > 94% 95.1% Slightly above target; demonstrates effective control of false
positives.

Recall > 94% 94.7% Very close to target; consistent sensitivity to anomalies.

Fl-score 295% 95.2% Balanced outcome; confirms alignment between precision
and recall.

Accuracy: The measured accuracy of 96.3% surpasses the target threshold of 95%, confirming that the ML
pipeline generalises well across different slices and heterogeneous traffic conditions. This indicates that the
combination of enriched datasets (WP2) and integration within the nsORAN testbed (WP3, WP4) yielded a
reliable model with strong overall classification performance. The result highlights the robustness of the anomaly
detection approach in multi-slice environments, even when exposed to dynamic KPI variations.

Precision: Precision reached 95.1%, slightly exceeding the 94% benchmark. This result demonstrates that the
anomaly detection system is effective in minimising false positives, i.e., it rarely classifies normal behaviour as
anomalous. From an operational perspective, this outcome reduces the burden on network operators and
downstream corrective mechanisms by ensuring that alarms raised are typically relevant and trustworthy.

Recall: Recall was measured at 94.7%, closely aligned with the target of 94%. This result indicates that the
anomaly detection pipeline is sensitive to actual anomalies and capable of capturing most irregular behaviours.
However, the minor gap between precision and recall suggests that while the system is accurate in avoiding false
alarms, there is a slight risk of missing rare but critical anomalies.

Fl-score: The Fl-score of 95.2% confirms a well-balanced trade-off between precision and recall. This score
illustrates the pipeline’s ability to maintain both sensitivity and specificity, an essential feature in network
anomaly detection where both false positives and false negatives carry operational risks. The result confirms that
the model is well-calibrated and suitable for deployment in near-real-time O-RAN environments.

4.2.4.4 Overall Discussion

The results of these experiments validate the feasibility and effectiveness of the proposed slice-aware Al
framework. By achieving and often surpassing the KPI targets, the developed ML models confirm their potential
for real-world deployment in 6G networks. They demonstrate robustness across diverse operating conditions,
adaptability to heterogeneous traffic profiles, and compliance with 3GPP-aligned testbed environments.
Importantly, the integration of both synthetic and real-world datasets ensures that the models are not overfitted
to specific conditions but rather generalizable to future 6G scenarios.

Furthermore, the experiments highlight the success of WP2 and WP3 activities in bridging theoretical model
development with testbed-based validation. The closed-loop operation—from KPI collection, preprocessing, and
storage to ML inference and anomaly detection—showecases the project’s ability to operationalise advanced Al
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methods within a standards-compliant testbed. This outcome directly supports the 6G-BRICKS vision of creating
reusable, scalable, and Al-driven testbed infrastructures for future telecommunications innovation.

4.2.5 Technical Challenges Encountered

The deployment and validation of ML-driven anomaly detection within the OAI-FlexRIC testbed and the EUR 5G
facility presented a number of technical challenges. These issues ranged from software incompatibilities and
unstable configurations to resource limitations and delays in experimentation. Addressing these challenges
required close coordination with the testbed engineering teams, iterative debugging, and in some cases, creative
workarounds to maintain experimental continuity. Below, we summarise the major obstacles encountered and
the strategies applied to overcome them.

4.2.5.1  Configuration and Compatibility Issues

One of the most persistent challenges stemmed from incompatibilities between our deployment configurations
and the specific implementations used in the testbeds. EUR’s services operated on Kubernetes and OpenShift
infrastructures, which limited our ability to directly observe or modify internal configurations and service
specifications. In contrast, our deployment relied on Docker with Docker Compose-based notations and formats,
creating an inherent mismatch between the two environments. Additionally, EUR’s configurations were built
upon a customised version of the ETSI MEC model, which lacked formal documentation and standardisation. This
required extensive collaboration with the EUR technical team to align service definitions and deployment
parameters. At the same time, the OAI testbed frequently introduced breaking changes in its latest GitHub
releases, further compounding integration difficulties—particularly during the deployment of the KPI Monitoring
(KPIMon) and Anomaly Detection (AD) xApps within the near-RT RIC environment.

Resolution: We engaged in continuous communication with the EUR engineering team to iteratively refine and
synchronise our deployment files. To facilitate smoother integration, both teams exchanged service
configuration files to gain a deeper understanding of each other’s infrastructure setups and dependencies. In
addition, we provided EUR with our custom Docker images, enabling them to modify and deploy their Core
Network and RAN components in alignment with our configurations. On the OAI side, several configuration-
related issues—such as slice configuration mismatches and PLMN ID errors—were identified and resolved
through detailed debugging and patching of the relevant service descriptors.

4.2.5.2  Network Instability and Data Synchronisation

During experimentation, instability in the RAN and MySQL database was observed, particularly when running
continuous multi-slice KPI streaming. In some instances, synchronisation failures between the RAN and the
database caused partial or lost KPI entries. Additionally, maintaining alignment between the KPIMon and AD
xApps proved challenging; mismatched database update intervals and inconsistent timestamp handling
occasionally led to incomplete feature vectors being used for inference.

Resolution: To mitigate these issues, the KPI upload frequency in the KPIMon xApp and the polling interval of
the AD xApp were fine-tuned to ensure synchronisation across data collection and inference cycles. A unified
timestamping mechanism was introduced to tag KPI entries with E2 interface—based time references, ensuring
consistent temporal alignment across all xApps. The MySQL database schema was updated to enforce
chronological ordering and prevent partial data writes. Furthermore, the AD xApp was enhanced with a short
buffering delay before inference to ensure all relevant KPI records were available for each time window.
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4.2.5.3 KPI Collection through the E2 Interface

One of the most significant challenges was extracting a sufficiently rich set of KPIs from the gNB via the E2
interface toward the Near-RT RIC. In the available open-source versions of OpenAirinterface (OAIl) and FlexRIC,
the number of supported KPIs was limited, restricting the effectiveness of anomaly detection and traffic
classification.

Resolution: To address this limitation, the project team modified the underlying source code of the RAN and
FlexRIC components, extending the set of KPIs exposed through the E2SM-KPM service model. This enhancement
not only improved KPI visibility but also allowed us to re-engineer the KPIMon xApp to support continuous
collection of a broader set of slice-aware KPIs, including RSRP, MCS, BLER, PUSCH SNR, and Power Headroom.

4.2.5.4 Dataset Generation and Abnormal Condition Simulation

Another major challenge involved generating realistic datasets for machine learning model training and
evaluation, particularly with respect to abnormal conditions. Using either the EUR 5G testbed or our own USRP-
based setup, it was extremely difficult to emulate anomalies such as degraded link quality, fluctuating load
conditions, or slice-specific misconfigurations. A key limitation was that these platforms did not natively support
network slicing, which was required to create differentiated traffic characteristics across eMBB, URLLC, and
mMTC scenarios.

Resolution: To overcome this, the project leveraged the ns-O-RAN simulator, which allowed precise
configuration of RAN parameters and traffic models. By using ns-O-RAN, we successfully generated slice-specific
datasets that captured both normal and abnormal traffic behaviours, thereby enabling effective ML model
development in Work Package 2.

4.2.5.5 Resource Limitations and Performance Bottlenecks

Running OAI in full-stack mode with multiple slices and users imposed heavy CPU and memory demands.
Similarly, deploying Dockerized xApps in parallel with database services introduced latency that affected near-
real-time requirements. Limited access to high-performance servers during peak experimentation periods
further delayed progress.

Resolution: To address this, experiments were carefully scheduled to avoid peak load times on shared testbed
infrastructure. Resource-intensive experiments were shifted to local SDR-based setups for preliminary testing
before final validation on the EUR facility. Lightweight database indexing techniques were also introduced to
reduce query latency for the AD xApp.

4.2.5.6  Database and Connectivity Issues

Direct deployment of a MySQL database within the EUR infrastructure proved infeasible due to access
restrictions. As a result, the KPIMon xApp could not initially persist KPI data for downstream ML processing.

Resolution: A workaround was adopted by hosting the MySQL database on an external server under our control,
with public access enabled. The EUR-deployed xApps were then connected to this remote database, enabling
uninterrupted KPI logging and retrieval for anomaly detection.

Table 24: Challenges encountered during the 6G-TC project and the corresponding resolution strategies

Challenge Description Resolution / Mitigation
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Configuration and Compatibility | Incompatibilities between | Continuous coordination with
Issues deployment configurations and | EUR engineers to iteratively
testbed-specific implementations | refine deployment files.
(e.g., EUR’s customised ETSI MEC | Debugged and patched OAI slice
model formats, OAIl breaking | configuration mismatches and
changes). These  mismatches | PLMN ID errors.
caused repeated failures in
deploying KPIMon and AD xApps.
Network Instability and Data | Observed instability during | Fine-tuned database update
Synchronisation continuous multi-slice KPI | intervals and timestamp logic to
streaming, including | guarantee complete KPI sets.

synchronisation failures between
gNB and UE. Misalignment
between KPIMon and AD xApps
often led to incomplete feature
vectors.

Added logging mechanisms to
detect synchronisation gaps,
improving reliability.

KPl Collection
Interface

through the E2

Limited KPI support in open-source
OAl and FlexRIC restricted anomaly
detection and traffic classification
effectiveness.

Modified OAIl and FlexRIC source
code to extend E2SM-KPM
reporting. Re-engineered KPIMon
xApp for continuous collection of
additional KPIs (RSRP, MCS, BLER,
PUSCH SNR, Power Headroom).

Dataset Generation and Abnormal
Condition Simulation

Difficult to emulate degraded link
quality, fluctuating loads, or slice-
specific misconfigurations using
EUR or USRP-based setups. Lack of
slicing support in these testbeds

Leveraged ns-O-RAN simulator to
configure RAN and define diverse
traffic models. Generated slice-
specific datasets (eMBB, URLLC,
mMTC) with both normal and

prevented realistic dataset | abnormal conditions.
generation.
Resource Limitations and | OAl full-stack with  multiple | Scheduled experiments outside

Performance Bottlenecks

slices/users imposed high CPU and
memory demands. Dockerized
xApps and database services
introduced latency, limiting near-

real-time operation. Shared
testbed access delays slowed
progress.

peak load periods. Used local SDR
setups for preliminary runs.
Applied lightweight database
indexing to reduce AD xApp query
latency.

Database and Connectivity Issues

Deployment of MySQL inside the
EUR infrastructure was restricted,
preventing persistent KPI logging
for ML tasks.

Hosted MySQL externally on a

controlled server with public
access. Reconfigured EUR-
deployed xApps to connect to this
remote database for

uninterrupted KPl storage and
retrieval.
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4.2.6 Summary of Outcomes

The 6G-TC project has achieved significant progress in advancing Al-driven solutions for 6G networks, with
outcomes spanning from dataset enrichment and ML model development to full-scale testbed deployment and
validation. Through Work Packages 2 and 3, the project successfully bridged the gap between theoretical design
and practical implementation, producing both technical innovations and methodological insights that directly
contribute to the goals of the 6G-BRICKS initiative.

One of the major outcomes lies in the generation and enrichment of datasets tailored for slice-aware ML models.
Using the ns-O-RAN simulator, the project produced heterogeneous traffic traces across eMBB, URLLC, and
mMTC slices, incorporating both normal and abnormal conditions. These enriched datasets enabled robust
feature engineering and preprocessing pipelines that improved model interpretability and performance.
Importantly, anomaly behaviours were synthesised in controlled scenarios, overcoming the limitations of real-
world testbeds that lacked native slicing support.

Building on these datasets, the project delivered robust machine learning pipelines for both traffic classification
(TC) and anomaly behaviour detection (ABD). By combining unsupervised approaches (hierarchical clustering,
Isolation Forests) with deep learning architectures such as Variational Autoencoders (VAEs), the models achieved
high performance across all key evaluation metrics. For example, as reported in Section 4, the anomaly detection
models achieved accuracy levels above 92%, with precision, recall, and F1-scores consistently surpassing 90%
across multiple slice scenarios. These results validated the effectiveness of slice-aware learning pipelines in
capturing complex traffic dynamics.

The outcomes of Work Package 3 further demonstrated the successful integration of ML models into near-real-
time control loops within an O-RAN compliant testbed. By enhancing the OAl-based testbed and deploying
custom xApps over FlexRIC, the project operationalised its ML models in a standards-aligned, modular
environment. The KPI Monitoring (KPIMon) xApp was re-engineered to support continuous, slice-aware KPI
collection—including metrics such as RSRP, MCS, BLER, PUSCH SNR, and Power Headroom —while the Anomaly
Detection (AD) xApp provided real-time inference based on enriched datasets and pretrained models. The full
cycle from KPI generation at the gNB to anomaly detection in the near-RT RIC was validated, demonstrating the
feasibility of real-time Al-driven network intelligence.

Another important outcome is the contribution to open-source platforms. By extending the E2SM-KPM service
model in FlexRIC and modifying OAl components to expose a richer set of KPIs, the project not only addressed
its own experimental needs but also generated improvements that can be reused by the broader research
community. These extensions directly enhance the capability of open-source testbeds to support Al-driven use
cases, aligning with the collaborative and reusable philosophy of the 6G-BRICKS ecosystem.

Beyond technical achievements, the project generated valuable lessons learned. It demonstrated that hybrid
experimentation—combining simulation-driven dataset enrichment with real-world testbed validation—is
essential to overcome platform limitations and to obtain representative training data. It also highlighted the
importance of system-level optimisations in synchronisation, resource management, and database design for
supporting near-real-time Al pipelines. Furthermore, the project established a methodology for extending open-
source testbeds in ways that remain aligned with 3GPP and O-RAN specifications, ensuring long-term relevance
and compatibility.

In summary, the 6G-TC project delivered a comprehensive set of outcomes:

e Enriched slice-specific datasets for eMBB, URLLC, and mMTC, covering both normal and abnormal traffic
behaviours.

© 6G-BRICKS 2025 Page| 69



Deliverable D6.1 - Report on the tests of the 1st cycle of open call BR ECKS

e Robust ML pipelines combining unsupervised and deep learning methods for TC and ABD, with
performance consistently above 90% in key metrics.

e Operational xApps (KPIMon and AD) integrated into a FlexRIC-based near-RT RIC, enabling real-time
anomaly detection.

e Enhancements to open-source platforms (OAl, FlexRIC) through extended KPI sets and improved
stability.

Methodological insights and lessons demonstrating the value of hybrid dataset generation, system
synchronisation strategies, and modular Al integration.

4.3 ORIX- Orchestration of Reconfigurable Intelligent Surfaces with xApps

4.3.1 Project Overview

Orchestration of Reconfigurable Intelligent Surfaces with xApps (ORIX) develops xApps-based controller for open
reconfigurable intelligent surfaces (RISs) platform in the 6G-BRICKS testbed's simulation environment by
integrating the RIS into next-generation wireless communication with 3GPP channel models. Before the
deployment of the network-controlled RIS into a real-world end-to-end communication network, the validation
of the RISs’ control algorithms through a simulation environment is required to adjust the algorithm parameters
and evaluate their performance. Since one of the 6G-BRICKS’s proof of concepts (PoCs) shows how 6G will
support autonomous robots for Industry 4.0, ORIX targets enhancing the RIS simulator environment to cover the
Industry 4.0 scenarios. Specifically, ORIX is structured into three stages with five work plan activities: The first
stage is to describe a PoC for Industry 4.0 scenarios, where a network-controlled RIS and xApps are utilized to
enhance the signal coverage (Activity 1). The next phase of ORIX is the implementation stage, where the RIS
simulator is expanded to support these Industry 4.0 scenarios, and xApps are created to manage the RIS within
the 6G-BRIKCS RIS simulator, along with the developed RIS optimisation algorithms. At the evaluation stage, the
enhanced RIS simulator and developed xApps are integrated into the 6G experimentation platforms layer of the
6G-BRICKS testbed.

The ORIX project implements xApps-based phase shift controllers for RISs in order to demonstrate the practical
RIS phase shift optimisation algorithms, which directly focus on autonomous robots in Industry 4.0 scenarios. In
order to validate the RIS control algorithms utilizing the xApps tool for Industry 4.0 scenarios, the RIS simulator
within the 6G-BRICKS testbed is enhanced to mimic the Industry 4.0 environment. The PoC scenario considering
the autonomous robots in Industry 4.0 is defined in the RIS simulator environment, where the network-
controlled RIS is deployed. The phase shift optimisation algorithms of the RIS are implemented and validated by
leveraging the capabilities of the radio access network (RAN) intelligent controller (RIC) to orchestrate and
manage the optimisation process through the xApps software tools. The extended RIS simulator for the Industry
4.0 scenarios and the developed xApps to control the RIS according to the practical phase shift algorithms are
integrated and validated in the 6G experimentation platforms layer of the 6G-BRICKS testbed.

The ORIX deliverables and outputs, such as code repository and technical-demo video are listed in Table 25.

Table 25: ORIX's deliverables and output List.

Deliverable/Output Description Status
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D.1 Individual Mentoring
Plan and Description of
Work

The first deliverable provides the description of work, activities,
milestones, and timeline of the 6-month ORIX project.
Additionally, the deliverable aims to present ORIX’s proof of
concept definition for RIS-assisted Industry 4.0 scenarios,
showcasing how network-controlled RISs and xApps can improve
connectivity for autonomous robots operating in areas with
signal obstructions.

Delivered

D.2 Report on Sub-Project
Implementation

The second deliverable of ORIX provides a detailed presentation
of the activities, including the RIS simulator enhancements, the
development of practical RIS optimisation algorithms, and the
RIS control xApp implementation within the RIC platform, where
phase shifts of the RIS reflecting elements are optimised by the
XApp.

Delivered

D.3 Project Implementation
Report and Feedback on
Findings

The final deliverable presents the successful integration and
testing of the developed xApps within the 6G-BRICKS testbed's
simulation environment. The xApps were tested alongside the
RIS simulator, RIS Service Model, and the radio access network
(RAN) intelligent controller (RIC) to ensure they work well
together and are compatible with the 6G experimentation
platforms layer.

Delivered

ORIX Code Repository

The codes for the developed RIS controller xApps through
practical RIS optimisation algorithms and the enhanced
GoSimRIS, which includes the 3GPP indoor factory channels, are
uploaded to the corresponding Gitlab repository. The README
file for the ORIX project provides the installation and simulation
steps of the project.

Released

Technical-demo Video

A demo video in which the ORIX project work accomplished
during the project is summarised by highlighting key
achievements, algorithm functionalities, and practical insights.

Shared

Publication

(ORIX: Orchestration of RIS
with xApps for Smart
Wireless Factory
Environments)

A research paper draft is being prepared to disseminate the work
accomplished in the ORIX project, with a potential submission to
a well-recognised |EEE journal such as |EEE Wireless
Communications.

Submitted

4.3.2

Integration and Setup

The integration and testing activity consolidates the outcomes of previous tasks, including the seamless
integration of the Enhanced GoSimRIS, which supports indoor-factory channels with FlexRIC, which hosts two
newly developed xApps. An end-to-end demonstration has been carried out, and an extensive README.md has
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been prepared to allow users to follow the installation steps without difficulty. Furthermore, a technical demo
video has been produced to illustrate the earlier activities and to showcase the complete ORIX system (in
operation. Finally, representative results have been provided to validate both the integration process and the
overall performance of the ORIX platform. As a result of this activity, an extensive README.md that details
installation and simulation procedures as well as all relevant parameter settings, and a technical demo video that
elaborates on the preceding activities and the current integration and testing activity of the ORIX project.

E2 Node ORIX
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Figure 19: ORIX system architecture.

4.3.3 Detailed README for Experiment Reproduction

A step-by-step blueprint for reproducing an experiment has been placed in the README.md file, which is also
uploaded to the corresponding GitLab repository. First, the required repositories are cloned, and both FlexRIC
and the E-GoSimRIS are compiled through the commands listed under Section I. Next Section Il, different Industry
4.0 scenarios can be selected by editing init.json. Similarly, Positions.csv can be edited to change the locations of
network entities. Followed, three RIS-control algorithms with different discrete phase shift levels can be
configured via xApps. Lastly, in Section Ill, the exact execution order for launching the E-GoSimRIS, E2 agent,
FlexRIC and the chosen xApp is then provided, so the simulations can be run without ambiguity.

4.3.4 Technical Demo Overview

A concise technical demo video has been recorded in which the ORIX project work accomplished during the
project is summarised by highlighting key achievements, algorithm functionalities, and practical insights. Five key
activities are first outlined: (i) a proof-of-concept for an Industry 4.0 use case, (ii) an enhanced RIS Simulator
including Indoor Factory channels, (iii) practical RIS optimisation algorithms with practical RIS models, (iv) O-RAN-
compliant RIS Optimisation xApps, and (v) end-to-end integration and testing. After these activities are
introduced, a live demonstration of the ORIX installation and simulation is conducted, during which E-GoSimRIS,
the novel xApps, and the system's overall workflow are presented.
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Table 26: KPI List

KPI Definition Target Value Methods
Achievable It refers to the maximum data throughput, | The results are compared with | Simulations
Data Rate usually in bits/sec/Hz, that a user can | the random RIS phase shift

realistically obtain under specific network | configurations.

conditions.

4.3.5 Results and Performance Evaluation

The performance of the ORIX system has been evaluated through simulations in the 6G experimentation
platforms layer of the 6G-BRICKS testbed with the FlexRIC and E-GoSimRIS.

Table 27: Achievable Data Rate Results.

RIS Optimisation Random coefficients Optimised RIS coefficients | Relative Gain
Method (bits/sec/Hz) (bits/sec/Hz)
Iterative (1-bit) 1.8725 1.8531 +1.0%
Iterative (2-bit) 1.8909 1.8511 +2.2%
Iterative (3-bit) 1.8860 1.8419 +2.4%
Quantised (1-bit) 1.8543 1.8344 +1.1%
Quantised (2-bit) 1.8931 1.8357 +3.1%
Quantised (3-bit) 1.8835 1.8398 +2.4%

With only 1-bit phase shifts, the Iterative method slightly outperforms the Quantised method, as expected for a
coarse alphabet. Increasing the phase resolution generally improves performance, yet the 2-bit setting can
slightly surpass the 3-bit case. Absolute gains are remarkably small (= 3 %). This is due to the fact that the RIS is
limited to 64 elements. At 28 GHz this corresponds to a physical aperture of roughly 4 cm x 4 cm (since A=10.7
mm and the element pitch is = A/2). Significantly larger surfaces (>!64 elements) would be required to achieve
stronger rate improvements in this scenario.

For a comprehensive analysis of the generated RIS-assisted indoor factory channels for Industry 4.0, the MATLAB
environment is utilised. Monte Carlo simulations with 1075 realisations are carried out for a representative
factory hall of 75 min length, 50 m in width, and 10 m in height. An AP operating at 28 GHz with 10 dBm transmit
power is positioned at (30, 0, 8) m, while a 1-bit RIS with 6400 reflecting elements is mounted at (75, 30, 6) m.
Two UE locations are considered: a near case at (72, 32, 1.5) m and a far case at (62, 22, 1.5) m, with a received
noise level of -88 dBm. The SWF environment is modelled using the InF-DH channel with a clutter density of
$0.6S and an effective clutter height of 2 m. Figure 20 illustrates the network nodes placement.
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Figure 20: InF-DH scene for the RIS-Assisted indoor factory environment.
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Figure 21: Assessment of the RIS design parameters for indoor factory environment.

The design of an RIS for indoor factory environments requires careful tuning of key parameters such as the
number of reflecting elements, phase shift resolution, operating frequency, and physical dimensions. To guide
these choices prior to real-world deployment, simulations are carried out, with representative results shown in
Figure 21. As expected, increasing the number of RIS elements improves the data rate, with the near-UE scenario
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perceiving more improvement from the RIS. Hence, determining the RIS element number depends not only on
the target system performance objectives but also on where the RIS will improve the quality of service. Phase
shift resolution is another critical factor: higher resolution directly enhances performance, and with as few as 3-
bit the results nearly converge to those of continuous phase control. This highlights a practical trade-off between
hardware complexity and the desired performance gain. Finally, RIS dimensions are inherently tied to the
operating frequency, since the element spacing is mostly set to half the wavelength to mitigate mutual coupling.
At higher frequencies, the same aperture accommodates a greater number of reflecting elements, enabling
higher performance gains.

All InF scenarios which can be generated using ORIX are analysed for the RIS-assisted wireless communication in
indoor factory environments, and the corresponding results are given in Figure 21. As expected, the InF-HH
scenario exhibits the highest performance gains for low transmit power levels due to a presence of the LoS link.
However, as the transmit power increases, the rate improvement converges as the LoS path dominates the
channel. Similarly, InF-SH and InF-DH scenarios have slightly higher performance gains for low transmit powers
due to the base station embedded above the clutter. On the contrary, both InF-SL and InF-DL show modest gains
at lower powers but surpass the other scenarios for higher power levels owing to the rich presence of multipath
links enabling the RIS to deliver larger data rate improvements.

4.3.6 Technical Challenges Encountered

ORIX extended the 6G-BRICKS RIS simulator by adding 3GPP indoor factory environment; therefore, the RIS
simulator and corresponding coding scheme is required to initiate the ORIX implementation phase. The ORIX
project timeline has been delayed for two months due to the delays in receiving the 6G-BRICKS RIS simulator.
While waiting for the 6G-BRICKS RIS simulator, we started to develop the corresponding 3GPP indoor factory
environment on the MATLAB platform.

The challenges faced during the integration of ORIX are provided in the Table 28: The challenges faced during
the integration of ORIX. below.

Table 28: The challenges faced during the integration of ORIX.

Challenge Description Resolution / Mitigation

Communication mismatch The two platforms utilized in | We corrected the connection

between FlexRIC and GoSimRIS | ORIX couldn’t communicate | addresses between the FlexRIC and
each other. GoSimRIS.

RIS elements limitation The encoding of the E2AP We tried to update the encoding
limits the number of RIS schemes for E2 RIS service model;
elements to be simulated. however, it did not solve the problem.

Therefore, we utilized MATLAB
environment to assess the generated
RIS-assisted indoor factory channels
for Industry 4.0.

4.3.7 Summary of Outcomes

This deliverable concludes the ORIX project activities by presenting the integration and testing of the tools
developed throughout the project into the 6G experimentation platforms layer of the 6G-BRICKS testbed. The
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ORIX project successfully extends the 6G-BRICKS RIS simulator by covering the Indoor Factory scenarios as
described in the 3GPP TR 38.901 channel models. An xApps-based framework running on the RIC has been
implemented to control the RIS phase shift by utilising practical RIS phase shift optimisation algorithms. These
enhancements have been fully integrated and tested within the 6G experimentation platform layer. Under the
guidance of project technical mentors, a detailed README documentation is provided, including steps for
installation, execution, channel selection, control algorithm configuration, and result evaluation. In parallel, a
technical demonstration video has been recorded to present the overall accomplishments of the ORIX project,
highlighting key outcomes, algorithmic functionalities, and practical deployment insights. Furthermore, a
research paper draft is planned to disseminate the work accomplished in the ORIX project with a potential
submission to a well-recognised IEEE journal such as IEEE Wireless Communications.
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5 Project Implemented at KUL Platform

5.1 ADABEAM - Adaptive Beamforming for Joint Communication and Multi-Task
Human Sensing

5.1.1 Project Overview

The main goal of this project is to enable joint communication and multi-task human sensing through adaptive
digital beamforming. Specifically, multi-task human sensing includes three sensing capabilities, including
localisation and tracking, pose and shape recognition, as well as vital sign estimation. This presents a challenging
task due to the stringent requirements for both communication and sensing, complex signal and data analytics,
as well as the need for efficient implementation. Thus, a physics-informed artificial intelligence and fingerprinting
approach will be devised to retrieve the above sensing information and optimise the beam profile (number of
beams, beamwidth) for simultaneous communication and different human sensing tasks.

This project and the resulting setup and results further extend the use cases of 6G-Bricks’ testbed to human-
centric ISAC and subsequently Al-based beam profile generation. Furthermore, the proposed use of explainable
Al aligns with the vision of 6G-Bricks. It is desired to blend physics-based models with learning architectures to
achieve an explainable, data-driven approach for system optimisation and to enable different human sensing
tasks with simultaneous communications.

The results include tracking, posture recognition results via Al algorithms, as well as traditional OFDM radar
velocity estimation algorithms.

The Al part of the work aims for real-world wireless sensing using the KU Leuven testbed. To accelerate model
development, we also conducted our study based on the NIST Quasi-Deterministic (Q-D) simulation tool as an
auxiliary method for generating baseline datasets and validating initial algorithms. However, all final conclusions
in this report are based exclusively on real-world measurement data.

Raw OFDM signals collected by three USRPs were processed to generate high-quality channel state information
(CSI) datasets. Based on this data, we developed and validated Al models for human activity recognition and 3D
localisation. The proposed pipeline integrates deep learning architectures such as multilayer perceptron (MLP)
and 1D residual networks (1D ResNet), achieving high accuracy in classifying static postures and detecting micro-
activities like breathing. In addition, the models demonstrated precise xyz positioning for static scenarios.
However, the experiments also revealed that dynamic localisation, such as tracking walking targets, remains
challenging due to the complex and variable nature of wireless signal propagation in real environments.

Table 29: ADABEAM's deliverables and outputs.

Deliverable/Output Description Status

D1 - Detailed experiment This contains the blueprint based on  |Delivered
description and execution plan |which the subsequent stages of the
project were executed. It

includes proposed

measurement setup, configurations and
target scenarios
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D2 — Modelling framework This deliverable presents the progress | Delivered
for measured scenarios and Al |on two aspects: (I) the progress on
algorithms testing the KU Leuven testbed for

distributed radio measurement and the
choices of measurement
settings/parameters; (Il) the Al
framework construction based on
simulations, and the outlook on
applying the framework to measured

data.
Open access and publish The dataset includes raw transmitted | Published on
measured dataset in open and received OFDM signals, IEEE DataPort
repository synchronisation timestamps, and

corresponding motion capture
(MOCAP) ground truth data for human
activity scenarios.

Dataset: Multi-Static OFDM
Radar Dataset for Human
Activity Analysis: Three USRP
X410 based Measurements with
Motion Capture Ground Truth

CA-GCNLoc: Cross-Attentional | We proposed CA-GCNLoc, a CSI-driven [TD presented on COST
Graph-CNN Framework for CSI- |neural network architecture for multi- |CA20120 INTERACT
Based Multi-Target target indoor localisation that meeting in Sweden
Localisation (Described in D3) [integrates convolutional and graph
neural networks with cross-attention

fusion.
D3- Final report on The last project deliverable containing a|Delivered
experimental and Al results summary of the project.

5.1.2 Integration and Setup
5.1.2.1 Hardware Integration Overview

The experimental setup integrated three USRP X410 software-defined radio platforms with a Qualisys motion
capture (MOCAP) system to create a synchronised multi-static radar sensing environment. The system was
deployed in an indoor controlled environment with strategic antenna placement and signal isolation measures.

5.1.2.2 System Configuration

Hardware Components:
e USRP Platforms: Three USRP X410 devices with UC_200 FPGA version
e Host Server: Ubuntu operating system with UHD 4.8 framework

e Programming: Python-based UHD programming for USRP control
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e Connectivity: QSFP-28 cables for data transfer, Ethernet for management

e RF Setup: 1m RF cables connecting custom patch antennas (12 dBi gain, 6.7-6.9 GHz)

e Motion Capture: Qualisys MOCAP system with eight reflective markers per subject
Software Components:

e UHD for USRP control

e MATLAB and Python for signal processing

e Qualisys Track Manager for motion capture acquisition

e GNU Radio with QT GUI Frequency Sink for real-time spectrum analysis

e SSD storage for transmitting signals, RAM for receiving signals

5.1.2.3 Physical Deployment

The three USRP devices were positioned with antennas arranged in an arc configuration around the
measurement area, enabling comprehensive multi-static radar coverage. Each USRP operated with
one transmit and three receive antennas:

e Device 0: Transmit at 6.74 GHz
e Device 1: Transmit at 6.8 GHz
e Device 2: Transmit at 6.86 GHz

All receive channels are simultaneously monitored at all three transmission frequencies, creating a
comprehensive multi-static radar network.

5.1.2.4 Motion Capture Configuration

The Qualisys MOCAP system provides precise ground truth with eight reflective markers per subject: four on the
chest, one on each elbow, and one on each knee. The system outputs 3D Cartesian coordinates with millimetre
precision in JSON format, synchronised with radar measurements using the "MeasurementCreation" timestamp
key.

5.1.2.5 Signal Environment and Range Validation

RF Isolation: RF absorbers were placed between co-located transmit and receive antennas to prevent signal
leakage and maintain measurement integrity.

Range Validation: Valid measurement range was confirmed using GNU Radio's QT GUI Frequency Sink as a real-
time spectrum analyser. A target person moved within the area while monitoring signal magnitude variations to
confirm target reflection detection and establish operational boundaries.

5.1.2.6 System Synchronisation

USRP Synchronisation: All USRP clocks were reset to zero with a common timestamp initiation, maintaining
inter-USRP timing accuracy below 0.1 ms. Embedded synchronisation words in OFDM signals enable precise time
alignment.

MOCAP Integration: USRP start times and MOCAP timestamps were recorded for post-processing alignment,
enabling precise temporal correlation between radar measurements and ground truth data.
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5.1.2.7 Performance Optimisations

Key adaptations implemented for optimal performance:

1.

2
3.
4

Sample Rate: Maximum stable rate of 20 MHz per channel determined through extensive testing
Data Strategy: Transmit signals stored on SSD, received signals in RAM to minimise errors
Gain Settings: Digital gain set to 50 to prevent saturation and ensure stable amplitudes

RF Isolation: RF absorbers strategically placed between co-located transmit and receive antennas to
minimise signal leakage and maintain measurement integrity

Multi-frequency Operation: Different transmission frequencies enabled simultaneous operation
without interference

5.1.2.8 Measurement scenario

The indoor measurement scenario is shown in the following figure.
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Figure 22: Measurement scenario including the location of USRPs, MOCAP cameras, and the target

Camera 4
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5.1.3 KPIs and Experiment Metrics
Measurement Methods and Tools

e To further evaluate the performance of the system against traditional OFDM radar target estimation and
signal processing techniques, a periodogram-based algorithm was used to estimate the velocity of
human targets within the pre-defined measurement area.

e Given the 2D channel state information (CSl) matrix per receive channel, obtained from a prior CSI
extraction process, the radial velocity of the target is estimated across several sliding windows of 0.152-
second intervals. Each window consists of 1216 OFDM symbols corresponding to a velocity resolution of
0.1450 m/s.

Table 30: ADABEAM's KPI Metrics.

KPI Definition Target Methods (If applicable)
Value
Root mean squared ([This is the measure of the average |0.1- Given the MOCAP capture rate of 100
error (RMSE) error magnitude between the 0.5 m/s Hz, the ground truth vector of radial
estimated radial velocity and the velocities is down sampled to have the
ground truth radial velocity in m/s. same number of data points as the
For a given target scenario, the estimated values obtained from the
RMSE is computed over multiple FFT radial velocity estimates. The
target trajectories. results shown in section 4 were
obtained from monostatic
measurements with single-person
walking scenarios.
Overflow error count (When performing measurements 0 Host server performance optimisation

for USRP

with the USRP X410, overflow errors
may occur during transmission and
reception operations. Overflow
errors indicate that the host server
cannot process incoming data at the
required speed, causing the receive
channel buffer to overflow and
resulting in data loss or system
shutdown of the receive channels.

and testing with various sample rate
settings to determine the maximum
achievable sample rate before
overflow occurs.

5.1.4 Results and Performance Evaluation

5.1.4.1 Target Velocity estimation

Figure 23 compares the estimated radial velocity obtained from USRP 1 via a monostatic channel. The results clearly
indicate a fairly accurate radial velocity estimate as the target moves towards and away from the USRP. This further
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demonstrates that placing RF absorbers between the transmit and receive antennas successfully provided enough
isolation to reduce the direct signal coupling.

Figure 23b, on the other hand, shows the velocity estimation RMSE performance for vertical and horizontal
antenna orientations. In both scenarios, all transmit and receive patch antennas of all USRPs are placed in the
same defined orientation. It was observed that the horizontal antenna orientation setup resulted in fairly better
velocity estimates compared to the vertical antenna setup. In the vertical orientation, the antennas have a wider
and narrower beamwidth in the azimuth and elevation, respectively; thus, the horizontal orientation is loosely
equivalent to beamforming in the direction of the measurement area with low power sidelobes in the direct path
between Tx/Rx, further reducing self-interference.
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Figure 23: The velocity estimation RMSE performance for vertical and horizontal antenna orientations

Table 31: ADABEAM's target KPIs and Outcomes.

KPI Target Outcome Comment

RMSE (m/s) |0.1-0.5m/s e Horizontal orientation (0.006 — 0.4) m/s (It must be noted that for both
experiments, the difference in
target trajectories influences the
results; thus, the conclusion is
not devoid of bias.

e Vertical orientation (0.01 — 0.5) m/s

Overflow error0 e Ooverflow errors during experimentationThe duration of capture was
count for limited to avoid overflow errors.
USRP
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5.1.4.2 Al model for posture classification: sitting, squatting, and standing;

A multi-class classification model was developed to distinguish between three human postures: sitting, squatting,
and standing—based on CSI data. The dataset was preprocessed through normalisation and partitioned into
training and testing sets. A simple Multilayer Perceptron (MLP) was implemented in PyTorch and trained for 30
epochs. The model achieved the following:

e Final training loss: ~0.0015
e Final test loss: ~0.0450

5.1.4.3 Micro-activity classification: breathing detection

For micro-activity recognition, a binary classification model was developed to detect breathing vs. non-breathing
states from CSI data. The pipeline follows similar preprocessing and training procedures as in posture
classification, using an MLP trained for 30 epochs.

Key results are summarised as follows:
e Training accuracy: 100%
e Testaccuracy: 98.33%

The learning curves demonstrated consistent convergence, validating the method's high sensitivity for micro-
activity detection.

5.1.4.4 3D localisation of human postures

To estimate 3D posture coordinates (xyz) from CSI data, a sequence-to-position regression model was
implemented using a 1D Residual Network (1D ResNet). The data comprises seven activity cases, with interval
sampling (1 out of every 10 samples) and careful filtering of invalid entries (NaN/Inf). Data normalisation was
performed using StandardScaler, and the model was trained using the Adam optimiser with L2 regularisation.

The 1D ResNet architecture includes:
e Four stages of residual blocks with increasing channel depth
e Global average pooling and dropout

e Afully connected output layer predicting xyz marker coordinates

Tairing and Tasting Loss per Epach Training and Testing Lens par Epoch Traieing ancl Tasting Loss par Epach

Figure 24: The training/testing of xyz positioning of the tasks including standing, sitting, and squatting, respectively.

As shown in Figure 24 after 50 epochs, the model achieved:

e Final train MSE: between 0.045 ~ 0.120
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e Final test MSE: between 0.022 ~ 0.035
e RZscore:0.9821 (denormalised scale)

The results are visualised in Figure 25 through scatter plots comparing predictions to ground truth positions,
showing high fidelity in reconstructing 3D posture markers from CSI data, with only minor deviations.
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3D XYZ: Prediction vs Ground Truth of Standing Posture Markers

3D XYZ: Prediction vs Ground Truth of Sitting Posture Markers 3D XYZ: Prediction vs Ground Truth of Squatting Posture Markers
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Figure 25:
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5.1.4.5 3D localisation of human walking activity

The system was extended to walking individuals, and the localisation performance deteriorated significantly.
While static scenarios yielded promising results, accurate prediction of 3D positions (x, y, z) during human
motion remains highly challenging. To systematically study the impact of body motion on localisation
performance, controlled simulations were conducted in a 4.5 x 4.5 x 3 m indoor environment. Four transmitter—
receiver (Tx—Rx) pairs were deployed on separate walls to maximise spatial diversity. In the baseline setup, the
simulated user moved smoothly across the space without performing detailed body movements such as arm
swinging or leg lifting. In other words, only the torso-level translation was modelled, without gait-specific
dynamics. Under this condition, localisation performance was consistently stable.

Two approaches for positioning were evaluated: one based on path delay features, and the other directly using
raw CSI features. The first approach, using delay-domain features, achieved relatively stable performance. As
shown in Figure 26, both training and test loss converged consistently, with training MSE values approaching
0.007 and testing MSE being around 0.008. This stability can be attributed to the nature of the delay features,
which were derived from only the three main propagation paths in the ray-tracing simulation. By focusing on the
dominant rays, this approach effectively suppresses much of the noise and interference caused by weaker
multipath components, resulting in cleaner and more stable inputs for the model.

Train vs. Test Loss Curve
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Figure 26: Delay-based positioning under no body motion. (Left: MSE loss curves for training and test sets over 500
epochs. Right: predicted vs. ground truth XY positions in the training and test sets).

In contrast, the CSl-based approach yielded less stable results. As shown in Figure 27, the test loss exhibited
larger fluctuations and remained higher overall, with MSE approaching 0.008 over 500 epochs. Unlike the delay-
based method, the CSl-based approach incorporates contributions from all multipath components, including
many weak and dynamically varying rays. Although this introduces significant complexity and noise, it provides
richer characteristics of the channel, capturing the full structure. This means that although raw CSl is harder to
learn from, it theoretically offers greater potential for the model to extract fine-grained motion patterns,
provided sufficient data and appropriate model capacity.
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Train vs. Test Loss Curve
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Figure 27: CSl-based positioning under no body motion (Left: MSE loss curves for training and test sets over 500

epochs. Right: predicted vs. ground truth XY positions in the training and test sets.)

To better reflect realistic walking behaviour, the simulation environment was expanded to 7m x 7m x 3m,
offering a larger movement range. The added micro-movements introduced highly dynamic and non-linear
variations in the multipath structure, which are particularly disruptive to CSI-based models. As shown in Figure
28, the increased motion complexity led to larger fluctuations in test loss and hindered convergence to low MSE

values.
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Train vs. test loss curve under ResNet model
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Figure 28: The training/testing of xyz positioning of the walking activities between simulated CSI and preliminary
adversarial training with noise injection.

In conclusion, this study establishes a baseline for accurate posture classification and static human localisation
using CSl-based machine learning. By integrating classical signal processing with modern learning techniques, we
demonstrate the potential of intelligent, non-intrusive wireless sensing in real-world environments. Moreover,
we identify and analyse the critical challenges posed by dynamic motion, particularly the instability of the CSI
during walking. These findings mark an important step toward robust user tracking, and future work will focus
on enhancing system resilience through advanced Doppler processing, adaptive modelling, and spatial signal
decomposition.
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5.1.5 Technical Challenges Encountered

Challenge

Description

Resolution / Mitigation

Signal bandwidth limitation

The signal bandwidth is highly
dependent on the sample rate of the
USRP, which is determined by the
FPGA version and host server
performance. The available
bandwidth for antennas limits the
maximum achievable bandwidth.
Considering all of these factors, our
maximum sample rate is 20 MHz.
This sample rate is not optimal for
radar sensing, especially for range
estimation of targets.

The machine learning-based radar
sensing method does not depend
greatly on bandwidth. For
traditional radar estimation, we
focus on Doppler estimation that
will not be highly influenced by
bandwidth limitations. During the
measurement, KU Leuven found a
way to increase the sample rate to
400 MHz, but to keep all dataset
parameters consistent and
considering the antenna
bandwidth of 100 MHz, we did not
use this larger sample rate in the
measurement.

Synchronisation between devices

The synchronisation between USRPs
and MOCAP cameras is important.
The camera results are used as
ground truth for radar estimation
algorithms, so precise time
alignment is necessary. However, we
did not achieve hardware-based
synchronisation between devices
due to a lack of experience with
advanced synchronisation
techniques.

We recorded timestamps for both
USRPs and MOCAP data, which are
used for post-processing time
synchronisation. This software-
based approach enables accurate
temporal alignment between radar
measurements and ground truth
data.

Signal leakage of the antenna

When we tested the system, we
found that the signal leakage of the
transmit antenna is not ignorable,
and the main received signal of the
receive antenna is the direct signal
leakage from the transmit antenna
rather than the reflected signal from
the target.

We placed RF absorbers between
the transmit antennas and receive
antennas to minimise signal
leakage. This isolation technique
significantly reduced direct signal
coupling and improved the quality
of target reflection measurements.

Antenna size constraints led to
grating lobes, limiting AoA estimation
accuracy

Accurate Angle-of-Arrival (AoA)
estimation requires precise phase
synchronisation between antennas
and a physical inter-antenna spacing
of A/2 to prevent grating lobes.

However, the large size of the

To evaluate the impact of antenna
design on positioning and posture
recognition performance, future
experiments will consider using
compact antenna arrays with true

A/2 spacing. This will enable a
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antennas in the current direct comparison with previous
experimental setup made it results obtained using large-sized
impossible to maintain A/2 spacing, [antennas, highlighting the effect of
resulting in inter-antenna distances grating lobes on AoA estimation
greater than A. This led to grating and downstream tasks.

lobes and degraded the accuracy of
AoA measurements.

5.1.6

Summary of Outcomes

Summary of findings:

1.

Activity recognition: Al models successfully classify various static and dynamic human activities (e.g.,
walking, squatting, sitting).

Micro-activity detection: The system accurately detects fine-grained activities such as breathing vs. non-
breathing, demonstrating high sensitivity.

3D localisation (static): Real-world CSI data enables precise 3D localisation for static postures.

3D localisation (dynamic): Dynamic localisation, particularly for walking targets, remains a technical
challenge due to complex signal behaviour, as predicted by both simulation and real-world trials.

Suggestions for the experimental testbed:

1.

Expand mocap coverage: The current motion capture system struggles to capture full 360-degree human
rotations. Adding several more cameras would provide more comprehensive ground-truth data, which
is essential for training and validating models for complex movements in a real-world setting.

Mitigate signal interference: Advanced techniques should be considered to better isolate the received
signal from interference from the transmitting signal, thereby improving the SNR and data quality in the
real measurement environment.

Optimise antenna selection: The choice of antennas is critical for sensing range and accuracy. Future
iterations of the testbed should prioritise antennas that are optimised for long-range sensing and meet
the physical constraints required for advanced techniques like AoA estimation.
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6 Projects Implemented at ISI/ATH Platform
This chapter describes the results of the projects implemented at ISI/ATH platform.

6.1 MATRIARCH- IloT Edge Computing Platform for Services and Network
Orchestration

6.1.1  Project Overview
6.1.1.1 Overall summary of MATRIARCH’s scope and goals

The MATRIARCH project has delivered an integrated and operational framework that enhances the 6G-BRICKS
infrastructure with edge-to-cloud capabilities provided by the aerOS meta-operating system. Over the course of
six months, the project has implemented a robust Internet of Things (loT) Edge computing platform that extends
the compute continuum across heterogeneous environments, enabling advanced monitoring, automation, and
incident response features. Coordinated by FAVIT, MATRIARCH leveraged the aerOS European project’s key
innovation: a virtualised, platform-agnostic meta-operating system for managing the loT edge-cloud continuum.
In this deliverable we outline the main technical achievements, deployment outcomes, and integration efforts
that bridge aerOS technologies with the pilot infrastructure provided by 6G-BRICKS. We also document key
milestones, platform motivation, and technological contributions, reinforcing the strategic value of MATRIARCH
within the broader 6G-BRICKS and aerQOS ecosystem, showcasing how cutting-edge edge-cloud integration can
enable secure and adaptive digital infrastructures.

6.1.1.2 Alignment with 6G-BRICKS

The MATRIARCH project aligns directly with the strategic objectives of 6G-BRICKS, particularly under Topic 6: "loT
Edge computing platforms for expanding the 6G-BRICKS compute continuum." The project has served as a
validation mechanism for the integration of advanced Meta-Operating System technologies—specifically,
aerOS—within the infrastructure provided by 6G-BRICKS. By deploying aerOS components across different sites
and connecting them through the 6G-BRICKS architecture, MATRIARCH has demonstrated how distributed edge-
cloud orchestration and service deployment can be achieved in a multi-domain, resource-constrained, and
heterogeneous environment. This fits perfectly with the overarching aim of 6G-BRICKS to support
experimentation in next-generation computing networks, including Open RAN, Al integration, and network
slicing scenarios. Furthermore, the integration of aerOS with the 6G-BRICKS authentication system (Keycloak)
and the visibility of the MATRIARCH experiment from within the official 6G-BRICKS experimentation portal
reinforce the platform's interoperability and its role as a plug-and-play solution for edge-native services. In
addition, MATRIARCH contributes to 6G-BRICKS by:

e Showcasing a real use case that leverages the loT-Edge—Cloud continuum vision of the project.

e Demonstrating the deployment, monitoring, and management of secure services within the 6G-BRICKS

framework.
e Providing a foundation for reusable components and containers that future experimenters can deploy
via the 6G-BRICKS portal.

This solid integration confirms that MATRIARCH not only fulfils its technical goals but also actively supports and
extends the 6G-BRICKS ecosystem, serving as a bridge between research and applied edge-cloud
experimentation.

6.1.1.3 Overview of expected results

The MATRIARCH project aimed to validate the integration of the aerOS Meta-Operating System into the
6GBRICKS infrastructure, demonstrating its capabilities in orchestrating services across a distributed loT-Edge—
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Cloud continuum. As a result of this integration, the following key outcomes were expected and have been
successfully achieved:

Deployment of aerOS services in multiple 6G-BRICKS domains (FAVIT, UPV, ISl), confirming the system's
ability to operate in heterogeneous, multi-domain environments.

Development of a functional incident monitoring dashboard, capable of collecting, filtering, and
visualizing runtime metrics and anomalies across the continuum (OOM events, reboots, TCP connections,
CPU throttling, and network errors).

Secure integration with the 6G-BRICKS authentication system (Keycloak), enabling seamless user
management and access control.

Availability of reusable containers and documentation within 6G-BRICKS repositories to support future
experimenters.

Demonstration of real-time observability and manageability of deployed services from the aerOS
management portal and their visibility in the 6G-BRICKS experimentation dashboard.

These results serve as a concrete example of how a distributed Meta-OS can extend the orchestration and
management capabilities of the 6G-BRICKS infrastructure, facilitating the efficient deployment of intelligent
services at the edge and enabling advanced experimentation in future 6G scenarios.

6.1.1.4 List of submitted deliverables

The deliverables of MATRIARCH along with a high-level description of each, are outlined in Table 32.

Table 32: List of MATRIARCH deliverables

Deliverable/Output Description Status

D1: Work plan, allocation | Establishes the start of the project, where the objectives, | Delivered
of resources, timeline. deadlines and roles are clarified among the team members.

D2: First demonstration of | First demonstration showing the integration of aerOS services | Delivered
advances and results. with the 6G-BRICKS infrastructure, together with Al models

specifically adapted to the selected use case. Containers
developed to implement the Open Call have been made available.
Deployments and configurations were documented to ease the
access of future experimenters.

D3: Results of the final | Comprehensive review of integration, experimental setup, | Delivered
system and demonstration | presentation of results, achievements and lessons learned.
of the proposed use case.

6.1.2

Integration and Setup

The deployment and integration of the MATRIARCH experiment into the 6G-BRICKS infrastructure required a
coordinated effort to ensure full interoperability between the aerOS platform and the 6G-BRICKS environment.
To begin with, the aerOS Meta-Operating System was deployed across multiple sites, specifically within the
domains managed by FAVIT, UPV, and ISI/ATH. Each domain hosted the aerQOS services using containerised
deployments, enabling isolated yet coordinated execution across the loT-Edge-Cloud continuum. One of the key
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technical steps for integration was configuring the 6G-BRICKS Keycloak-based authentication system. This
involved:
e Setting up the appropriate Keycloak realms and clients on the 6G-BRICKS side.
e Adapting the aerOS authentication component to connect and authenticate users via the 6G-BRICKS
Keycloak, ensuring Single Sign-On (SSO) and identity federation.

This integration effort enabled aerOS to be accessed directly via the 6G-BRICKS portal, using shared credentials
across both platforms. As shown in Figure 29, the aerOS Management Portal displays a successful login under
the shared identity space.

aerOS
[

Home

Domains

Deployments Welcome to the aerOS Management Portal
Continuum

Notifications

This is the Management Portal, the single entrypoint to manage the aerOS Meta-0S
Benchmarking

”

0

"

Aerosuser
Settings

Logout -

Figure 29: aerOS Management Portal with integrated SSO access

To further support user accessibility, a direct link to the aerOS Management Portal was added to the 6G-BRICKS
interface. This streamlined the user journey, allowing experimenters to seamlessly navigate to the MATRIARCH
deployment with no need for repeated authentication. The user is recognised across both platforms under the
same session. From a functional perspective, the experiment confirmed the successful deployment and
accessibility of aerQOS services, which were actively monitored through real-time dashboards and logs. These
tools verified the correct execution of orchestration, deployment, and resource usage across the infrastructure.

To successfully deploy the MATRIARCH prototype and integrate aerQOS into the 6G-BRICKS infrastructure, several
technical configurations, software components, and adaptations were required. The process included
infrastructure provisioning, identity management setup, service orchestration mechanisms, and low-level
deployment logic. The main steps can be outlined as:
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1. Prerequisites and Access to Repositories: Before deploying aerOS components, it was necessary to
configure access to the container images and Helm charts.

2. Context Broker and Identity Management Configuration: Orion-LD context broker was installed via Helm.
OpenlLDAP and Keycloak setup were integrated through the following steps: (1) OpenLDAP installed for
identity storage and authentication, (2) Users, roles, and organisations were created using
phpLDAPadmin, (3) Keycloak installed and configured to expose authentication endpoints either via
NodePort or Ingress, (4) Integration with LDAP achieved through Keycloak’s federation setup.

3. Keycloak Integration with 6G-BRICKS Portal: Keycloak was configured to authenticate against OpenLDAP.
A dedicated Keycloak realm and client were created to allow Single Sign-On from the 6G-BRICKS
platform. Finally, the aerQOS portal was linked from the 6G-BRICKS interface for seamless access and
authentication.

4. NGSI-LD Entities were created to define the domain structure.

5. The aerOS architecture leverages KrakenD API gateway for APl aggregation and security.

6. Redpandaand HLO Setup: Redpanda is used as the streaming engine for orchestration coordination, and
HLO is installed via Helm.

BR" cKs aerosUser Domain administrator ~

88 Experiments - Repository

MATRIARCH (aer0S
Management)

n-Edge

b Experimentation
xApps >

Cell Free mMIMO DU
Testing
(KU LEUVEN testbed)

O Repository

Figure 30: 6G-BRICKS Portal showing access to the MATRIARCH experiment with unified identity

Throughout the integration and deployment of the MATRIARCH prototype within the 6G-BRICKS infrastructure,
continuous support from the testbed team was essential. One of the primary requests was assistance with the
configuration of the Keycloak instance provided by 6G-BRICKS, which was crucial to enable Single Sign-On and
identity federation between the aerOS platform and the 6G-BRICKS user management system. The testbed team
facilitated access credentials and provided the necessary parameters to establish this integration successfully.
Additionally, to ensure external access to the aerOS services, support was required in exposing specific ports and
mapping domains via the testbed’s infrastructure. The team helped configure Ingress controllers and reverse
proxy settings to properly route traffic to the correct endpoints. Certain modules of aerOS—such as Orion-LD,
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KrakenD, and Redpanda—required tailored network settings, and the testbed team assisted in adjusting network
policies to permit the needed communication. There was also a request for expanded computational resources
and Kubernetes support. During the deployment phase, the MATRIARCH team needed additional nodes and
container orchestration capabilities. The testbed team provisioned these resources and ensured they were
compatible with the aerOS Helm-based deployment process. This collaborative effort was instrumental in
ensuring the MATRIARCH components were deployed and operated correctly within the 6G-BRICKS
environment.

The overall domain interconnection and node distribution across the continuum are illustrated in Figure 31,
which provides a visual summary of the aerOS federation implemented within the MATRIARCH experiment.
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Figure 31: aerOS Continuum overview showing the connected domains and nodes for each site (FAVIT, UPV, ISI/ATH),
illustrating the distributed orchestration and data flow across the loT-Edge—Cloud continuum.
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6.1.3

KPIs and Experiment Metrics

This section outlines the Key Performance Indicators (KPIs) defined for the MATRIARCH experiment, along with
their targeted values, measurement methods, and tools used for data monitoring and collection. The KPIs were
chosen to reflect both technical achievements and integration outcomes within the 6G-BRICKS ecosystem. They
cover deployment goals, performance metrics, security responsiveness, infrastructure diversity, and API
usability. To measure and validate them, a combination of tools was used, including:

The aerOS Management Portal (to track deployments, infrastructure elements, and services).

The Continuum visualizer (for domain-node mapping).

The Incident Monitoring Dashboard (to analyse performance and security events).

The KrakenD AP| Gateway (for tracking APl exposure).

Internal benchmarking tools and logs (for Round-Trip Time (RTT) and latency metrics).

Table 33 provides a comprehensive mapping of each KPI to its definition, target, and the method of verification
or measurement.

Table 33: Identified KPIs for MATRIARCH

KPI | Definition Target Methods
Ul (If applicable)

1 Deployment of aerOS domains 2 Verified via the aerOS Management Portal
and Domain List section.

2 aerOS Infrastructure Elements 4 Confirmed using the Continuum tab,
showing connected nodes per domain.

3 Number of services deployed via aerOS over | 4 Tracked in the Deployed Services dashboard

6GBRICKS infrastructure of aer0s.

4 Neutralize unique cybersecurity threats | 20 Analyzed via logs and mitigation status in

within six months of aerOS integration (if we the Incident Monitoring Dashboard.
have threats)

5 Reduce the threat detection time from an | 5-10s Measured via timestamp comparison in

average of 10 seconds to an average of 5 system logs and dashboard alerts.
seconds.

6 Parameters measured 15 Counted across different metrics visualized
in the dashboard: OOM events, TCP
connections, CPU throttling, etc.

7 Diverse processing architectures covered 2 Confirmed through deployment over x86
and ARM architectures in different IEs.
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8 APIls exposed and usable for 6G-BRICKS 2 Exposed via KrakenD Gateway;
. documentation and testing confirmed their
consortium . .
functionality.
9 RTT <50ms Measured using internal tools and

monitoring logs during data transmission
between components.

6.1.4 Results and Performance Evaluation

The MATRIARCH experiment aimed to validate several technical and operational Key Performance Indicators
(KPIs) as part of its integration into the 6G-BRICKS testbed. These KPIs were designed to assess deployment
success, performance, and interoperability with the broader infrastructure. Table 34 summarises the measured
results, compares them with the target values, and provides commentary to explain the outcomes and any

observed discrepancies.

Table 34: Overall Results and Comparison

KPI Target | Outcome | Comment

Deployment of aerOS domains 2 3 Exceeded target with an additional domain
integrated (ISl).

aerOS Infrastructure Elements 4 5 One additional IE connected during the
extended phase.

Number of services deployed via aerOS | 4 4 Target met with 4 services deployed.

over

6G-BRICKS infrastructure

Neutralise unique cybersecurity threats | 20 23 All reported threats were mitigated; the total

within six months of aerQOS integration (if exceeded expectations.

we have threats)

Reduce the threat detection time from | 5-10s | 5s Improved detection time thanks to

an average of 10 seconds to an average dashboard automation.

of 5 seconds

Parameters measured 15 17 Higher than expected due to additional
system metrics logged.

Diverse processing architectures covered | 2 2 ARM and x86 successfully used in

deployments.
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APIs exposed and usable for 6G-BRICKS | 2 2 Two APIs documented and validated via 6G-
. BRICKS platform.
consortium
RTT <50m | <35ms RTT well within acceptable range,
S performance validated.

6.1.5 Technical Challenges Encountered

Throughout the deployment and integration phases of the MATRIARCH experiment, several technical challenges
were encountered. These spanned from infrastructure delays to integration issues with third-party
authentication systems. This section outlines the key obstacles faced, their underlying causes, and the measures
taken by the development and integration teams to overcome them. While some challenges required iterative
debugging and coordination with external teams, all were eventually addressed as shown in Table 35 allowing
the platform to operate as expected within the 6G-BRICKS context.

Table 35: Technical Challenges of MATRIARCH

Challenge

Keycloak integration

Description

Integrating aerOS with the 6GBRICKS
Keycloak SSO required adapting the
aerOS portal to support external
identity providers and LDAP
configuration.

Resolution / Mitigation

Manual reconfiguration of the
aerOS authentication modules
and careful setup of realms and
clients in Keycloak. Continuous
validation with 6G-BRICKS team
ensured compatibility.

Node deployment delays

Delays in receiving or preparing the
infrastructure nodes at partner sites
(especially for ISI) slowed initial
experimentation and configuration.

Communication with technical
teams and sequential onboarding
process mitigated the impact. ISI
integration was completed by the
final stages.

Complex software stack setup

The large number of interdependent
components  (Orion-LD, KrakenD,
Redpanda, HLO/LLO, etc.) created
complexity in setup and testing.

The team relied on detailed
documentation, Helm charts, and
internal checklists to sequentially
validate and deploy the stack
across different domains.

Limited documentation updates

In several cases, upstream
components had outdated or partial
documentation, especially related to
LDAP integration or Redpanda topic
handling.

Internal testing and collaboration

with other aerOS partners
(notably UPV and S21Sec)
allowed to identify workarounds
and document internal

installation guides.
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Authentication flow debugging Bugs in the OIDC authentication flow | Network traces and browser logs
caused login failures in early | were used to identify
integration phases. configuration mismatches in
redirect URIs and proxy settings.
Fixes were applied accordingly.

6.1.6 Summary of Outcomes

The MATRIARCH experiment achieved all of its primary objectives within the scope of the 6G-BRICKS project.
Two domains were successfully deployed and integrated into the continuum, with a total of four infrastructure
elements and multiple services orchestrated through aerOS. The management and monitoring dashboards were
developed and demonstrated, showcasing the capabilities of the platform to detect and analyse incidents across
distributed environments.

Key outcomes include the successful integration with the 6G-BRICKS Keycloak authentication system, the
deployment of core aerOS components in different testbed environments, and the exposure of usable APIs for
external use within the consortium. Several performance metrics, such as detection time reduction and
parameter measurement targets, were also met or exceeded.

Valuable lessons were learned regarding the configuration complexity of the federated architecture, the
importance of early coordination with the testbed teams, and the need for adaptable deployment strategies
across heterogeneous infrastructures. These insights will guide future enhancements and deployment efforts
within the aerQS ecosystem.

6.2 6G-LORE - 6G-LORawan Extension for loT

6.2.1 Project Overview

Novel communication technologies like Long Range Wide Area Network (LoRaWAN) provide a promising
alternative to cellular networks, especially for loT applications in rural areas where often there is either no 5G
coverage (or the high cost to have a cellular connection per point of presence hinders scalability). Such Low-
Power Wide-Area Network (LPWAN) technologies promote energy efficiency over high data-rates, which for loT
services is critical as sensors are generally battery-powered and guaranteeing long network lifetime is the main
objective.

6G-LORE provides a testbed to evaluate LoRaWAN as a low-cost IoT solution of increased energy efficiency. The
experimenter can execute customizable communication scenarios and evaluate the potential energy savings of
such a LoRaWAN deployment over the alternative of commercial 5G. The testbed consists of a LoRaWAN gateway
covering an underserved rural area, 5 end-devices with LoRa radio units and 5G. An experimentation service has
been developed that, beyond network KPIs, monitors the energy consumption at each endpoint. The developed
testbed and monitoring solution have been integrated as a new 6G-BRICKS testbed and are provided for
experimentation to 3rd parties. The 6G-LORE testbed has been integrated with the Helium IOT network® and
hence supports also experimenters to bring their own LoRaWAN device and integrate it in the 6G-LORE platform.

8 https://www.helium.com/iot
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In this section, we present the overall integration and experimentation details of the 6G-LORE deployed testbed
along with its functionalities, and we summarise the main 6G-LORE project results.

Table 36: List of 6G-LORE Deliverables and Outcomes

https://github.com/ecbessarion/6G-
LORE

energy monitoring service.

Deliverable/Output Description Status
D.1: 6G-LORE functionalities | Detailed implementation plan of 6G-LORE, describing the | Delivered
description and execution plan | ECB LoRaWAN facility, its planned energy monitoring
report extensions and its integration plan as a new testbed of

the 6G-BRICKS experimentation platform.
D.2: Implementation and testing of | Detailed presentation of the developed 6G-LORE | Delivered
6G-LORE functionalities and initial | solution, including the ECB LoRaWAN facility, its energy
results report monitoring extensions and the integration details with

the 6G-BRICKS experimentation platform (new testbed).
D.3: Final report with complete | Detailed presentation of the evaluation results and the | Delivered
evaluation results and blueprint of | experimenter’s access to the 6G-LORE testbed.
the 6G-LORE integration to 6G-
BRICKS facilities
Open-source code repository | Open-source code for the implementation of 6G-LORE | Delivered

6.2.2 Integration and Setup

6G-LORE provides a complete LoRa-based testbed, consisting of advanced loT experimentation nodes that can
be configured remotely to execute any workload. All 6G-LORE testbed nodes are equipped with LoRaWAN
network interfaces. For comparison purposes, one of the nodes has also been equipped with a metered 5G
modem. The end-devices have been dispersed in the ECB premises over an area of 1600 square meters,
supporting both indoor and outdoor scenarios. Figure 32 present the integrated architecture of 6G-LORE.
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Figure 32: 6G-LORE Integrated Architecture

To simplify experimentation, a modular experimentation service has been developed, consisting of the following
main services:

e An energy monitoring service that constantly monitors numerous energy-related KPls for the
communication interface being used.

e An experimentation service that enables the remote experimenter to set up an experiment according to
their needs and retrieve useful network performance KPIs.

The experimentation service is based on a configurable traffic generator that enables the experimenter to setup
representative loT scenarios (e.g., periodic transmissions of a sensor). It supports setting for each transmission
period i) the Number of Messages, ii) the Message Size (bytes), iii) the number of periods of the experiment and
iv) the Duration of each period. The traffic generator itself is provided as open source and hence can be modified
at will by the experimenter.

Finally, an intuitive KPI dashboard provides real-time monitoring of each testbed node and exposes, with the
conclusion of an experiment, a detailed overview of the main networking and energy KPIs (latency, throughput,
energy per packet, etc.).

In order to avoid affecting the energy measurements, all the necessary configurations and the energy
measurements collection are taking place over a side control channel (Wi-Fi). Notice that for both 5G and LoRa
to enable accurate characterisation of the alternative communication technologies, only the energy
consumption of the network interface is monitored and exposed (and not of the node itself). The monitored
energy metrics are provided at a granularity of 0.5 sec.

6G-LORE provides a complete LoRa-based testbed which has been tightly integrated with the 6G-BRICKS
platform. Summarising, the 6G-BRICKS experimentation plane has been extended to:
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e Provide controlled access of authorised users (Keycloak-based) to the 6G-LORE testbed.

e Expose an experimentation GUI to the experimenter to parameterise their network scenario.

e Collect and demonstrate the experimentation results (Grafana-based) via an intuitive dashboard (both
network and energy KPIs).

6.2.3 KPIs and Experiment Metrics

6G-LORE testbed enables experimentation with both LoRaWAN and 5G. For each experiment, the testbed
exposes both aggregate network and energy KPIs. As 6G-LORE is not focusing on a specific experiment, and the
actual performance depends on several configuration and scenario parameters, no target KPI values can be set
(not applicable — N/A). For each experiment, the KPIs outlined in Table 37 are monitored and exposed to the
experimenter with the conclusion of an experiment.

Table 37: Identified KPIs for 6G-LORE

Network KPIs Definition Target | Methods
Value
(If
applicable)
Packet loss rate (%) Percentage of messages lost during the experiment session. | N/A N/A
Avg_latency (seconds) | Average TX latency for each successfully delivered message | N/A N/A
(in sec).
Tx_rate (msgs_per_sec) | Transmission rate measured in messages per second. N/A N/A
Tx_rate (bps) Transmission rate measured in bits per second (bps). N/A N/A
Energy KPIs Definition Target | Methods
Value
Energy_used (Wh) Total energy consumed by the network interface throughout | N/A N/A
the experiment (in Wh).
Charge_applied (Ah) Total charge provided to network interface throughout the | N/A N/A
experiment (in Ah).
Energy_per_message Average energy consumption per message (in Wh/msg). N/A N/A
(Wh/msg)

The authorised user of the testbed also has access to the following live energy-related KPls of each network
interface, independently of whether an experiment is running or not:
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Table 38: Live Energy-related KPIs

Instantaneous energy- | Definition Target | Methods

related KPls Value

live_volts (Volts) Instantaneous voltage measurement of the network | N/A N/A
interface power input.

live_amps (Amperes) Instantaneous  current draw, representing power | N/A N/A
consumption

live_watts (Watts) Instantaneous power usage, crucial for energy efficiency | N/A N/A
analysis.

live_energy delta_wh | Consumed energy between consecutive readings, capturing | N/A N/A

(AWNh) energy consumption variations.

live_current_delta_ah Difference in charge values between consecutive readings, | N/A N/A

(AAR) identifying charge fluctuations.

live_amp_hours (mAh) | Accumulated charge, useful for battery profiling. N/A N/A

6.2.4 Results and Performance Evaluation

The testbed has been made available for experimentation by 3rd parties, but an initial assessment of the energy
performance of LoORaWAN and a comparison with 5G has revealed the following KPls

Table 39: Overall Results

improvement over
5G

Energy efficiency | > 10- fold

KPI Outcome | Comment

Energy_per_message KPI).

Even without optimisation of duty cycles and sleep modes, the LoRaWAN
interface consumes significantly less in representative loT scenarios (see

improvement

Idle power draw | >4-fold

compared to an average of 200mW for 5G.

While idle, LoRaWAN interface generally draws down to 40mW of power

at transmission

Max power draw | ~15-fold

transmission, compared to the up to 5Watts of 5G.

LoRaWAN interfaces generally draws less than 300mW of power at

Notice that the testbed is fully powered by renewable energy generated by a collocated PV park and hence has
zero environmental footprint.
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For illustration purposes, we present below representative results of a typical loT scenario. We consider a sensor
that transmits a single measurement of 37Bytes every 10 seconds and evaluate the performance of 5G and
LoRaWAN in the 2 cases over 10 periods. It is evident in Figure 33 (5G experiment) and Figure 34 (LoRaWAN
experiment) that the throughput and latency of 5G are significantly better, but the resulting energy consumption
is more than 10 times higher.
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The live measurements of the same experiments reveal that instantaneous power draw can exceed 5 watts (vs
300mW for LoRaWAN) and idle consumption is double that of LoRaWAN.
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6.2.5 Technical Challenges Encountered

Other than some administrative and procurement challenges in the initial phases of the project, the execution
of the project and integration with the 6G-BRICKS platform have been seamless.

Table 40: 6G-LORE technical challenges.

Challenge Description Resolution / Mitigation

Unavailability of necessary | The initially selected Particle Muon | Alternative  prototype design

equipment modem (5G and LoRaWAN | adopted, based on separate LoRa
support) was not released in time. | and Quectel 5G modems.

6.2.6 Summary of Outcomes

6G-LORE has achieved its ambitious objectives by delivering an end-to-end sustainable rural loT testbed, which
is fully powered by renewable energy generated by a collocated PV park. The testbed is fully integrated to the
6G-BRICKS experimentation platform and is now available to authorised 3™ party experimenters through 6G-
BRICKS with federated Keycloak access, along with a web GUI for scenario definition and automated KPI
collection and visualisation in an intuitive dashboard.

6G-LORE has built and provided the necessary toolbox to evaluate the potential energy savings of a LoRaWAN
deployment over 5G. Initial experiments indicate that at least a 10-fold improvement in energy efficiency is
achievable. Certain modules of the system have been made publicly available as open-source on GitHub for
reproducibility and community reuse. The 6G-LORE testbed has been integrated with the Helium 10T network
and hence supports experimenters to bring their own LoRaWAN device, integrate it and experiment over the 6G-
LORE platform.

6G-LORE has demonstrated in real conditions the feasibility of LoORaWAN as a cost-efficient alternative to cellular
communications that can adequately address the requirements of sensing applications in rural environments.
Furthermore, 6G-LORE has designed and provided a blueprint demonstrating how LoRaWAN could be integrated
to a Beyond 5G system (B5GS) as a non-3GPP access; hence, it serves as a first step towards the potential
adoption of LoRaWAN as an LPWAN solution in 6G.

Finally, 6G-LORE demonstrated the capacity of 6G-BRICKS to accommodate and support experimentation and
easy expansion by a third party.

The ultra-low energy profile of LoRaWAN makes it ideal for battery-powered rural sensing. Based on the project
findings, ECB is planning to equip almost all its devices for monitoring in the field (PV and smart farming) with
LoRaWAN connectivity. Experimentation in 6G-LORE has revealed that certain optimisations of duty cycle and
sleep modes are necessary to exploit its full potential. 6G-LORE gives access to experimenters to further
investigate this direction (among others).
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7 Lessons Learned and Recommendations
7.1 Key Insights and Lessons Learned

The execution of the 15 Open Call projects revealed several technical, organisational, and operational insights
relevant for future cycles:

e Early alignment on testbed capabilities is essential
Some projects required more time than expected to match their planned work with what the testbeds could
technically support. Ensuring a clearer understanding of testbed features and limitations at the beginning
helps set realistic expectations for external teams.

e Providing stable and ready-to-use environments accelerates progress
Projects that received early access to the necessary accounts, containers, and tools progressed faster. Delays
often occurred when the infrastructure setup took longer than anticipated.

e Clear communication channels improve coordination
Regular interactions between the mentors and the experimenters proved crucial. When communication was
disrupted, such as changes in project contact persons, delays, and misunderstandings followed.

e Documentation and examples help reduce onboarding time
Projects benefited from clear instructions, examples, and templates. Better-structured guidance can help
experimenters progress more smoothly.

e External experimenters have diverse needs
The six projects covered diverse topics ranging from Digital Twins and Al-based analytics to loT and sensing.
This diversity showed that flexibility is key: each project required different types of support, resources, and
integration assistance.

e Real-world experimentation introduces uncertainty
Projects that perform tests with physical equipment (e.g., SDRs, LoRaWAN devices, sensing systems)
encountered occasional performance variability, highlighting the need for time buffers in planning.

7.2 Guidance for Future Open Call Cycles

Looking ahead to future Open Call cycles, several measures could further enhance the efficiency, clarity, and
overall effectiveness of the process. A first area of improvement concerns the early communication of testbed
capabilities and constraints. Providing clearer, more accessible information at the start of the cycle would help
applicants design experiments that are well aligned with the available infrastructure and reduce the likelihood
of later revisions.

Future cycles may also benefit from more focused and practical onboarding support provided during the Kick-
off Meetings. While the webinars organised by the project, the presentations, and technical deliverables
already provide substantial background information, direct and detailed guidance from the technical mentors
can help experimenters better interpret these materials, understand the technical requirements of each
testbed, and develop feasible experiment plans from the outset.

Ensuring that experimenters receive the necessary testbed resources, such as access credentials, containers, or
supporting tools, in a timely manner would likewise help minimise delays during the initial setup phase. Early
allocation of these elements can contribute to a smoother start and allow experimenters to concentrate on
their core technical work.
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Finally, encouraging clearer and more consistent documentation practices, particularly regarding the steps
required to reproduce experiments, would significantly improve the long-term value of Open Call outcomes.
Strengthening reproducibility and transparency would support knowledge transfer within the project and
enhance the reusability of results by future experimenters across the 6G-BRICKS ecosystem.

In summary, future Open Call cycles could be strengthened by:

e Providing clearer and more accessible communication of testbed capabilities to guide experiment
planning.

e Offering practical, mentor-led onboarding support during Kick-off Meetings to help experimenters align
their work with testbed requirements.

e Ensuring timely allocation of testbed resources to reduce delays during the setup phase.

e Promoting clearer documentation and reproducibility practices to enhance long-term usability of
outcomes.
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8 Conclusions

This deliverable has presented the outcomes of the first cycle of the 6G-BRICKS Open Call, outlining the
implementation and experimentation activities of the six funded sub-projects. Through their work with the EUR,
ISI/ATH, and KUL testbeds, the experimenters explored a wide range of research themes, including Digital Twins,
intelligent RAN control, loT and edge orchestration, and joint communication and sensing, thereby enriching the
6G-BRICKS ecosystem with new insights, modules, and datasets.

The mentoring framework provided throughout the cycle supported experimenters in navigating the technical
and organisational aspects of their work, helping ensure that their developments aligned with the capabilities of
each testbed. Although some projects required additional time due to the complexity of integrating external
solutions, all sub-projects ultimately completed their planned activities and delivered substantive results. The
collaborative interactions between experimenters and mentors played an important role in enabling steady
progress and maintaining continuity throughout the cycle.

The experience gained through this Open Call will be valuable for the planning and execution of future cycles. As
the testbeds continue to evolve, their growing maturity and the knowledge accumulated by the mentoring teams
will further support experimenters in conducting high-quality experimentation and producing impactful
outcomes.

Overall, the first Open Call has made a meaningful contribution to the project’s objectives. It has demonstrated
the openness and flexibility of the 6G-BRICKS testbeds, strengthened engagement with external stakeholders,
and expanded the range of validated functionalities and experimentation paths available within the project. The
results achieved through this cycle provide a solid foundation for continued collaboration and innovation in the
next phases of the 6G-BRICKS initiative.
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