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Abstract—This paper demonstrates a solution for adaptive 

service orchestration across edge servers and far-edge robotic 

devices within a compute continuum framework. The proposed 

platform enables dynamic service relocation in response to 

compute resource constrains, ensuring uninterrupted robotic 

operation. 

Keywords— compute continuum, edge computing, Edge AI, 

service orchestration, robotic systems 

I. OVERVIEW 

The Compute Continuum represents a transformative 

evolution in network infrastructure, where computing 

capabilities are no longer confined to centralized data centers 

but are distributed across the core, edge, and far edge of the 

network. From a telecommunications perspective, this 

paradigm offers numerous advantages: reduced latency, 

improved bandwidth efficiency, enhanced security, support 

for Internet of Things (IoT) applications, and greater 

automation [1]. It improves service resilience and 

maintainability, while enabling telcos to expand into new 

vertical markets. Traditional operator architectures are 

rapidly shifting from core-cloud-centric designs to edge-

enabled service platforms capable of delivering intelligent, 

context-aware, and latency-sensitive applications closer to 

end-users and devices [2]. In this broader shift, edge 

computing – as an evolution of cloud computing – plays a 

vital role, bringing virtualized application environments to 

the network edge, including base stations, gateways, and even 

end devices [3]. 

 

Within the scope of the 6G-BRICKS project [4] the Compute 

Continuum is extended into the Cognitive Compute 

Continuum, introducing intelligence and automation into 

distributed infrastructure management. This is achieved 

through an abstraction framework that supports dynamic 

orchestration and lifecycle management of cloud-native 

services across a heterogeneous network-compute fabric. The 

framework comprises two key components: (i) the π-Edge 

Platform, a lightweight, cloud-native platform, responsible 

for hosting services and providing cognitive capabilities such 

as resource forecasting via Graph Neural Networks (GNNs) 

[5] at edge or far-edge domains; and (ii) the Edge-Cloud 

Continuum Manager (ECCM), a higher-level orchestrator 

that coordinates multiple π-Edge instances and makes 

placement and migration decisions based on service-level 

requirements and predicted resource availability. 

 

The present demo showcases a Proof-of-Concept (PoC) 

implementation of this cognitive continuum through an edge-

to-robot orchestration scenario. The setup includes a mobile 

robot with manipulation capabilities and an edge server. The 

robot performs a pick-and-place task, detecting and sorting 

objects (e.g., cans) using an object detection service. The 

demo shows how services are dynamically orchestrated 

across nodes in response to compute resource conditions, 

such as CPU and memory exhaustion, which is a typical issue 

in resource-constrained edge and far-edge devices. 

 

At the start of the demo, all robotic services (including 

motion planning, hardware control, and pick and place) are 

hosted on the robot, along with the object detection service. 

π-Edge continuously gathers telemetry related to local 

compute resources, including CPU load and memory 

utilization. Using GNN-based models, it predicts potential 

resource saturation. In the demo, CPU and memory pressure 

is artificially induced on the robot (e.g., via background load 

or synthetic processes). Upon detecting likely violations of 

resource thresholds, the ECCM proactively triggers the 

migration of the object detection function from the robot to 

the edge server, maintaining real-time responsiveness and 

service continuity.  

 

A graphical interface enables end-to-end visibility of the 

topology, service deployments, and system metrics. 

Dashboards (e.g., Grafana) visualize monitoring and 

prediction data, while users can interactively observe how the 

system adapts in real time to dynamic conditions—ensuring 

uninterrupted robotic operation. 

 

Overall, this demonstration validates the ability of the 

Cognitive Compute Continuum framework to autonomously 

optimize service placement based on dynamic compute 

conditions, supporting resilient, adaptive and latency-

sensitive applications in future 6G environments. 

II. INNOVATION 

The innovation of this work lies in the introduction of 

orchestration across a Cognitive Compute Continuum, 

seamlessly spanning cloud, edge, and far-edge resources. The 

proposed framework integrates AI-powered telemetry 

analysis and predictive intelligence – leveraging GNNs – to 

proactively identify evolving compute resource states [5]. 

This enables autonomous service migration and dynamic 

reconfiguration that align with service-level requirements, 

ensuring uninterrupted operation of latency-sensitive 

applications such as robotics. 

 

At the heart of the architecture is the π-Edge platform, which 

is a management solution enhanced with cognitive 

capabilities for local prediction and orchestration. This 

platform is complemented by the ECCM, enabling real-time, 

closed-loop optimization of service placement and Lifecycle 



Management (LCM). Unlike conventional orchestration 

systems that rely on static configurations and reactive 

policies, this approach introduces a predictive and self-

adaptive orchestration layer [6]. Moreover, it tackles the 

services LCM, as it allows them to be proactively migrated 

or reconfigured based on forecasted changes in node’s 

conditions, such as exhaustion of the limited compute 

resources. 

 

The demonstrated scenario exemplifies the benefits of this 

innovation. The ability to dynamically relocate AI-based 

functions, such as object detection, between infrastructure 

nodes in response to predicted compute resource degradation, 

while maintaining operational continuity, illustrates the 

potential of the Cognitive Compute Continuum for critical 

services. 

A. Demo set-up and scenario 

Figure 1 shows the setup of the proposed scenario. This 

consists of two edge nodes and one robot, managed by the 

ECCM. In this scenario, the robot performs a quality control 

and pick-and-place task, representative of industrial 

production line operations. The system simulates a final-

stage product handling phase, where items randomly 

positioned on a surface (analogous to a conveyor belt) must 

be inspected and sorted based on their visual characteristics. 

 

 
Figure 1: Demo set-up for robotic scenario. 

 

The robotic system includes a mobile base equipped with a 

robotic arm, depth cameras, and onboard compute resources. 

For demonstration purposes, the robot remains stationary and 

the objects (in this case soda cans) are placed in front of it to 

be visually inspected with its camera feed. Two image 

streams are captured: a 2D image for object classification, 

and a 3D image for extracting the exact position and 

orientation of the object in space. Once objects are classified 

as "Ready for Delivery" or "Defective", via a pre-trained 

object detection model, the robot performs the corresponding 

pick-and-place task using Robot Operating System (ROS) 

based motion control. 

 

All robot-related services (hardware-controller, motion-

planning, and pick-and-place) are deployed locally on the 

robot and managed by the lightweight π-Edge platform, 

which enables service execution and telemetry collection at 

the far edge. The object-detection service is also initially 

deployed on the robot, to minimize latency. This service 

receives image input via REST API and returns object 

classifications. 

The ECCM and the π-Edge Platform are hosted in Edge 

Server A and they manage all the nodes of the cluster. In this 

scenario, these platforms are responsible for coordinating the 

distributed deployment, continuously monitoring compute 

resource usage (e.g., CPU load and memory) and predict 

compute saturation events using GNN-based AI models. As 

the task progresses and the robot’s compute load increases, π-

Edge detects growing CPU and memory pressure. When 

forecasted resource exhaustion is identified for the robot, the 

ECCM triggers the migration of the object-detection service 

from the robot to Edge Server B. This ensures continued real-

time operation without overwhelming the robot’s resources. 

III. RELEVANCE 

This demonstration showcases a key vertical use case for 

future 6G networks: intelligent and resilient orchestration of 

robotic services across a distributed compute continuum. The 

presented system exemplifies how latency-sensitive 

applications – such as mobile robots performing real-time 

visual inspection and manipulation – can benefit from 

predictive orchestration across edge and far-edge domains. 

 

By integrating the π-Edge platform with the ECCM, the 

system supports dynamic placement and migration of 

microservices based on real-time telemetry and AI-driven 

predictions. This approach addresses the limitations of 

traditional static or reactive orchestration frameworks [6] by 

providing a dynamic, AI-driven solution for service LCM 

that ensures continuity under varying compute conditions. 

Moreover, it is aligned with the objectives of the 6G-BRICKS 

project [7], by contributing to the development of AI-native 

6G infrastructures capable of adaptive, closed-loop 

management of compute and network resources in complex 

environments. 
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