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Abstract— This paper demonstrates that in-network computing, 

supported by disaggregated X-Haul systems, can serve as a 

foundational building block for the cloud-to-edge continuum in 

future 6G networks. Complemented by a service lifecycle 

orchestration framework, we present a lab-based 

demonstration that validates the practical potential of these 

technologies for real-world deployment. 
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I. OVERVIEW 

The vision for 6G wireless networks centers on ultra-low 

latency, high throughput and massive connectivity, and 

pervasive intelligence, demanding seamless integration of 

communication and computing resources. In-network 

computing [1] emerges as a key enabler to meet these 

requirements by distributing processing closer to the edge. 

Aligned with disaggregated RAN principles, 6G X-Haul 

adopts an open architecture separating hardware and software 

to enable multi-vendor interoperability. It comprises of 

outdoor microwave/mmWave radios and disaggregated 

switches with a Linux-based configurable Network 

Operating System (NOS). Leveraging x86-64 processors, 

these devices unify networking and edge computing 

functions, enabling low-latency and distributed processing at 

the network edge. This convergence supports rapid feature 

deployment, SDN/NFV integration and programmable 

networks critical for 6G. 

A practical demonstration of the aforementioned 

technologies is carried out at KU Leuven testbed and consists 

of several elements. ALPHA STX-60D-126, high-port 

density white-box switch with Intel CPU running the 

Ensemble Activator, which is a Linux-based carrier-grade 

NOS supporting Carrier Ethernet/MPLS and Docker-based 

edge workloads. UltraLink™-GX80 system, which is a high-

capacity E-Band radios delivering up to 20 Gbps for long-

range wireless transport. Also, NETIO PowerBOX 4Kx 

smart power strip is employed, which facilitate the real-time 

energy monitoring and remote power control of the 

infrastructure. The operations of service lifecycle 

management, including optimal placement and migration, are 

realized by the π-Edge Platform as a Service (PaaS) [2]. A 

pragmatic overview of the infrastructure deployment and 

specificities of the testbed is also presented. Finally, as a case 

study, the workflow and corresponding lifecycle service 

orchestration (LSO) of an indicative application, a Java 

Spring Boot service, is demonstrated. 

II. INNOVATION 

Our demonstration introduces a novel network architecture 

using disaggregated X-Haul switches with in-network 

computing and algorithms for optimal service placement and 

dynamic migration. These concepts are validated through a 

realistic lab case study, providing insights and a reference for 

future research. 

A. Architecture 

The systems are deployed in a combination of star and ring 

topology within Leuven’s testbed, as illustrated in Figure 1. 

 
Figure 1: Wireless X-Haul transport solution deployment at Leuven’s 

premises. 

From the top down, the border server has the π-Edge PaaS 

installed, which incorporates the service placement optimizer 

and migration features. The CISCO 2960 switch then acts as 

the intermediary between the KUL testbed and the rest of the 

infrastructure, enabling direct interconnection for device 

troubleshooting. The ALPHA switches are wirelessly linked 

via two UltraLink™-GX80 units that incorporate a 

waveguide connector instead of antennas for lab safety 

reasons. A lower-capacity optical cable serves as a backup 

path to ensure continuous management in case of failures. To 

maintain network stability, the Rapid Spanning Tree Protocol 

(RSTP) is enabled, preventing loops and supporting seamless 

communication between switches’ processors. A Docker 

Swarm cluster is initialized on the ALPHA switches with one 

node as the master and the other as slave. Docker Swarm was 

selected as the orchestration platform for this deployment due 

to its lightweight nature and simplicity, which are particularly 

well-suited for environments composed of resource-

constrained devices [3] such as X-Haul switches, in contrast 

to Kubernetes. Furthermore, auxiliary microservices are 

deployed across the infrastructure. Node Exporters are 

installed on both Swarm nodes to collect system metrics 

(CPU, RAM, and storage statistics). Additionally, on the 

master Swarm node, a Power Consumption Exporter is 

deployed to monitor X-Haul power usage from the smart 

strip, alongside a REST API that provides access to Swarm 



statistics, enables service migration operations, and allows 

control of the radios' power-save mode. All these 

microservices integrate with the π-Edge platform and popular 

observability tools such as the Prometheus time series 

database and Grafana, providing real-time monitoring of the 

infrastructure. 

B. Service placement and migration 

A key aspect of the demonstration is the optimized placement 

and lifecycle management of user services. To achieve this, 

the network is modeled as a graph, with nodes (X-Haul 

switches) interconnected via links (X-Haul wireless links), 

each characterized by latency, capacity, and energy 

consumption when active. Moreover, each switch node has 

fixed CPU, RAM, and storage resources, while each 

application requires specific amounts of these resources, 

along with throughput and a latency constraint defined by the 

users’ service level agreement (SLA). Thus, the optimizer 

must determine where to place each application and which 

wireless links to activate/deactivate. The optimizer seeks to 

minimize total latency, energy consumption from active 

links, resource usage imbalance (CPU, RAM, storage), and 

power consumption across all nodes, while maximizing the 

number of applications meeting their throughput 

requirements. However, in Leuven’s testbed, node proximity 

results in minimal latency variation, application throughput 

demands are well below the network's capacity and CPU 

power consumption remains nearly constant, even at 100% 

load, as verified via smart power strip measurements.  

Consequently, resource balancing emerges as the primary 

optimization goal. It is worth noting that under the 

aforementioned testbed conditions, Docker Swarm’s spread-

based scheduler could also suffice. However, in real-world 

deployments, such as those involving latency-sensitive 

services and other types of edge-computing nodes connected 

through multi-hop wireless links this approach proves 

inadequate and necessitates more advanced placement 

strategies. Furthermore, to address resource starvation on 

computing nodes often caused by the "noisy neighbor" 

problem [4], an autoscaling and migration mechanism is 

implemented on π-Edge. This mechanism ensures 

compliance with critical application SLAs by continuously 

monitoring resource usage and adjusting Docker Swarm 

placement constraints. Simultaneously, it dynamically 

manages redundant wireless links by activating or 

deactivating them as needed. 

C. Demonstration Scenario 

Given the deployment showcased in Figure 1, a 

demonstration of the lifecycle of a simple microservice, a 

Java Spring boot app, is presented in Figure 2. Initially, the 

user defines the application requirements blueprint, including 

the service name, optimization policy, and autoscaling metric 

via the π-Edge GUI. Based on these inputs, the optimizer 

selects the most suitable node for service placement, which, 

in this case, is Switch 2. To emulate a “noisy neighbor” 

scenario, a container running a stress-testing tool is deployed 

on the same node. Since the autoscaling policy is based on 

CPU usage, when the user-defined threshold is exceeded, the 

service migration process is automatically triggered. 

Consequently, the service is migrated to a node with more 

available resources, Switch 1 and the previously active 

wireless link is switched to low-power mode to conserve 

energy. Figure 2 presents Grafana dashboards that visualize 

CPU usage, wireless link power consumption, and the node 

hosting the service, recorded at 15-second intervals. 

Techniques such as statistical analysis (e.g., percentiles, 

moving averages) and AI algorithms could be employed to 

detect abnormal patterns, however, this demonstration 

focuses primarily on showcasing the feasibility of in-network 

service orchestration. At 9:56:30, the stress testing tool is 

used and has been configured to timeout at exactly 1 minute. 

The CPU usage gradually increases, and a violation is 

detected a few seconds later (80% CPU utilization threshold), 

consequently triggering the service migration. The 

application is then moved from Node 2 to Node 1, and the 

redundant wireless link is placed in low-power mode. When 

the stress test expires at 9:57:30, the application is migrated 

back to Switch2 which is considered the optimal placement 

node and the wireless link is re-activated.   

 
Figure 2: Grafana dashboards showcasing X-Haul infrastructure statistics 

and service placement. 

III. RELEVANCE 

This work builds on last year’s research efforts in in-network 

computing [4], introducing new networking paradigms such 

as disaggregated networking devices in place of traditional 

single-vendor solutions. It aims to blend several research 

topics while also offering a pragmatic perspective shaped by 

the constraints and limitations of real-world testbeds. The 

demonstration spans a wide range of research areas, including 

novel network infrastructure leveraging in-network 

capabilities, CNF/NFV deployments within recent and 

integration across the Edge-to-Cloud continuum. 
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