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Abstract—In this work, we introduce an explainable
Anomaly Detection (AD) framework tailored for 6G remote
experimentation within the Radio Access Network (RAN)
domain and validated with a real-time dry-run test. The
framework uses a Convolutional Neural Network Autoen-
coder (CNN-AE) model to effectively detect degrading con-
nection quality in RAN-level time series channel quality
Key Performance Indicators (KPIs), achieving an F1-score
of 0.84. A key feature of the framework, which enables
explainable outputs, is the incorporation of an Explain-
ability Module (EM), which provides crucial insights into
KPI contributions to detected anomalies. The explainable
AD process is performed and visualized in real-time
via an integrated Grafana dashboard, demonstrating the
operational readiness of the framework and significantly
enhancing experimenter and operator understanding of
the detected anomalies and their root causes. Overall,
the proposed approach enables proactive fault manage-
ment and supports scalable deployment, aligning with
objectives for zero-touch orchestration in next-generation
wireless networks.

Index Terms—6G Networks, Radio Access Network, Time
Series, Anomaly Detection, Explainable AI, Convolutional
Autoencoder

I. INTRODUCTION

The high complexity of future 6G networks is ex-
pected to require advanced automation and zero-
touch management for optimal performance. Arti-
ficial Intelligence (Al) and Machine Learning (ML)
are crucial enabling technologies for intelligent net-
work monitoring [1] due to their ability to process
and effectively utilize the large amounts of telemetry
data generated by mobile networks. Specifically, Al-
enabled performance Anomaly Detection (AD) has
been identified as an important process that leverages
network Key Performance Indicators (KPIs) to detect
performance degradation [2]. However, the "black-
box" nature of Al models brings a need for eXplain-
able Al (XAI) methods to be employed, to allow for
transparency, trust, and swift operational adoption
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from both operators and users in the human-centric
6G systems [3]. The 6G-Bricks research project [4],
which this work is a part of, prioritizes Explainable
Anomaly Detection as a core requirement for au-
tonomous and trustworthy 6G networks.

Specifically, this work presents an Explainable AD
framework designed to detect and explain faults in
6G testbed remote experimentation. The framework
is applied to the Radio Access Network (RAN) do-
main, where maintaining robust User Equipment (UE)
connectivity is critical, and anomalous RAN KPIs
often signal degrading connectivity. Our framework
uses a Convolutional Neural Network Autoencoder
(CNN-AE), trained on RAN KPI time series windows,
to detect anomalies in UE-side KPIs. The CNN-AE
is integrated with the Explainability Module (EM)
we developed in [5], which, based on individual
reconstruction errors, identifies the KPIs that most
contribute to a detected anomaly, providing granular
explanations. This integration allows operators and
experimenters to pinpoint the causes of anomalies
and apply mitigating solutions. The dry-run valida-
tion of the framework, with real-time considerations,
demonstrates its operational readiness.

This paper presents the design, integration work-
flows, and implementation of the Explainable AD
framework. Overall, our key contributions in this work
are:

« We devise a novel Explainable AD framework
designed to identify anomalous patterns in UE
RAN metrics that indicate degrading connectivity.

- We employ a deep learning CNN-AE for effective
time series AD, directly integrated with an Ex-
plainability Module for fine-grained explanations
and root cause analysis.

- We deploy the framework in a dry-run test with
real-time streaming data, to demonstrate its op-
erational effectiveness and monitoring capabili-
ties.

« We consider overall integration and applicability
of the framework within the 6G-Bricks experi-
mentation facility, showcasing its usefulness for
stakeholders like operators and experimenters.

The rest of this paper is organized as follows:



Section II outlines other works focused on detecting
and explaining performance anomalies in 5G and
6G networks. Section III provides an overview of the
framework, including all components, and analyzes
the main workflows. In Section IV, we outline the
methodology followed for the data preparation, train-
ing of the CNN-AE AD model, and explainability
integration. In section V, we evaluate our approach
and present the dry-run testing results and outputs.
Finally, section VI concludes the paper, summarizing
findings and outlining future work.

II. RELATED WORK

This section goes over other research works focused
on Al-enabled effective detection of performance
anomalies in 5G and 6G, which also provide inter-
pretation or explanations related to the predictions of
the deployed Al models.

The framework described in [6] integrates a feed-
back loop into a Cluster-Characterized Autoencoder
model. This improves performance by filtering out less
significant features and offering user-friendly explana-
tions. This unsupervised approach assists in identify-
ing and explaining the features of anomalies, enabling
quicker root cause analysis. In [7], a framework named
XMLAD was proposed to assist in the detection and
classification of performance anomalies in mobile
networks. An initial data-cleaning phase within the
framework identified and removed unnecessary or
irrelevant features and outliers to ensure that the AD
model is trained with meaningful data. XMLAD was
constructed with decision tree classifiers to provide
explainable models that highlight the network features
and scenarios responsible for anomalies. Furthermore,
the identification of anomalous features was auto-
mated through statistical modeling and clustering
techniques. The evaluation results on real data from
operational networks and synthetic data produced in
a controlled testbed demonstrated the method’s abil-
ity to detect performance anomalies in an explainable
manner.

The work of [8] introduces XAInomaly, an explain-
able Al framework designed for low-latency, real-time
URLLC use cases on Open-RAN (ORAN) infrastruc-
ture. The AD model is a deep Autoencoder integrated
with Open-RAN as an xApp, which achieved 93% ac-
curacy when tested on data collected from UE devices.
The proposed XAI tool is fastSHAP-C, an efficient
method that explains the deep Autoencoder’s deci-
sions in the AD xApp. FastSHAP-C improved resource
utilization by 25% compared to existing methods,
making it ideal for real-time scenarios. Experimental
results validated that the framework enhanced trans-
parency, reliability, and autonomous operations in 6G

Open-RAN while meeting the requirements of real-
time operation.

Finally, [9] presented SpotLight, an AD system
specifically designed for ORAN environments. Spot-
Light leveraged a distributed multi-stage deep gener-
ative modeling approach, combining lightweight edge
processing with cloud-based analysis. Its pipeline
consists of two custom generative models, one for
initial AD and another for limiting false alarms. Ex-
plainability tools like KFilter and CausalNex were
used to identify root causes. The system leveraged
over 600 KPIs collected at 100ms granularity from
a large-scale 5G ORAN deployment. The results of
the evaluation showed the framework was able to
significantly outperform baseline methods in terms
of accuracy, explainability, and efficiency, while being
computationally efficient.

Compared to previous works, our framework is
novel in its integration of the CNN-AE trained with
time series windows to learn the specific temporal
patterns of monitoring data. Additionally, the pro-
vided explanations are tailored to remote 6G experi-
mentation and targeted at specific stakeholders within
the 6G-Bricks facility. The outputs of the framework
are validated in a real-time integrated dry-run sce-
nario, distinguishing this work from prior research.

III. EXPLAINABLE ANOMALY DETECTION FRAMEWORK
OVERVIEW

In this section, we present the architecture of our
framework and analyze the main components and
internal workflows. Fig. 1 depicts an overview of
the Explainable AD Framework within the 6G-Bricks
facility, along with the dry-run testing workflow. We
note that in the 6G-Bricks facility [4], a portal is
available for experimenters to onboard their vertical
applications and experiments to two remote testbed
sites. Thus, the main involved stakeholders are the
operators (testbed owners) and experimenters.

Our framework is part of the Domain Management
and Orchestration component of the facility, and
covers the role of detecting and explaining anomalies
in running experiments in the RAN domain. Starting
from the bottom left of Fig. 1, while an experiment
is active, related metrics are collected to monitor
performance. In this case, we consider UE-side chan-
nel quality metrics to detect possible degrading RAN
connectivity. The collected KPIs are processed by the
framework into time series windows. These windows,
streamed in real-time, are then the input of the
trained AD CNN-AE, which flags samples that devi-
ate from normal connectivity. When an anomalous
sample is detected, it is forwarded to the EM, which
provides feature importance explanations.
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Fig. 1. Overview of the Explainable Anomaly Detection Framework and Dry-Run testing within the 6G-Bricks facility.

To make the explanations intuitive for experi-
menters and operators, the Visualization Workflow
is triggered. A feature importance explanation plot
is produced, and the time indexes of the detected
anomalous samples are sent to the Grafana [10]
visualization interface via a Flask [11] Application
Programming Interface (API) endpoint, where they
are specifically marked among other visualized data
points. The anomalous points and explanation plots
are also logged for each anomaly for further analysis.
The Grafana dashboard, explanation plots, and logs
are all made available to operators and experimenters
through the experimentation portal. This allows for
real-time explainable AD, enabling continuous detec-
tion and explanation of UE connection degradation in
active experiments. The following sections analyze in
detail the methodology followed to devise and train
the CNN-AE model, along with the experimental setup
and results of the dry-run testing process.

IV. METHODOLOGY AND EXPERIMENTAL SETUP

In this section, we analyze the employed method-
ology for data preparation, reconstruction-based AD
via the CNN-AE, and integration with the EM. While
our framework is readily available at the 6G-Bricks
facility, for testing and evaluation in this work, we
leverage an offline dataset [12], which is streamed
in real-time to the CNN-AE to emulate operational
conditions, as will be further explained in Section V.
This approach avoids the complexity and need for
a running vertical application and instead allows us
to perform the testing in a more controlled environ-
ment. The dataset contains UE-side RAN-level time
series metrics, collected at 1-second granularity from
a moving smartphone device running streaming and
downloading applications and connected to a com-
mercial mobile network. Out of the available metrics,
we select five KPIs: Received Signal Strength Power
(RSRP), Reference Signal Received Quality (RSRQ),
Channel Quality Indicator (CQI), Signal-to-Noise Ratio



(SNR), and Received Signal Strength Indicator (RSSI),
which are used as input for the CNN-AE model that
detects anomalous RAN connectivity. The data is then
cleaned of missing values, normalized, and formed
into multivariate time series windows for the AD
model training. The resulting dataset has a shape of
(N x w x n), where N is the number of windows, w
is the window size, which we select as 120 timesteps
for each window, and #» is the number of features or
KPIs.

To effectively utilize the time series windows for
AD, we devise a CNN-AE reconstruction-based deep
learning model. Such model architectures have shown
state-of-the-art performance in time series AD in the
networking domain [13], due to their ability to learn
temporal patterns in the data while also being more
computationally efficient compared to other AD ap-
proaches based on Long Short-Term Memory or gen-
erative neural networks. In general, reconstruction-
based AD Autoencoders are unsupervised models that
comprise two main components: (i) the Encoder,
which compresses the input time series data into a
lower-dimensional latent space, and (ii) the Decoder,
which is symmetrical to the Encoder and is trained to
accurately reconstruct the original data from its latent
space representation.

During the training process, the CNN-AE learns to
minimize the reconstruction error, which is the dif-
ference between the input and reconstructed output.
In this case, we select the Mean Squared Error (MSE)
training loss as the reconstruction error metric. For
the KPI time series windows, the MSE can be defined
as:

MSE = (3,7, — Xi,j,k) €8]
N-w-n (350

where x; jx and X; j  are respectively the original and
reconstructed values of the k-th feature at the j-th
timestep within the i-th window.

It is important to note that the CNN-AE is trained
on data of normal UE RAN connectivity, which
does not contain any major anomalies. Using this
approach, the model learns the inherent patterns
of high-quality network connectivity. Subsequently,
when a new sample is input to the trained CNN-AE,
if it reflects normal connectivity, the model should
be able to reconstruct it with relatively low error.
On the contrary, if the sample is anomalous, the
reconstruction error is expected to be higher, as the
sample deviates from the learned system behavior.
Therefore, a high reconstruction error is an indica-
tor of anomalous input samples. A specific anomaly
threshold is typically determined in the training or
validation process. This threshold defines the value

of the reconstruction error over which samples are
flagged as anomalies. Section V provides further de-
tails on the threshold selection.

Based on a grid search process for hyperparameter
optimization, we report the design and parameters
of the CNN-AE model with the best training results.
The model is built with the Keras [14] API. Fol-
lowing the input layer, the Encoder comprises two
one-dimensional Convolutional layers. The first CNN
layer is configured with: filters =32, kernel_size=
7, strides = 2, padding = "same", activation =
"relu", and followed by a dropout layer with 0.2 rate.
The second CNN layer is configured with filters=16
and its other parameters remain the same. The De-
coder is symmetrical, comprising first a 16-filter trans-
posed CNN layer, followed by a dropout layer, and
a 32-filter transposed CNN layer. The final layer is a
convolutional layer with 5 filters, equal to the number
of KPIs, that reconstructs the input data back to its
original dimension. The resulting model is trained for
100 epochs with the MSE loss, as already mentioned,
Adam optimizer [15], and a decaying learning rate
of 0.01 that decreases by 10% after each epoch. The
validation split is 0.1, and early stopping is applied to
save the best model.

Finally, regarding explainability, as highlighted in
our previous work [5], the EM can be integrated
with any reconstruction-based AD model. Thus, in
this case, it directly analyzes the feature-wise recon-
struction errors reported by the CNN-AE to provide
feature importance explanations that identify the KPIs
that most affect each detected anomalous sample.
An example of this explainable output is provided in
Section V.

V. EVALUATION AND DRY-RUN TESTING

Moving on from the methodology section, we con-
tinue with detailing the evaluation and real-time dry-
run testing of our framework.

A. Evaluation

For a fine-grained evaluation, as we had no normal
and anomaly labels from the raw dataset, we labeled
samples based on the quality of connectivity. Samples
of 5G connectivity with higher values of the target
channel metrics were labeled as normal, and samples
of 4G connectivity with lower values of the target
metrics were labeled as anomalous. This enables us
to evaluate whether the framework can differentiate
between high-quality and degraded network condi-
tions. As already noted, the CNN-AE model is trained
on a selected dataset of high-quality 5G level samples
to learn the patterns of normal operation. We then
assess the trained model on the labeled test set to
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Fig. 2. Grafana Dashboard example showcasing the KPI monitoring and Anomaly Detection process. The dashboard depicts a range of
samples around a randomly selected anomaly detected by the model, while the identified anomalous samples are marked in red.

identify low-quality samples. The performance of the
framework is quantified using the F1-score, which is
suitable for imbalanced datasets with binary labels,
a common scenario in anomaly detection tasks. The
Fl-score is calculated as:

2xTP
F1-Score= (2)
2xTP+FP+FN
where True Positives (TP) is the number of actual
anomalous samples correctly identified by the model,
False Positives (FP) is the number of actual normal
samples incorrectly identified as anomalous by the
model, and False Negatives (FN) is the number of

Fig. 3. Explainability plot corresponding to the detected anomaly
of the Grafana dashboard in Fig. 2. SNR and CQI are identified as
the metrics that mostly contribute to this specific anomaly.

actual anomalous samples incorrectly identified as
normal by the model.

To select the optimal anomaly threshold, we use
a subset of the test dataset. Through an iterative
process, the threshold is chosen as the value that
provides the highest Fl-score on this subset of the
test data. After defining the threshold, the framework’s
performance was evaluated against the actual unseen
part of the test set. The Fl-score achieved on the
actual test set was 0.84, indicating a strong capability
in accurately detecting both normal and anomalous
RAN connectivity instances.

B. Dry-Run Testing

This dry-run test validates the operational readiness
of the explainable AD process and its integration
within the 6G-Bricks experimentation environment.
While the process was briefly described in Section III,
all steps are analyzed in more detail in this subsection.
First, the RAN KPI time series windows are streamed
in real-time to: (i) the Grafana dashboard for visualiza-
tion, and (ii) to the trained CNN-AE for AD. When one
or more anomalous samples are detected in a window,
the model flags the corresponding timestamps of
these samples. These anomalous timesteps are sent
via a Flask API endpoint to the Grafana interface.

As depicted in the Grafana dashboard of Fig. 2
for a randomly selected set of detected anomalous
samples, the evolution of each KPI (RSRP, RSRQ, CQ]I,
SNR, RSSI) over time is displayed, with anomalous



samples marked in red overlaid on the time-series
plots. Concurrently, the EM is triggered to analyze
the anomalous samples. Based on the reconstruction
error of each feature across these samples, it identifies
and quantifies the contribution of the KPIs to the de-
tected anomaly, while also generating a corresponding
explanation plot, as depicted in Fig. 3. Specifically,
SNR and CQI are identified as the two primary KPIs
linked to this anomaly. Indeed, their values during
the anomalous timesteps are very low (SNR =-7dB,
CQI = 4), pointing to high levels of noise and con-
nection instability as the causes of this anomaly. On
the contrary, the rest of the KPIs depicted in Fig. 2 are
within normal range values for 5G connectivity, thus
they were not reported by the explainability module.

This output provides visual and contextual insight
into abnormal network behavior, helping operators
and experimenters quickly correlate degradations with
specific KPI changes. It is also important to note that
the inference times for the CNN-AE model and the EM
are negligible compared to the 1-second granularity of
the data and the 120-timestep size of the streaming
windows; thus, they introduce no significant com-
putational overhead into the AD and visualization
process.

All in all, this integrated testing confirms the fea-
sibility of incorporating explainable real-time AD so-
lutions within a 6G experimentation and monitoring
stack. The key benefits showcased include accurate
anomaly detection with actionable explanations, clear
visual feedback to operators and experimenters, and
modular, scalable deployment via Flask and Grafana
APIs.

VI. CONCLUSION AND FUTURE WORK

In conclusion, this work presents an Explainable
Anomaly Detection framework, tailored for monitor-
ing experiments in the RAN domain, and validated
through a dry-run test. By training the proposed
CNN-AE model on UE-side channel quality data and
leveraging reconstruction error as the anomaly indi-
cator, the framework achieves an Fl-score of 0.84,
proving its capability to accurately identify low-quality
connectivity samples. Another key element is the
integration of the EM, which provides insights into
the specific KPIs that primarily contribute to each
detected anomaly. This explainable output, combined
with real-time visualization capabilities, significantly
enhances operator and experimenter understanding,
enabling effective fault management.

Future work will focus on adapting the frame-
work to other network domains, including the Core
Network domain for anomalous traffic analysis, and
the Cloud-Edge domain for effective monitoring of

edge applications. In addition, we aim to test the
framework with data from a wider array of vertical
applications within the 6G-Bricks facility, to ensure ro-
bustness and generalizability across diverse use cases.
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