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Abstract—This article reports on the latest 

developments related to one of the key enablers of the 6G-

BRICKS project architecture, the Cognitive Compute 

Continuum. The project approach to support the 

compute continuum is presented, focusing on the 

implementation of the π-Edge Platform and the Edge-

Cloud Continuum Manager (ECCM). These platforms, in 

combination, handle the Life Cycle Management of 

cloud-native microservices in the edge, by leveraging 

resource usage predictions and an optimization algorithm 

for service placement. This solution enables also the 

automation of service migration and scaling across the 

edge-cloud continuum. 

Keywords— Cognitive Computing, Edge-Cloud, π-

Edge, optimization algorithms 

I. INTRODUCTION 

The 6G-BRICKS project aims to provide a trusted, agile, 
and evolvable 6G experimentation facility by federating two 

platforms—one in Belgium (at KU Leuven, KUL) [1] and 
another in France (at EURECOM) [2] —with a Core Site (at 
ISI/ATH) [3] acting as the central access point. This Core Site 
offers Public Cloud and experimentation services, making the 
facility accessible to third-party consortiums, vertical 
application owners and experimenters from various industries, 
including vertical and component sectors. 

The project introduces two key innovations to advance 6G 
capabilities. The first innovation is the integration of RIS and 
OAI mmWave technology into the EURECOM testbed, to 
create a complete 6G end-to-end system. This setup allows 
experimenters to test RIS control algorithms on a real platform 
[4]. Additionally, the system follows an Open Radio Access 
Network (O-RAN) compliant approach, where RIS control 
algorithms run as xApps on the RIC [5]. The second 
innovation, being described in this article, focuses on building 
a cloud-edge compute continuum to support cloud-native 
microservices, leveraging the π-Edge Platform. This platform 
provides a Platform-as-a-Service (PaaS) solution capable of 
managing the life cycle of cloud-native microservices by 

facilitating resource migration and scaling across the 
continuum. 

The edge computing concept refers to the movement of 
computing and storage resources from centralized cloud 
infrastructures to the edge of the network, closer to data 
sources like end-user and Internet of Things (IoT) devices [6]. 
This shift is driven by the need for low latency, high 
bandwidth efficiency, and improved user experience. As an 
extension, the compute continuum concept refers to the 
seamless integration of cloud and edge computing 
infrastructure. 

Multi-access Edge Computing (MEC) plays a key role in 
this continuum by providing cloud capabilities at the 
network's edge, offering benefits like real-time data 
processing, location awareness, and reduced latency. MEC 
complements Network Functions Virtualization (NFV) 
technology by facilitating the deployment of applications at 
the edge, utilizing a common virtualized platform. 

In the context of 6G networks, the compute continuum 
supports the growing demands of IoT applications in sectors 
like smart cities, healthcare, and manufacturing [7]. In 6G-
BRICKS, the Cognitive Compute Continuum evolves the 
compute continuum concept by integrating Artificial 
Intelligence (AI) and automation. This allows for more 
flexible and smart resource and service management. 
Moreover, optimization algorithms enable the dynamic 
handling of computing, networking, and storage resources, 
facilitating the management of highly distributed and 
interconnected environments. In this project, an abstraction 
framework has been implemented to facilitate the flexible 
deployment, scaling, and migration of cloud-native services, 
as network and resource conditions evolve. This framework is 
supported by two main components: the Edge-Cloud 
Continuum Manager (ECCM), which oversees the 
orchestration of multiple edge clouds, and the π-Edge 
platform, which manages individual edge-cloud domains. 
Together, they form the foundation of the Cognitive Compute 
Continuum, through which, the experimenters can manage the 
services and their deployments as well as modify the clusters 
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(e.g. add/delete node etc.), given they have the proper access 
rights to do so. 

II. EDGE CLOUD CONTINUUM MANAGER 

The Edge Cloud Continuum Manager (ECCM) adds an 
abstraction layer for managing multiple edge clouds. Its 
primary role is to orchestrate the entire system efficiently by 
leveraging an optimization algorithm and Machine Learning 
(ML) predictions. Figure 1 shows the architecture of ECCM.  

In practice, the ECCM is a single component that contains 
multiple functionalities. The main functionalities are the 
infrastructure and application orchestration. The first one 
allows the user to view information about the clusters that are 
managed by the continuum and their nodes. It also provides 
an API to add a new cluster or a new node in an existing 
cluster.  

 

Fig. 1. Internal architecture of the Edge-Cloud Continuum Manager 

The function for the application orchestration is 
responsible for managing the overall service and application 
Lifecycle Management (LCM) in all available clusters. The 
key innovation of this function is the optimization algorithm 
used for service instantiation and migration.  The algorithm’s 
goal is to optimally deploy services by solving a complex 
Non-deterministic Polynomial (NP) complete problem. It tries 
to handle three aspects: (1) optimizing user/network 
experience through customizable strategies, (2) selecting both 
clusters and nodes for placement, and (3) handling small, 
frequent service placement requests. Therefore, the optimizer 
first divides the input parameters into hard requirements (e.g., 
minimum CPU, memory) and soft requirements (e.g., 
minimizing latency, maximizing bandwidth, reducing energy 
consumption). Such soft requirements shape the optimization 
strategy for each placement. 

As presented in Figure 2, for individual service requests, 
the algorithm identifies nodes that meet the hard requirements, 
assigns scores based on the optimization strategy, and selects 
the highest-scoring node. For composite services (e.g. a PaaS), 
it evaluates the clusters near the requested area, placing 
service functions across nodes to achieve the highest cluster 
score. The algorithm uses various attributes for scoring nodes, 
such as Central Processing Unit (CPU), Random-Access 
Memory (RAM), energy efficiency, latency, etc. 

In addition to returning the optimal service function 
placement, the optimization algorithm also proceeds into the 
instantiation of the services, by deploying each service 
function in the assigned node. Moreover, the ECCM gets 
nodes usage predictions from each cluster, maintaining in this 
way a complete view of the nodes’ status as well as predictions 
for the future status. Using this information, the Cognitive 
Compute Continuum concept can dynamically adapt the 
deployed services to ensure the service continuity and optimal 
resource usage. Specifically, the predictions are used to 

foresee future anomalies (e.g. excessive CPU usage in a 
specific node) and trigger the need for service instances 
adaptations (e.g. migrate services from that node). The 
generation of these predictions and the event handling are 
analysed later, as they are part of the π-Edge Platform. On the 
other hand, the information about the current nodes statuses is 
used to optimally decide on how to proceed with the 
adaptations (e.g. where to migrate each service). In the end, 
the application manager performs the decided adaptations 
(e.g. services migration) with no user interference.  

 

 

Fig. 2. High level diagram of the Optimization Algorithm 

The above-mentioned functionalities are supported by 
ECCM’s API. It contains calls for using the various ECCM’s 
functionalities (e.g. for managing the infrastructure) as well as 
an API call for the optimizer, whose body include the name of 
the service to be deployed, the required resources, an 
autoscaling policy and an optimization strategy. The ECCM 
maintains a list of optimization strategies and the users can 
update this list through the given API. Moreover, the ECCM 
has an internal database that contains higher-level 
information, such as details about the clusters and how to 
access their respective π-Edge Platforms. 

III. Π-EDGE PLATFORM 

The π-Edge platform is a cloud-native edge management 
system designed to automate, maintain, and enable the 
interoperability of services throughout their lifecycle within 
Edge-Cloud environments. It reduces the overhead for 
managing edge resources by integrating Platform-as-a-
Service (PaaS) and Function-as-a-Service (FaaS) models. 
PaaS is used for persistent services (e.g., authorization and 
storage), while FaaS handles serverless services triggered by 
specific events. The internal architecture of the π-Edge 
Platform is presented in Figure 3. As shown in the figure, the 
underlying infrastructure consists of the virtualised resources 
and the applications (PaaSes and FaaSes) that are managed by 
the Cluster Manager, as well as by the X-Haul system, which 
is managed by the Network Manager. The X-Haul is defined 
as the ensemble of backhaul, midhaul and fronthaul — often 
using microwave or mmWave wireless links — to support 
flexible, high-capacity transport across the RAN and core 
network in 5G/6G deployments [8]. 
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Fig. 3. Internal architecture of the π-Edge Platform 

The core components of the platform are: 

• API Gateway: simplifies user interaction with Edge-

Cloud through APIs for service management and cluster 

control. 

• Edge Agent: passes requests among components. 

• Monitoring Service: uses Prometheus [9] and Grafana 

[10] for real-time monitoring and visualization of edge 

resources like CPU, RAM, and network usage. It also 

features alert systems through Prometheus and an alert 

manager for performance threshold breaches. 

• Edge Catalogue: manages a registry of PaaSes and 

FaaSes, service functions, and nodes in the Edge-Cloud. 

It also stores information on resource requirements, 

scaling policies, and installation parameters. 

• MLOps: Focuses mainly on using ML models for 

predictions and event triggering. Specifically, it uses 

Graph Neural Network (GNN) models, to predict future 

resource usage (CPU and memory) of cluster nodes. By 

incorporating both spatial and temporal dependencies of 

the nodes, the GNN models provide accurate forecasts 

based on historical data and cluster topology. Such 

predictions help to optimize the placement of services 

across the nodes by offering forecasts for upcoming 

resource demands, which can lead to service migration 

for better optimization. 

• External Services: connects the platform with other 

services, such as security analytics or dataspace 

connectors. 

• Network Manager: Dynamically handles the wireless 

X-Haul link, by setting it in “low power consumption 

mode”, when it is not used by any application, and 

resetting it in “normal operation mode” when needed. 

The decision on link’s operation mode is based on 

ECCM’s Infrastructure Orchestrator, which has a 

better view on whether the link is needed or not. 

• Cluster Manager: Manages clusters and facilitates 

automations in service deployment and scaling. It can 

support either a Container Cluster Manager (for a 

Kubernetes cluster [11]) or a Docker Swarm Manager 

[12]. This component is also responsible for performing 

the service migration, for which the service functions are 

classified as either stateless or stateful (requiring the 

retention of application/session data). These two distinct 

types necessitate different migration processes due to 

their varying data and operational requirements. The 

migration of a stateless application is a relatively simple 

process in both Kubernetes (K8s) and Docker Swarm 

environments. It typically involves modifying the 

deployment’s location, after which the system 

automatically handles scaling down and redeploying the 

application on the new target node. On the other hand, 

migrating a stateful application presents greater 

complexity, as it requires not only redeploying the 

application but also migrating its associated data. 

Initially, the π-Edge Platform addresses the challenge of 

data retention by utilizing Persistent Volumes (PVs), 

which ensure that data is stored and preserved across pod 

re-initializations. To ensure data integrity during the 

migration of stateful applications, data from the existing 

PV is transferred to a new PV located on the destination 

node. This is accomplished by pre-creating a PV with an 

“Immediate” storage mode, which allows the volume to 

be provisioned without requiring the presence of an 

active pod, thereby facilitating a seamless migration 

process. Prior to initiating the migration, the 

application’s deployment is scaled down to prevent 

potential data loss. Once the data transfer is complete, 

the application can be safely scaled up, this time on the 

destination node. 

• MEC services: Support the MEC Location API, which 

has been incorporated into the π-Edge Platform. The key 

Location APIs implemented include the User 

Equipment (UE) Distance Lookup, for calculating the 

distance between two UEs or a UE and a specific point, 

the UE Location Lookup, for retrieving the location of 

UEs based on provided filters and the Nearby UE(s), for 

finding UEs within a defined zone. These APIs can 

enable efficient, location-based service migration, 

ensuring services follow users across different locations. 

IV. X-HAUL SYSTEM 

While wireless X-Haul systems today are largely 
proprietary, 6G-BRICKS envisions an open and 
disaggregated architecture for wireless X-Haul transport that 
will speed up 6G network deployments by integrating IP and 
micro/mmWave technologies. The Disaggregated Cell Site 
Gateway (DCSG) model, proposed by the Telecom Infra 
Project [13], serves as the foundation for this solution. A 
DCSG is a white-box router supporting various mobile 
infrastructures (2G-5G). The key components of this 
disaggregated X-Haul solution include: 

• Radio Equipment (UltraLink™-GX80): high-capacity 
E-Band radio offering up to 10 Gbit/s, an alternative to 
optical fibre for long-range transport. 

• White Box Switch (ALPHA STX-60D-126F): high-
density switch with up to 64 Gbps switching capacity, 
designed to accommodate containerized applications on a 
Linux-based Network Operating System (NOS). 

• NOS (Adtran Ensemble Activator): Linux-based NOS 
that provides essential networking protocols, cloud-native 
function support and resource management for edge 
computing services [14]. 
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The Cluster Manager of the π-Edge Platform is fully 
integrated with a Docker Swarm, allowing NOS to function as 
a worker node within the swarm. This node is managed by the 
π-Edge Platform like any other node, without tampering with 
the main functionality of the switch, which is to redirect the 
traffic. The mechanics that are specific to each platform 
(Docker Swarm or Kubernetes) are handled independently 
through their respective plugins. However, the end user is 
unaware of the underlying technology and the information 
model that is presented to them is common and adapted 
accordingly. For example, concepts like networking are 
typically handled automatically by Kubernetes when 
deploying multiple services. In the case of Swarm, 
connectivity needs to be explicitly defined. Therefore, these 
operations are handled by π-Edge in the background, when a 
PaaS deployment request is processed. 

Moreover, to facilitate the retrieval of statistics from the 
X-Haul switches, a metrics exporter based on the Prometheus 
Node Exporter Docker image was installed and configured on 
the switches. These exporters provide real-time metrics such 
as CPU, memory, and disk usage from the Linux-based 
operating system of the switches and have been integrated 
with the π-Edge monitoring service (Prometheus/Grafana). In 
addition, a custom REST API was developed and deployed in 
a Docker container, offering detailed resource consumption 
metrics for each running container on each node. This solution 
provides more granular statistics and can be utilized by the π-
Edge Platform alongside the Node Exporter data for training 
of the GNN algorithms. 

Finally, the ECCM generates the services placement 
taking into consideration the energy efficiency for the wireless 
X-Haul link. For example, ECCM decides to deactivate the 
wireless links that are not required for communication 
between applications. This approach supports sustainability 
objectives by reducing energy costs and environmental 
footprint. To achieve this, a smart energy monitoring device 
was acquired and integrated with the wireless X-Haul 
systems. This LAN-enabled smart power meter features four 
power outlets, each independently controlled via a web 
interface, providing electrical measurements like current and 
power consumption. The power meter is also 
programmatically controlled via a REST API, allowing easy 
integration with the ECCM. Furthermore, a custom 
Prometheus exporter has been developed to expose power 
consumption data to the π-Edge monitoring service. This 
enables continuous monitoring of X-Haul devices' power 
consumption, which is visualized in Grafana, while the 
wireless links can be activated or deactivated seamlessly 
based on ECCM algorithm decisions. 

V. OPTIMIZATION FOR SERVICE LCM IN EDGE - CLOUD 

CONTINUUM 

In earlier sections, we described an optimization algorithm 
that handles requests for the ECCM. The core component is 
the Application Orchestrator, which interacts with a System 
Catalogue, containing Service Functions and PaaSes. The 
optimization algorithm is part of this Application 
Orchestrator, and it is used to determine the best node or 
cluster for deploying a service. The algorithm considers hard 
requirements (e.g., minimum compute resources) and soft 
requirements (e.g., latency/bandwidth maximization and 
reduced energy usage). Different optimization strategies 
address various goals, such as minimizing delays or balancing 

workloads. Figure 2 in section II shows the flow diagram of 
this algorithm. 

In addition to identifying the optimal placement for service 
functions, the Application Orchestrator also automatically 
deploys each service function to its designated node, by 
calling the respective π-Edge API calls. Furthermore, the 
ECCM receives nodes usage predictions from each cluster, 
giving a comprehensive view of both the status and future 
forecasts for node usage. By leveraging these predictions, the 
system can anticipate potential issues, such as excessive CPU 
usage on specific nodes, and proactively initiate adaptations, 
like migrating services away from overburdened nodes. 
Meanwhile, real-time information on the current state of 
nodes is used to make optimal decisions about where and how 
to adapt services. The Application Orchestrator enforces such 
adaptations (e.g., service migrations) automatically, without 
requiring any user intervention. Such integrations enable the 
Cognitive Compute Continuum to dynamically adjust 
deployed services, ensuring continuity and efficient resource 
usage. 

Following, some indicative results of the placement 
algorithm are shown, indicating how the algorithm performs 
in various infrastructure conditions in each service request. 
The selected service is an IoT service (named iotmonitoring) 
used for monitoring and visualizing data collected from IoT 
devices and it is comprised of the next Service Functions: 

• influxdb: stores temperature metrics generated by a sensor 

• mqtt: acts as intermediary for data transfer between IoT 
sensor and the monitoring service 

• messenger: sends real-time alerts (in this case an email) 
when the temperature exceeds a limit 

• grafana: provides a WEB-based dashboard for visualizing 
and analyzing IoT data in real-time 

The influxdb and grafana Service Functions have storage 
requirements (for their Persistent Volumes) of 2 GiB and 1 
GiB, respectively. 

In the real test infrastructure we used 3 nodes, 2 edge 
servers and an actual robot. Table 1 shows the allocatable node 
resources. 

Table 1 Capacity of Nodes used in ECCM’s optimization algorithm tests 

Node Name CPU 

Capacity 

Memory 

Capacity 

Storage 

Capacity 

EdgeServerMaster 48 cores 131548488 
KiB 

823529648 
KiB 

EdgeServerWorker 32 cores 65448292 

KiB 

1920159968 

KiB 

Robot 4 cores 7752976 
KiB 

120921140 
KiB 

 

Initially, no services are being executed by ECCM, and the 
resource usage is low, as shown in Table 2. For testing 
purposes, we’ve used the stress tool to increase the CPU usage 
in the nodes and investigate how the algorithm performs in 
different node conditions. 

Table 2: Initial resource usage (without running services through ECCM 

or applying any stress tool) for the nodes used in tests 

Node Name CPU Usage Memory Usage 

EdgeServerMaster 5,86% 38,1% 

EdgeServerWorker 3,63% 21,53% 

Robot 6,88% 15,6% 
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The typical input request given to the optimizer is as follows: 

{ 

    "service_name":"iotmonitoring", 

    "optimization_policy": "mamimize_cost", 

    "autoscaling_metric": "cpu",  

    "instance_name": "iotmonitoring-test-one", 

    "count_min": 1, 

    "count_max": 10, 

    "location": "Athens" 

} 

Where: 

• service_name: name of requested service (iotmonitoring) 

• optimization_policy: defines the required resources in 

respect to memory and cpu and their optimization and 

autoscaling policies. There are two strategies defined, one 

for performance maximization (maximize_performance) 

and one for cost minimization (minimize_cost). In our 

tests, we checked both options and their definitions are 

shown in Table 3. The limit is the number of resources 

that should be reserved for the service deployment, the 

request is the actual number of resources needed for the 

service deployment and the utilization indicates the 

condition that will trigger the autoscaling of the service. 

The values defined in the table are derived empirically. 

• autoscaling_metric: defines a metric (CPU or memory) 

for which autoscaling policy is applied. Since in tests 

presented in this document, we do not demo autoscaling 

functionality, we use the CPU as autoscaling metric. 

• instance_name: is the name of the deployed instance 

• count_min: is the minimum number of replicas for the 

service. This is always 1 in our tests. 

• count_max: is the maximum number of replicas for the 

service. This value varies during the experiments. 

• location: is the desired service zone. 

Table 3: Typical optimization policy in ECCM’s optimization algorithm 

Policy 
CPU Memory 

Limit Request Utilization Limit Request Utilization 

Minimize cost 0.5 core 0.15 core 80% 0.5 GiB 0.2 GiB 80% 

Maximize 

performance 
0.5 core 0.2 core 40% 1 GiB 0.5 GiB 50% 

 

With the initial nodes condition (shown in Tables 1 and 2) 
and the input defined above, the algorithm places influxdb, 
messenger and mqtt services on the robot (Robot) and the 
grafana service on the secondary edge server 
(EdgeServerWorker) (see Table 4, Test 1). This is because the 
algorithm examines the Service Functions sequentially. So, 
for the first 3 (i.e. influxdb, messenger and mqtt), which have 
the same optimization policies as the ones defined in Table 3, 
the decision is to place them on the robot. This is because on 
the one hand, these three Service Functions have low resource 
requirements and thus all nodes can host them and, on the 
other hand, when the optimization policy is to minimize the 
cost, the algorithm gives higher scores to the nodes with the 
lower resource usage (the robot in this case). After placing 
these 3 Service Functions in the robot, its usage is increased, 
and it is no longer the optimal node. From the other two nodes 

(Edge Server Master & Edge Server Worker), the one with the 
highest score is the Edge Server Worker due to a lower total 
resource usage (12.58% vs 21.98% in the Edge Server 
Master). 

In the second test, we stressed the EdgeServerWorker node 
by running 30 memory threads of 1 GB RAM each for 10 
minutes. Hence, nodes usage was 97.17% of CPU and 51.8% 
of memory capacity. This time, the grafana service was 
assigned to Edge Server Master, as shown in Table 4, Test 2. 

Table 4: Placement results for the ECCM’s optimization algorithm 

Service 

Function 

Selected Node 

Test 1: 3 nodes in 

default conditions 

Test 2: 3 nodes where 

the Edge Server 

Worker is stressed 

Test 3: Same as 

Test 2 with 

count_max = 5 

influxdb Robot Robot Robot 

messenger Robot Robot Robot 

mqtt Robot Robot Robot 

grafana Edge Server Worker Edge Server Master Robot 

 

In the final test, we kept same conditions but reduced the 
maximum number of instances to 5 (from 10). As a result, the 
algorithm placed all Service Functions in the robot as fewer 
resources must be allocated in this case (see Table 4, Test 3). 

VI. CONCLUSIONS 

This article offers an in-depth look at one of the 6G-
BRICKS enablers: the compute continuum, focusing on the 
implementation of the π-Edge Platform and the ECCM. These 
platforms, in combination, handle the Life Cycle Management 
of cloud-native microservices in the edge, by leveraging 
resource usage predictions and an optimization algorithm for 
service placement. This solution also enables the automation 
of service migration and scaling across the continuum. 
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