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Abstract—Industry has embraced Zero Trust (ZT) architec-
tural tenets and implementations for cloud-native environments,
following stringer security requirements to both internal and
external tenants. Among others, these approaches combine fine-
grained identity management and monitoring for both inven-
torying and better analysing the devices’ security posture for
overall protection, along with strict separation of concerns and
isolation to enforce minimal privilege. Networking-wise, ZT
approaches rely as well on isolation and least privilege; enacted
by separate, secure tunnels per tenant connecting to a given
infrastructure. Such implementations can also be applied to the
connectivity within and towards experimental infrastructures.
In this sense, this work contributes the design and evaluation
of a cloud-native VPN-as-a-Service (VPNaaS) that can be (i)
easily orchestrated to deploy on-the-fly, separate tunnels per each
tenant remotely connecting to the infrastructure; (ii) integrated
with common Identity and Access Management (IAM) tools, key
to ZT deployments; and (iii) adapt to computing- or entropy-
constrained environments. This solution is customisable and
allows, among others, to select from RSA or Elliptic Curves (EC)
as key generation algorithm and their parameters to achieve more
secure keys and adapt to resource-constrained environments.

Index Terms—Cloud-native architectures, Zero Trust,
resource-constrained environments, identity management

I. INTRODUCTION

In today’s IT-centric organisations, reliance on virtualised
services and remote access is now a key component and
reaches very different sectors, from those of high criticality,
including the public administration, to the myriad of Small and
Medium-sized Enterprises (SMEs) organisations account for
most of the market. Subsequently, several supranational1 and
and national institutionss, like the European Commission and
Data Protection Agencies (DPAs) in Europe or the National
Institute of Standards and Technology (NIST) in the; have
US published both regulations [1], standards and recommen-
dations [2] for almost a decade now to guide on how to
increase security protection in networks and devices. On the
one hand, EU regulatory documents are transcribed by each
Member State’s Computer Security Incident Response Team
(CSIRT) so to define specific security measures and controls
to be enforced by critical (e.g. public) sectors [3]. On the other
hand, US guidance documents help setting up secure remote
connectivity towards organisations’ infrastructure and services
for different remote working scenarios [2]: (i) IPSec and

1https://www.insideprivacy.com/covid-19/guidance-released-by-eu-
authorities-on-how-to-ensure-it-security-when-working-remotely/

Secure Socket Layer (SSL)-based tunnels; (ii) access portals;
(iii) remote desktops and (iv) direct access to applications.

Whilst earlier reports already introduced the lack of trust in
the networks connecting towards some infrastructure, the area
of a trusted infrastructure was usually delimited by the perime-
ter of its organisation. With the publication of BeyondCorp
[4] and the latter standardisation of the Zero Trust (ZT) archi-
tecture by NIST [5] and its wider adoption by organisations,
the internal networks were also considered subject to cyber
threats and every segment was deemed untrusted by default. In
a nutshell, ZT combines fine-grained identity management and
network segmentation along with monitoring and observability
to enforce security more stringently. Thus, when implementing
ZT in an infrastructure that allows remote access and offers
multiple services, it is crucial to adopt (i) identity management
and access control mechanisms with adequate interoperability
across multiple offered services and implement well-known
authentication and authorisation protocols in order to ensure
data confidentiality; and (ii) network segmentation across
multiple tenants or users, ensuring isolated flow transmission
per connection that is integrated with the identity management.

This work proposes a cloud-native, Helm-based Virtual
Private Network-as-a-Service (VPNaaS) solution based in
OpenVPN that is easily configurable, allowing to select the
key generation algorithm and its parameters (e.g. key size or
curve) to adapt to desired security requirements and to the
computational constraints of the deployment environment. It
is integrated with the Keycloak Identity and Access Manage-
ment (IAM) in the framework of the 6G-BRICKS2 project,
ensuring that end-users (i.e. experimenters) can connect to the
experimental infrastructure in a secure and isolated fashion.

The rest of the paper continues with a brief literature review
(Section II), the design and implementation details on the
proposed enabler for a ZT framework and its application in
the project (Section III, followed by the evaluation of its
deployment (Section IV) and concluded by final remarks and
future directions to evolve (Section V).

II. RELATED WORK

Previous work in the literature analysed ZT requirements
and security stance of the organisations, as well as proposing
ZT frameworks applied to specific sectors and use cases.

2https://6g-bricks.eu



As part of the ZT analysis, [6] defines a maturity assessment
framework consisting on eight dimensions, based on the ZT
principles, so that organisations could evaluate the maturity
of their implementation. From these dimensions, this work
focuses on subsets from those of identity management (ID3-
ID4), network (NE1-NE3), infrastructure (IN3) and orchestra-
tion (AO1). In [7], academic and grey literature is surveyed and
grouped into four big blocks, encompassing different aspects
of the ZT core tenets and concluding that contributions tend to
focus on very specific categories rather than providing holistic
views. This is consistent with ZT acting as an umbrella and
integrator of multiple techniques.

When delving into these dimensions and aspects, some
contributions to the identity management and network are
highlighted here. On the identity management front, [8] applies
ZT to federated enterprises, using strong Public Key Infras-
tructure (PKI) identity management through traditional X.509
certificates for authentication and binding these to the authori-
sation claims that use the Security Assertion Markup Language
(SAML); or alternatively resorting to weaker identity, non-PKI
methods. Inspired by the root of trust in PKI, [9] introduces
Remote ATtestation procedureS (RATS) to prove trust across
domains during the process to access request to resources
and exchange the requester’s identity attributes, by remotely
verifying their integrity. In the group of network segmentation
contributions, [10] provisions ZT-compliant VPN tunnels via
OpenVPN and acting as part of the ZT Policy Enforcement
Point (PEP), which handles the access after validating the user
through an Identity Enforcement Point with two combined
layers of security: first a certificate, then the basic authen-
tication. Moving to specific ZT implementations based on
the Software-Defined Perimeter (SDP) [11] framework, the
authors of [12] compare time performance, CPU and memory
consumption and vulnerability surface (through port scanning
and Heartbleed) between VPN and SDP; also proposing an
SDP approach to establish ZT connections that connect to
mobile core components in a secure, isolated and performant
manner leveraging dynamic firewalls and SDP-based authen-
tication and authorisation.

The proposed work delivers a ZT-compliant approach that
provides the SDP environment with an on-demand, cloud-
native tunnel setup relying on open-source solutions, integrat-
ing with different types of identity management and allowing
custom configuration to adjust to a desired security level and
computation constraints for generated keys.

III. DESIGN & IMPLEMENTATION

This VPNaaS solution is one of the ZT Security Mecha-
nisms (ZTSM), along with an SDP Gateway; both operating
in the Security Data Plane. These are part of the 6G-BRICKS
ZT Security Framework (ZTSF), where connections must (i)
support seamless authentication process across all platform
services by using Single Sign-On (SSO); and (ii) provide
network segmentation by enabling secure, isolated access
per experimenter towards the experimental testbeds and in
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Fig. 1: VPNaaS as one ZTSM within the ZTSF

particular to allow fine-grained access control towards the
protected backend services.

A. Design

The following requirements were first elicited for the VP-
NaaS ZTSM: (i) enact authenticated access for experimenters
before establishing a VPN tunnel, adopting JSON Web To-
kens (JWT) that are managed by the central IAM to offer
SSO authentication, as well as basic authentication; (ii) offer
a tunnel per user, where each experimenter is assigned a
dedicated VPN server with different configuration parameters
and keys, to ensure isolated access to the protected back-end
services running in the experimental testbed; (iii) be compliant
with Kubernetes (K8s) cloud-native orchestration, using Helm
charts; and (iv) offer automated tunnel setup, server configu-
ration and client profile generation in a zero-touch manner
that allows later configuration retrieval by the orchestrator.
Besides, as tests graduated from pre-production to production
environments with different types K8s clusters and hardware,
computational constraints were found that impacted the 60
seconds threshold [13] expected for the end-to-end security
establishment in the project. Given that, a new requirement
was introduced to (v) allow configuration before deployment
of the key generation algorithm that takes place before setting
up the tunnel, to either use RSA or Elliptic Curve Digital
Signature Algorithm (ECDSA) keys.

Then, and prior to the design, OpenVPN and WireGuard
were evaluated based on the criteria of performance, con-
figurability, security, and integration with modern authen-
tication mechanisms. As a result, it is worth noting that,
while WireGuard is known to offer higher throughput and
a simpler configuration; OpenVPN seemed to offer better



versatility, fine-grained control over encryption and routing,
as well as more robust support for authentication mechanisms
such as LDAP, RADIUS, and SAML. Specifically, its plug-in
system3 supports running scripts as hooks, which is widely
used to integrate with external authentication and thus allows
for straightforward integration with the project’s IAM tool
(Keycloak) in order to enable SSO authentication.

OpenVPN was consequently selected over Wireguard; and
in particular, Community Edition (CE) was chosen instead of
OpenVPN Access Server (AS) and CloudConnexa4 (offering
built-in ZT for businesses) due to its open-source nature,
widespread adoption, and availability across various platforms.
The VPNaaS logic is implemented as a Helm chart deployed
in Kubernetes (K8s), which must interact with other security
components in the Security Control Plane, namely with (i)
the Keycloak instance in the SDP Controller to process the
authentication JWT and (ii) the SDP Gateway to allow the
data plane traffic reaches the back-end services. The ordered
sequence of interactions across ZTSMs is shown in Fig.
1, considering components at the Security Data Plane once
ZTSMs are deployed and configured. Further details on the
ZTSF and VPNaaS logic are available in [14] [15].

B. Implementation
The Helm chart is based on the cloudnativeapp/openvpn

chart5 and extended to support the project’s SSO authentica-
tion and networking requirements.

...
service:

type: NodePort
externalPort: 443
internalPort: 443
nodePort: 32000
hostIP: <k8s ip>
...

keycloak:
tokenEndpoint: https://<keycloak realm oidc path>/token
introspectEndpoint: <tokenEndpoint>/introspect
clientId: <kc client id>
clientSecret: <kc client secret>

persistence:
storageClassName: microk8s−hostpath
nodeAffinity:
− <k8s node name>
...

openvpn:
...
security:

encryption:
rsa:

enabled: false
diffieHellmanBits: 2048

ec:
enabled: true
curve: ”secp384r1”

...

Listing 1: VPNaaS’ Helm chart values

3https://community.openvpn.net/openvpn/wiki/PluginOverview
4https://openvpn.net/cloud-vpn
5https://artifacthub.io/packages/helm/cloudnativeapp/openvpn

Its underlying cloud image is also updated with a newer
OpenVPN CE (version 2.4.4, released on 25th September
2017), which relies on LibreSSL 2.6.5; and additional depen-
dencies.

This VPNaaS solution relies on logic from two main blocks:
(i) a client profile generation script, creating the .ovpn profiles
per experimenter to ensure each connects to a dedicated VPN
instance on a separate exposed port; and (ii) the logic within
the Helm chart files, where the core logic for key generation
and JWT authentication is embedded on its ConfigMap and
the persistence, service and deployment details are described
in their respective templates and encoded as the corresponding
K8s resources.

import jwt, requests
kctep = ”{{ .Values.keycloak.tokenEndpoint }}”
kciep = ”{{ .Values.keycloak.introspectEndpoint }}”
cid = ”{{ .Values.keycloak.clientId }}”
csec = ”{{ .Values.keycloak.clientSecret }}”
tokpt = jwt.decode(

cred, options={”verify signature”: False}).get(”exp”)
tok = None
if tokpt is not None:

tok = cred if tokpt >= int(time.time()) else None
else:

pld = {”client id”: cid, ”client secret”: csec,
”grant type”: ”password”,
”username”: user, ”password”: cred}

response = requests.post(kctep, data=pld, verify=False)
if response.status code == 200:

tok = response.json().get(”access token”)
pld = {”client id”: cid, ”client secret”: csec, ”token”: tok}
if tok is not None:

response = requests.post(kciep, data=pld, verify=False)
rc = response.status code
return response.json() if rc == 200 else sys.exit(1)

else:
sys.exit(1)

Listing 2: AuthN plugin for Keycloak & OpenVPN

The Helm chart gathers all its configuration in the val-
ues.yaml file (Listing 1) and a number of templates to describe
the persistent and service needs. As part of its core logic, its
ConfigMap incorporates (i) a custom Python authentication
script that implements SSO by accepting either the experi-
menter’s OAuth2-based JWT tokens or resorting to basicauth
otherwise (Listing 2) and validating these in the Keycloak
IAM; (ii) the OpenVPN configuration (openvpn.conf file) with
custom values for e.g. connecting to the authentication script
and against Keycloak; and (iii) other ancillary scripts for key
and certificate generation.

C. Deployment testbed

The VPNaaS Helm chart was tested across three different
K8s environments: a local Minikube setup (v1.33.0), a pre-
production vanilla K8s deployment (v1.31.0), and a production
MicroK8s deployment (v1.24.17). This multi-platform evalu-
ation ensures robustness and compatibility.

The VPNaaS solution was tested in two different Kubernetes
(K8s) environments to assess its robustness, deployment time,



and compatibility across platforms: a pre-production vanilla
K8s cluster and a production MicroK8s cluster. Each environ-
ment had distinct configurations: (i) The pre-production setup
used a vanilla Kubernetes v1.31.0 distribution, managed with
Helm v3.15.1 on an Ubuntu 22.04.4 LTS system. This setup
includes a multi-node cluster with the standard Kubernetes
networking stack and uses Persistent Volumes (PV) and Persis-
tent Volume Claims (PVC) for managing persistent data. The
goal is to test the core functionality, configuration flexibility,
deployment times, and authentication mechanisms before tran-
sitioning to the production environment; (ii) The production
environment, on the other hand, used MicroK8s v1.24.17 with
Helm v3.16.2, also running on Ubuntu 22.04.4 LTS. Unlike
the pre-production setup, it used a single-node cluster with
MicroK8s’ built-in networking stack and relied on PV and
PVC for persistence management. This stage was crucial for
confirming the solution’s performance under conditions closer
to real-world production, while also testing the same key
parameters validated in the pre-production environment.

IV. VALIDATION

The two working modes (RSA or ECDSA) were here eval-
uated in a production environment, consisting of a dedicated
HP Enterprise Edge server [16] with 6 vCPUs at 3GHz, 16
GB RAM and 1 TB disk offering a microk8s cluster (version
1.24.17). As a target KPI, the 6G-BRICKS projects mandates
the establishment of the secure end-to-end connections to be
done in under a minute, similarly to the targeted time for the
deployment of the compute continuum services [13].

Each VPNaaS Helm chart was deployed using Python’s
helmpythonclient library (version 1.1), which calls a local
Helm binary (version 3.16.2). This runs for one hundred itera-
tions per working mode (i.e. RSA or ECDSA) and also per al-
lowed parameter (i.e. key size for RSA and curve for ECDSA).
To ensure clean re-deployments, and depending on the tested
environment, a new K8s namespace was generated for every
specific test, following the following format: 6gbricks-vpnaas-
{running mode}-{param iteration}-{num iteration}.

Relevant statistical data were computed based on the gener-
ated data set, along with their associated Standard Deviation
(SD) and Inter-Quartile Range (IQR) to understand the best,
worse, average and common cases along with data dispersion.

A. VPNaaS using RSA keys

The first approach for the VPNaaS’ tunnel generation was
to use VPNaaS with RSA keys. This is so since OpenVPN
relies on OpenSSL, which uses by default the Diffie-Hellman
(DH) key exchange algorithm with 2048-bit RSA keys6.

The VPNaaS deployment times in the production environ-
ment are shown (running with RSA-generated keys), as line
(Fig. 2a) and box (Fig. 2b) plots; as well as in Table I. These
are measured until the service accepts incoming connections
to its VPN port. This figure is plotted with a logarithmic scale
(where the Y-axis adopt the results of NumPy’s geomspace

6https://docs.openssl.org/master/man1/openssl-req
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Fig. 2: VPNaaS deployed with RSA keys

geometric progression) to better represent the results, given
the high data variability. These plots picture and aggregate the
deployment times obtained when testing 512, 1024 and 2048
bits as the RSA key size.

A singular behaviour was observed during the RSA-based
deployment in the production environment, where it shows
peak times of around 62, 109 and 1851 seconds yet with mean
times of around 38, 53 and 267 seconds for VPNaaS instances
with RSA key sizes of 512, 1024 and 2048 bits, respectively
(Table I). However, when the same instance was deployed
in the preproduction environment, it presented peak times of
around 10 seconds and mean times of around 4 seconds for
VPNaaS instances with RSA key sizes of 512, 1024 and 2048
bits, respectively; with the 2048 bits tests available in [14].
The RSA key generation at the edge node in the production
environment takes up to the order of 10 to 300 more times
than in the pre-production environment.



Key bits Min Max Average Mode STD IQR

512 23.383 62.327 38.024 23.383 7.163 9.000
1024 26.278 109.618 53.288 26.278 18.019 22.218
2048 20.935 1851.987 267.440 20.935 288.241 332.248

TABLE I: Statistics per VPNaaS-RSA key size (seconds)

Curve Min Max Average Mode STD IQR

prime256v1 24.742 57.004 38.303 24.742 6.889 9.538
secp384r1 14.812 36.880 25.977 14.812 3.808 2.730
sect409k1 18.584 35.683 26.392 18.584 3.382 3.520
secp521r1 18.748 66.212 36.744 18.748 7.692 10.703

TABLE II: Statistics per VPNaaS-ECDSA curve (seconds)
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Fig. 3: VPNaaS deployed with ECDSA keys

From the tested key sizes, only RSA keys of at least 2048
bits provide acceptable security (understood as 112 bits of
security strength [17]) until end of 2030 [18], along with
RSA keys of up to 3072 bits. However, their generation may
also result in excessive times in some environments and will
only grow when switching to larger amount of bits; specially
considering the 60 seconds threshold [13].

B. VPNaaS using ECDSA keys

Given the time threshold and the suggestions on acceptable
key sizes for the foreseeable future, well-known and spread
ECDSA algorithms were investigated to generate the keys,
offering less computational expense and better time-bound
deployments.

The VPNaaS deployment times in the production environ-
ment when running ECDSA keys are pictured as line (Fig. 3a)
and box (Fig. 3b) plots, as well as in Table II.

As introduced above, any generated key using 112 up to
128 bits of security strength can offer acceptable safety until
end of 2030, which translates into 224 to 256 bits for ECDSA
keys [18]. Thus, four types of common curves were considered
to meet such requirements: prime256v1, secp384r1, sect409k1
and secp521r1. According to the data provided by the openssl
ecparam -list curves command, all are NIST/SECG curves
except for the first one (X9.62/SECG curve); all defined over
a bit prime field of the stated number.

The ECDSA approach has two main benefits: (i) it takes
significantly less computing time; and (ii) achieves similar se-
curity with reduced lengths, when compared to RSA. ECDSA
delivers a better balance between cost and security, as with
smaller key sizes it outperforms that of RSA (e.g. a 256 bit
ECDSA key is equivalent to a 3072 bit RSA key7).

From the selected curves, secp384r1 shows better and more
reliable performance in the production environment, staying
well under the stated KPI for the deployment time even during
peak processing times, as well as having the least variability.
Besides, it also provides equivalent security to that of an RSA
key with 7680 bits8. Thus, this is the default parameter for the
VPNaaS-ECDSA running mode.

V. CONCLUSIONS

This work contributed with an approach to (i) automate
the deployment of VPN instances and orchestrate these for
environments that need multiple separate tunnels to service
concurrent connections to separate tenants (e.g. end-users);
and (ii) tailor the deployment to select algorithms and/or sizes
for the key generation, which can also be used to minimise the
key generation time used by OpenVPN instances. The latter is
specially applicable to environments in which the calculation
takes too long, possibly due to shortcomings in the random
number generation process or achieved entropy in the system.
To that end, it documents the initial analysis and comparison to

7https://www.ssl.com/article/comparing-ecdsa-vs-rsa-a-simple-guide
8https://www.keylength.com/en/4/



alternatives, the considerations during design and implemen-
tation and the results taken through the evaluation process.

This work could be further enhanced by splitting the differ-
ent processes and subsequently disaggregating functionality;
so that e.g. the key generation is part of a single instance to
be deployed once, coupled with safe key distribution to each
of the ad-hoc deployed VPNaaS instances. On the other hand,
several improvements could be done on the parametrisation,
adoption of new algorithms and the inclusion of alternative
VPN solutions as part of a single VPNaaS package.
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