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1 Executive Summary 

This document provides a comprehensive overview of the final deployment of enablers on the Eurecom (EUR) 
and KU Leuven (KUL) 6G testbeds, detailing their configurations and deployment processes up to low-level 
details. 

First, the KUL testbed is described, emphasizing the final configuration of its infrastructure for physical layer 
testing and the upgrade to a modular and containerized architecture. This deliverable describes in detail the 
available infrastructure, focusing on details not yet described in deliverable D5.1. This section also provides an 
overview of the entry points for the REST API, which is used to remotely control the facility via HTTP calls. The 
previous infrastructure has been upgraded to a more modular and containerized architecture to accommodate 
the needs for 6G-BRICKS and future projects.  

Besides this, a comprehensive list of enablers deployed at the KUL testbed have functionality and deployment 
details presented in a comprehensive way. The enablers include the Open-RU platform, the Over-the-Air 
Synchronization (OTA) brick, the Cell-Free Massive Multiple-Input and Multiple-Output (MIMO) enablers, and 

the -Edge Platform. The OpenRU is an open-source implementation of an O-RAN Radio Unit (RU) and it is 
provided by National Instruments. The Open-RU platform includes both software and hardware, in the form of 
Field Programmable Gate Array (FPGA) RTL code and sources. The OTA brick developed by KU Leuven is an 
experimental component that makes use of the RUs hardware and software to accurately detect and timestamp 
packets; the timing information can then be used to set the time reference for the RUs. The Cell-Free Massive 
MIMO DU and RU is provided by IS Wireless while the Compute Continuum is provided by Intracom. 

Finally, the EUR testbed is documented in detail, highlighting the configuration and setup of the Reconfigurable 
Intelligent Surface (RIS) framework provided by CEA Leti and EUR. The RIS hardware is provided by CEA Leti and 
the software is a collaboration between CEA and EUR. We outline the deployment process and configuration 
parameters essential for performing experiments with the RIS. The control framework of the RIS is thoroughly 
described. The deployment process and configuration parameters for RIS experiments are outlined, with a 
detailed description of the RIS control framework. Enablers deployed at the EUR facility, such as the RIS control 
framework and Domain Manager Orchestrator (DMO)'s fault management systems (including the Abnormal 
Traffic Detector and Large Language Model (LLM)-enabled Trial Fault Explanator), are enumerated with their 
functionality and deployment requirements. 

All enablers mentioned in the document are accompanied by a detailed description of their functionality and all 
the relevant deployment and configuration requirements. 



2 Introduction 

This document serves as a comprehensive overview of the final deployment of enablers on the Eurecom (EUR) 
and KU Leuven (KUL) 6G testbeds  and their configurations. For each facility, we describe the basic configuration 
settings of the facility, how they need to be adjusted to accommodate the deployment of each enabler. We also 
provide detailed insights into the deployment and configuration processes of the enablers that are currently 
deployed. More specifically, the deliverable structure is as follows: 

• In Section 3.1 we describe the KUL facility, providing an in-depth description of the available hardware 
and software. Being primarily a physical layer test facility, the KUL testbed provides more infrastructure 
for pure RF measurements.  

• In Section 3, we provide a comprehensive list of enablers deployed (or in deployment) at the KUL facility, 
including the Open-RU platform, Cell-Free Massive MIMO enablers, and the Compute Continuum.  

• Section 4, focuses on the EUR facility and describes the configuration and setup of the Reconfigurable 
Intelligent Surface (RIS) framework.  

All enablers mentioned in the document are accompanied by a description of their functionality and all the details 
required for their deployment, including Docker files, scripts, YAML or JSON files, and codebooks where 
appropriate.  

6G-
BRICKS 
Tasks and 
Objectives 

Respective Chapters Justification 

Task 5.1: Deployment, configuration and 
interfacing of enablers at the KUL site 

• Bricks identification: decide 
which bricks are most promising 
based on Tasks 3.2 and 3.3 

• Integrating the bricks with the 
KUL infrastructure 

• Collect relevant datasets 
covering multiple frequency 
bands, blocking scenarios, and 
locations of the antennas. 

Task 5.2: 6G enablers from T3.1 and 

T3.4 will be integrated to the EUR 

facility. 

• First, the RIS reflector will be 

tested and validated with OAI-

gNB 

• Second, the RIS Controller is 

integrated as a xApp in the RIC 

Near-time controller 

• Third, the RIS control algorithm 

developed in T3.4 to validate the 

control algorithm (including the 

Chapter 2: Introduction 

Chapter 3: Final configuration 
of the KU Leuven testbed  

Chapter 4: Deployment and 
Configuration of 6G-BRICKS 
Enablers at KUL facility 

 

Chapter 5: Deployment and 
Configuration of 6G-BRICKS 
enablers at EUR facility 
(EUR/CEA) 

 

 

The deliverable D5.3 

• Delivers a detailed 
description of dataset 
collection, deployment 
and configuration of 
enabers at KUL in 
chapters 3 and 4 
respectively. 

• Delivers a detailed 
description of 
enablers deployment 
and configuration at 
EUR in chapter 5 



positioning xApp) is tested and 

validated 

 

2. Changes to second cycle  

This is a second cycle deliverable, revisiting on the deployment of the 6G-BRICKS enablers at the 6G sites (i.e, 
KUL and EUR) initially reported in D5.1[4]. In D5.1, the focus was on deploying early versions of enablers such as 
the Open-RU, Cell-Free Massive MIMO, and the Cognitive Compute Continuum, primarily detailing their 
structure, functional blocks, and container-based deployment strategies. In contrast, D5.3 introduces substantial 
enhancements, the final configuration of the initial and additional enablers, along with operational interfaces for 
end-to-end experiment orchestration. The document expands integration depth, especially in synchronization 
mechanisms and cross-layer management. 

In particular, D5.3 introduces: 

• REST API for Experiment Control 

• A new RESTful API is introduced for automated control of the KUL testbed (start/stop 
experiments, retrieve results, monitor status). 

• Includes endpoints for RF power, CSI, experiment logs, and supports integration with the ISI 
portal. 

• Over-the-Air (OTA) Synchronization Enabler 

• Implements wireless time synchronization among distributed RUs. 

• Includes three GNU Radio-based packet detection algorithms: single-window, double-window 
energy detection, and header correlation. 

• Complements or replaces GPS/10 MHz/PPS cable-based synchronization used in D5.1. 

• X-Haul Transport & Compute Integration 

• Introduces a wireless transport solution (ICOM) with white box switches that also serve as 
compute nodes. 

• Fully integrated into the π-Edge platform; operates as part of a distributed continuum across 
Kubernetes and Docker Swarm clusters. 

• Expanded RIS Validation and Deployment at EUR 

• D5.3 includes numerical results, deployment scenarios (lab and perspective), and theoretical link 
budgets for RIS. 

• Enhanced integration with RAN via xApps in the Near-RT RIC, building on the initial configuration 
shown in D5.1. 

• Finalized RAN Stack Deployment 

• Describes complete deployment flow of the O-DU, O-CU, and RU using Docker Compose. 

• Adds practical deployment parameters (e.g., PLMN, TDD configs, MIMO layers) and updates to 
the Near-RT RIC and xApp GUI integration. 

• π-Edge Platform Integration 

• Final configuration includes a two-cluster setup (Kubernetes and Docker Swarm), enabling 
advanced orchestration of containerized services and compute workloads across the testbed. 



• Testbed Infrastructure Updates 

• Adds a dedicated DU/CU server to the KUL testbed. 

• Updates synchronization schema using IEEE1588/PTP Grandmaster and NI Octoclock, distributed 
via 100G Ethernet backbone. 

The deliverable supersedes D5.1 in many aspects but still refers to it when it comes to components that were 
already final during the first cycle. 

 

 

 



3 6G-Bricks Enablers deployed at KUL Testbed 

The configuration of some Enablers, like the RF Data Collection API, did not change from the one described in 
D5.1 and thus there is no variation to be reported here. 

3.1 Final configuration of the KU Leuven testbed 

The final KU Leuven testbed infrastructure is complete, and the schematic connection is shown in Figure 1. A 
detailed description of the testbed and the research associated with it has been presented at IEEE CAMAD in 
2024 [1]. The various components are connected via two separate networks: one (purple links) is 1G Ethernet, 
the other (blue links) is a 100G Ethernet network. The green links in the figure are 10G Ethernet.  

The final configuration includes three main machines: 

1. The Testbed controller 
2. The gateway 
3. The DU/CU Server 

The testbed controller and gateway keep the functions already explained in D5.1[4]. The DU/CU server is a new 
addition. It runs the cell-free enablers implemented by IS Wireless and documented in section 3.5 of this 
document.  

 

 

Figure 1: Final deployment of the full KU Leuven testbed 

The PHY machine is the computer running the physical layer of the IS Wireless base station software and, using 
one of the USRPs, allows experimenters to use normal smartphones as user equipment (UE).  

The 100G network interconnects all the radios together and to the testbed controller. Moreover, it is responsible 
for propagating the IEEE1588/PTP messages coming from the PTP grandmaster. The PTP grandmaster is 
responsible for the synchronization of the Testbed Controller, the DU/CU server, and the USRPs. In particular, 
the radios are currently synchronized using a 10MHz reference clock, which is generated by the PTP grandmaster 
and distributed via an NI Octoclock clock distributor (not shown in the figure). The PTP grandmaster generates 
its clock using a GPS receiver. 



The other components represented in the schematic are the MOCAP system and the Massive MIMO setup, have 
been described already in D5.1, and the three PCs, two with Windows 11 and one with Ubuntu Server, which will 
be used for the Metaverse PoCs. 

 

 

Figure 2: Network Map of the Bricks testbed 

The network map which is visible to the experimenters is represented in Figure 2. Not all components are shown 
on the map as not all of them are directly accessible to users without administrator rights. The components are 
connected for maintenance, control, and remote access by the internal personnel of KU Leuven.  

3.2 Testbed Access via REST API 

The KU Leuven testbed can be controlled using a REST API. This API is also used for the interconnection of the 
testbed with the ISI portal, as a complement to the Pi-Edge system. 

 The REST API exposes the entry points listed in Table 1. 

Table 1: Entry points of the KUL Testbed REST API 

Entry point Input Output 

/find_devices NA A JSON list of available devices 
with their network address, type, 
and FPGA version 

/current_status/<exp_name> The name of the experiment which 
is currently running 

A JSON description of the current 
status (running, stopped, error), 
and an error code, if any. 

/start/<exp_name> The name of the experiment to 
start 

A JSON object to acknowledge 
whether the experiment can be 
started, if it is already running, and, 
in case of error, an error code and 
description 

                  

             
                

       

               

                               

         

         

         

        

            

            

            

            

            

                             

            

                                    

            

            

            



/stop/<exp_name> The name of the experiment to 
stop 

A JSON object to acknowledge 
whether the experiment is 
stopped and, in case of error, an 
error code and description 

/results/<exp_name> The name of the experiment for 
which the user wants to download 
the results  

A file containing data as a numpy 
array file, or a JSON object 
containing an error code and the 
description 

/results/<exp_name>/Power The name of the experiment for 
which the user wants to know the 
received RF power 

A JSON object with the current RF 
parameters and the corresponding 
received power. In case of error, an 
error code and the description. 

/results/<exp_name>/Plot The name of the experiment A plot showing the received signals 
on all inputs. The plot format is 
decided in the experiment 
configuration. 

/results/<exp_name>/CSI The name of the experiment It returns a JSON file with the 
current channel state information. 

/upload/<exp_name> The experiment name and a JSON 
file with the experiment 
description 

It returns a JSON with either an OK 
message or an error code and 
description. 

/list_experiments NA Returns a JSON list of all available 
experiments 

With the REST API, it is possible to control the testbed remotely. The API is built as a FLASK application and can 
be started with the following procedure: 

1) Connect to the gateway via ssh, tunneling the port used by the API to a local port: 
Example: ssh <username>@burns.esat.kuleuven.be -L10000:192.168.1.12:10000 

2) In the same terminal, ssh to brickstb: ssh <username>@192.168.1.12 
3) Change directory to the folder ~/testbed_rest_api/src 
4) Type: python3 main.py at the terminal and hit Enter to start the server 

The web server program used to run the API is Gunicorn. 

  



3.3 Deployment of the Over the Air synchronization enabler 

This enabler concerns the synchronization of multiple radio units using a wireless link. Fundamentally, this 
enabler consists of accurately timestamp wireless packets such that the clock and timing information can be 
extracted from the received signal. This enabler allows the correct time synchronization or radio units. The goal 
is to correctly schedule transmissions and receptions and move some of the coordination and control traffic from 
the current wired fronthaul link to a wireless link between radio units. Although it is currently not possible to 
fully correct phase and frequency errors at the analog level, this enabler can extract correct timing information 
which can be fed to the timing system of the Software Defined Radios. The phase and frequency errors can then 
be corrected with digital signal processing. The timing information extracted by this enabler can be used by 
external hardware to generate the correct phase and frequency correction, but this is outside the scope of 6G 
Bricks. A detailed description of the packet detection and timestamping algorithms is described in deliverable 
D3.3[3]. 

This enabler is implemented as a GNU Radio schema, and it can be experimented with using GNU Radio 
companion.  

 

Figure 3: Packet detection via energy detection (single window) 

 



 

Figure 4: Packet detector via energy detection (double window) 

 

Figure 5: Packet detection via correlation (The Vector source and the Noise source showed in this screenshot  

 

The three available options are shown in Figure 3, Figure 4, Figure 5. The first two options are based on energy 
detection while the last one is based on correlation. In particular, the schema in Figure 4 estimates the energy 
of a signal within a specific time window. If the energy is above the threshold, a transmission is detected. The 
schema in Figure 3 estimates the energy in two contiguous time windows and the ratio between the two energies 
is calculated. This gives a very sharp point which corresponds to the beginning of the RF transmission. Finally, 
the schema in Figure 5 performs the correlation between the signal and the expected header. When the 
correlation hits the maximum, the start of the signal is marked. Their effectiveness and precision depend on the 
characteristics of the signal which needs to be timestamped, such as the modulation schema. In particular, the 
correlation method can only detect signals with a known header, while energy detection can be applied to any 
signal, either known or unknown.  

To launch this experiment, the setup needs to be prepared in advance: 

• Place the antennas in the correct position in the lab area. 



• Connect to the testbed via SSH from a Linux machine using the -X option. This can also be done with a 
Windows or Mac machine using an X Server client like X-Ming. The connection command to be used is 
ssh -J <username>@burns.esat.kuleuven.be <username>@192.168.1.12 -X 

• From the terminal, start gnuradio-companion. 

• Input the configuration of the transmitter and receiver channels on the respective USRPs. 

It is then possible to run the code and collect data regarding the timing of the packets received. This can then be 
compared to the transmit time to estimate, keeping into account the propagation delay, the time of arrival of 
each transmission. 

The estimated time of arrival can then be used to set the time reference inside the USRPs to schedule 
transmissions and reception. This results in an algorithm like PTP but running on a wireless link. The results can 
be verified by comparing the transmission and receptions timestamps and making statistics about the error. This 
error is defined as the difference between the expected receive timestamps and the actual estimated 
timestamps. 

3.4 Deployment of the Open-RU platform enabler  

The Open-RU development platform is based on the USRP X410 software-defined radio by NI that provides digital 
and analog RF processing blocks as well as analog-to-digital conversion functionality. Ethernet transport 
handling, digital up- and down-conversion, and the control of the analog radio unit is encapsulated in modular 
RFNoC blocks [2]. RFNoC is an open-source framework designed to enhance the capabilities of USRP devices by 
enabling the deployment of user-defined blocks to the FPGA. With that, additional features like precoding or 
beamforming could be developed and validated in the testbed by experimenters. The framework also supports 
the dynamic reconfiguration of the signal processing chain without the need for hardware changes, which is 
particularly useful in dynamic and adaptive radio systems. Figure 6 depicts the basic architecture and the 
integration with the testbed. 

 
Figure 6: Basic architecture of the Open-RU platform with cabled RU-DU synchronization  

The fronthaul between Open-RU and the DU platform is realized as two separate physical interfaces. Control 
commands are sent over the 1 GbE connection to the Open RU where they are handled by the Module Peripheral 
Manager (MPM) running on the USRP’s CPU. The MPM controls basic system parameters like center frequency, 
output power, and others. The actual user data in the form of time domain I/Q samples are transmitted over the 
high-speed 100 GbE connection and are received and processed directly by the signal processing algorithms 
running on the FPGA. This architecture has been selected as it provides the highest flexibility and should allow 
for fast prototyping and easy customization of user specific scenarios. For instance, GNURadio Companion allows 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 

 
 
 
 
 
 
 

 
 
 
 
 

       

       

       

 
 
 

 
 
 

 
 
 
 
 

                           

                   

     
    

       
     

    
   

     

                         

   
      
   

   

            
                

         
            

       
  

             

   

   

   

   



users to graphically design the signal flow between various RFNoC blocks, making it easy to customize the FPGA 
image for specific applications. 

Higher bandwidths require increased processing power, making it beneficial to offload some of the algorithmic 
processing. To address this, we designed an RFNoC block that performs lower physical layer processing directly 
on the FPGA of the USRP. This block computes the FFT and IFFT and adds or removes the cyclic prefix. Parameters 
such as subcarrier spacing, FFT size, and cyclic prefix lengths can be configured to suit specific scenarios. Although 
this block is not utilized in the current increment of the test bed, it remains available as a standalone component 
for experimenters. 

The Open RU software components have been installed in the KUL Testbed Controller and are accessible by all 
experiment scripts and by the DU software components. The software drivers are part of the base infrastructure 
and do not depend on any container technology. The drivers are installed in the permanent storage of the 
Testbed Controller under a fixed path. 

The Open RU firmware, being implemented within 6G-BRICKS project, is deployed directly at the USRP X410 
peripherals, which are part of the KUL Radio Infrastructure. The firmware consists of an FPGA image and 
embedded firmware running on the ARM core of the Xilinx RF SoC, which constitutes the heart of the USRP. The 
USRPs are connected to the Testbed Controller with two separate interfaces: a 1GB Ethernet for command and 
control and a 100Gb Ethernet for streaming of I/Q samples. 

Synchronization 

An external timing reference is used to synchronize the DU platform with the Open-RU. This GPS-disciplined 
device, which is part of the KUL testbed, supports on one hand the PTP / SyncE protocol to ensure a 
synchronization of the DU via the DU’s network interface controller. On the other hand, it outputs 10 MHz / PPS 
reference signals that can be connected directly to the USRP to synchronize one or multiple Open-RUs. This 
cabled setup provides a high level of synchronization necessary to meet the requirements imposed by cell-free 
scenarios. However, due to the openness of the platform, novel synchronization techniques like over-the-air 
synchronization could also be developed, deployed, and evaluated by experimenters. 

3.5 Deployment of the Cell-Free Massive MIMO enablers  

3.5.1 Deployment of RAN Components  

The O-RAN complaint solution that connects to the O-DUs and the O-CUs over E2 interface can be deployed with 
Docker Compose. In this deliverable, we describe the deployment of the solution on KUL server as a Docker 
container with Docker compose. In the case of a single machine deployment (combined O-DU/O-CU), the user 
has one YAML file for entity management and network configuration. In the case of several machines (O-DU, O-
CU or separate O-CU-CP and O-CU-UP), the user must configure several YAML files and properly configure the 
networks. Figure 7 shows the deployment architecture on the KUL server. The deployment of RAN in the KUL 
server can be described as follows:  

• The O-DU communicates with USRP x410 over the Fronthaul interface 

• In this deployment, the NI’s USRP x410 used as an O-RU  

• The High-PHY layer is deployed together with O-DU in the server 

• The Low-PHY layer is deployed with another local machine which is considered as a mini server in this 
deployment 

• The O-RU (i.e., x410 USRP) is connected to the mini server over high-speed optical cable 

• The O-CU communicates with Core Network over standard defined N2/N3 interfaces  

 



 

Figure 7: The deployment architecture of RAN components on KUL server. 

 

The O-RAN complaint O-DUs and the O-CUs are deployed in the KUL server by configuring certain parameters 
and the list of the parameters is listed in Table 2 .  

Table 2: RAN components parameter configuration.  

Name of the parameter  Example value  Configure value 

PLMN (MCC, MNC) 00101, 99970 00101 

TDD bands  N78 NA 

TDD center frequency per band --- n78, Centre frequency: 3411.660 
MHz, 20 MHz (3401.660 to 3421.660 

MHz) 

FDD bandwidth 20MHz 20MHz 

MIMO configuration  2x2, 4x2 (TDD only) 2x2 

Slot pattern 3DS1U, 7DS2U 7Ds2U 

Max DL modulation 256QAM or 64 QAM 256 QAM 

 



3.5.2 Deployment of Near-RT RIC with Experimentation xApps  

The O-RAN complaint Near-RT RIC in KUL is deployed as a Docker container with Docker Compose. The 
deployment consists of the following steps: pulling Near-RT RIC docker images from DockerHub and 
configuration of the Near-RT RIC deployment using docker-compose.yaml file.   

 

Figure 8: The Near-RT RIC deployment on KUL server. 

The Near-RT RIC deployed in KUL server with several docker containers consists of Shared Data Layer (SDL) API, 
E2-related AP, Grafana for KPM presentation, and KPM xApp. The Graphical User Interface (GUI) of the Near-RT 
RIC aims at the Near-RT RIC and RAN performance monitoring as well as for xApp addition and removal. The 
Near-RT RIC GUI is the browser-based application accessible at the host domain with a dedicated port number. 
The in-build KPM xApp subscribes for the KPMs to all cells. The subscription concerns the KPMs measured per 
cell and 1 second reporting period. The KPMs reported every 1 second are stored in a database and displayed in 
the numerical format in the Near-RT RIC GUI and graphical format in the Grafana based KPM xApp GUI. The 
Grafana KPM GUI is a browser-based application and available with a default port number.  

3.6 Deployment of the Cognitive Compute Continuum enabler 

The 6G-BRICKS Cognitive Compute continuum enabler is offered through the usage of the -Edge Platform, 
provided by ICOM, which is accessed by the higher-level components of 6G-BRICKS (e.g. the Experimentation 

Platform and the Edge-Cloud Continuum Manager). The server running the -Edge continuum has the following 
characteristics: 

• Core i5-8500 

• 16GB of RAM 



• 2TB SSD (1 SATA + 1 M.2) 

• 2x 1Gb Ethernet interface 

The computer runs Ubuntu Server 22.04 LTS, and it is placed on the external network of KU Leuven. The Cognitive 
Compute Continuum is comprised of two components: 

• the π-Edge Platform, which manages an Edge-Cloud, and, 

• the Edge-Cloud Continuum Manager (ECCM), which is a central component and manages several Edge-
Clouds (i.e. several π-Edge Platforms). 

These components are used for managing the KUL compute cluster. Additionally, a wireless X-Haul transport 
solution, provided by ICOM, is installed in the testbed. This solution is comprised of a radio device and a white 
box switch accompanied by a Network Operating System, acting both as a radio link (connecting far edge devices) 
and as a compute node (managed by the π-Edge Platform). This is described in more detail in section 3.7. 

In practice, there are 2 clusters in KUL testbed, a Kubernetes cluster, which involves the allocated compute, 
nodes and a Docker Swarm, which involves the X-Haul Switches. Therefore, we had to deploy two π-Edge 
instances, one for each cluster. The next paragraphs describe the configuration of the π-Edge Platform for the 
Kubernetes cluster. The deployment of the Docker Swarm is similar. 

Configuration of π-Edge Platform for Kubernetes cluster 

First, a Kubernetes cluster with at least 2 nodes is needed for the testbed. For that purpose, microk8s is installed 
to initiate our cluster. The Master node is a KU Leuven’s server, which is connected to the outside world (allowing 
it to be accessed by developers and other 6G-BRICKS components) while the worker node is a Testbed Controller, 
which can access physical USRP devices.  

Before installing the π-Edge platform, certain prerequisites must be met to prepare the cluster appropriately: 

1. Each node of the cluster should have a location label to make sure that it will be recognized from the 
platform during its initialization. 

2. There should be an existing monitoring namespace with both Prometheus and Grafana enabled, to 
ensure the proper operation of all monitoring functionality of the platform. 

From the software perspective, the π-Edge Platform consists of three software components, (1) two distinct 
databases, where each offers different functionalities to the platform and (2) the main controller: 

• MongoDB: This component is a usual MongoDB database, which is used to store all the important 
information that needs to be handled by the platform’s APIs. In this database, we can track the registered 
Service Functions, PaaS services and nodes. The Deployment (Listing 1), Service (Listing 2) and Persistent 
Volume Claim’s (Listing 3) yaml files are depicted in the following listings. 

 



apiVersion: apps/v1 
 kind: Deployment 
 metadata: 
     creationTimestamp: null 
   labels: 
     piedge.service: mongopiedge 
   name: mongopiedge 
 spec: 
   replicas: 1 
   selector: 
     matchLabels: 
       piedge.service:: mongopiedge 
   strategy: 
     type: Recreate 
   template: 
     metadata: 
       creationTimestamp: null 
       labels: 
         piedge.service:: mongopiedge 
     spec: 
       containers: 
         - image: mongo 
           name: mongopiedge 
           ports: 
             - containerPort: 27017 
           resources: {} 
           volumeMounts: 
             - mountPath: /data/db 
               name: mongo-db 
       restartPolicy: Always 
       volumes: 
         - name: mongo-db 
           persistentVolumeClaim: 
             claimName: mongo-db 

Listing 1: MongoDB Deployment YAML file 

 

apiVersion: v1 
 kind: Service 
 metadata: 
     creationTimestamp: null 
   labels: 
     piedge.service: mongopiedge 
   name: mongopiedge 
 spec: 
   type: NodePort 
   ports: 
     - name: "27017" 
       nodePort: 32411 
       port: 27017 
       targetPort: 27017 
   selector: 
     piedge.service: mongopiedge 

Listing 2: MongoDB Service YAML file 



 

apiVersion: v1 
 kind: PersistentVolumeClaim 
 metadata: 
   creationTimestamp: null 
   labels: 
     piedge.service: mongo-db 
   name: mongo-db 
 spec: 
   accessModes: 
     - ReadWriteOnce 
   resources: 
     requests: 
       storage: 100Mi 
 status: {} 

Listing 3: MongoDB Persistent Volume Claim YAML file 

• Postgres: This is a PostgreSQL database, used to keep track of users of the platform and their roles. Every 
user that exists in the database can obtain an authorization token which gives them access to certain 
functionalities. Currently, the existing users are admins and have access to all functionalities. All files 
needed for the deployment and configuration of this specific component are presented in Listing 4 to 
Listing 8 for Deployment, Service, ConfigMap, PersistentVolume and PersistentVolumeClaim resources, 
respectively. 

• apiVersion: apps/v1 
 kind: Deployment 
 metadata: 
   name: postgres  # Sets Deployment name 
 spec: 
   replicas: 1 
   selector: 
     matchLabels: 
       app: postgres 
   template: 
     metadata: 
       labels: 
         app: postgres 
     spec: 
       containers: 
         - name: postgres 
           image: postgres:10.1 # Sets Image 
           imagePullPolicy: "IfNotPresent" 
           ports: 
             - containerPort: 5432  # Exposes container port 
           envFrom: 
             - configMapRef: 
                 name: postgres-config 
           volumeMounts: 
             - mountPath: /var/lib/postgresql/data 
               name: postgredb 
       volumes: 
         - name: postgredb 
           persistentVolumeClaim: 
             claimName: postgres-pv-claim-pi-edge 

Listing 4: Postgres Deployment YAML file 



apiVersion: v1 
 kind: Service 
 metadata: 
   name: postgres # Sets service name 
   labels: 
     app: postgres # Labels and Selectors 
 spec: 
   type: NodePort # Sets service type 
   ports: 
     - port: 5432 # Sets port to run the postgres application 
   selector: 
     app: postgres 

Listing 5: Postgres Service YAML file 

 

apiVersion: v1 
 kind: ConfigMap 
 metadata: 
   name: postgres-config 
   labels: 
     app: postgres 
 data: 
   POSTGRES_DB: postgresdb 
   POSTGRES_USER: <YOUR_USERNAME> 
   POSTGRES_PASSWORD: <YOUR_PASSWORD> 

Listing 6: Postgres Configuration YAML file 

 

kind: PersistentVolume 
 apiVersion: v1 
 metadata: 
   name: postgres-pv-volume-pi-edge # Sets PV's name 
   labels: 
     type: local # Sets PV's type to local 
     app: postgres 
 spec: 
   storageClassName: manual 
   capacity: 
     storage: 200Mi # Sets PV Volume 
   accessModes: 
     - ReadWriteMany 
   hostPath: 
     path: "/mnt/data/data" 

Listing 7: Postgres Persistent Volume YAML file 

 



kind: PersistentVolumeClaim 
 apiVersion: v1 
 metadata: 
   name: postgres-pv-claim-pi-edge # Sets name of PVC 
   labels: 
     app: postgres 
 spec: 
   storageClassName: manual 
   accessModes: 
     - ReadWriteMany  # Sets read and write access 
   resources: 
     requests: 
       storage: 200Mi # Sets volume size 

Listing 8: Postgres Persistent Volume Claim YAML file 

• Piedgecontroller: The π-Edge platform’s primary controller handles all functionalities, including API calls 
and database writes. Proper setup of environment parameters is crucial for its operation and the entire 
platform. Listings Listing 9 and Listing 10 present the files needed for the deployment and configuration 
of the π-Edge Controller through its Deployment and Service resources. 

  



apiVersion: apps/v1 
 kind: Deployment 
 metadata: 
  
  creationTimestamp: null 
   labels: 
     piedge.service: piedgecontroller 
   name: piedgecontroller 
 spec: 
   replicas: 1 
   selector: 
     matchLabels: 
       piedge.service: piedgecontroller 
   strategy: {} 
   template: 
     metadata: 
       creationTimestamp: null 
       labels: 
  
        piedge.service: piedgecontroller 
     spec: 
       containers: 
         - env: 
             - name: KUBERNETES_MASTER_HOSTNAME 
               value: <YOUR_HOSTNAME> 
             - name: KUBERNETES_MASTER_PASSWORD 
               value: <YOUR_HOSTNAME_PASSWORD> 
             - name: KUBERNETES_MASTER_IP 
               value: <YOUR_HOSTNAME_IP> 
             - name: KUBERNETES_MASTER_TOKEN 
               value: <YOUR_K8S_MASTER_TOKEN> 
             - name: EMP_STORAGE_URI 
               value: mongodb://mongopiedge:27017 
             - name: MONITORING_IP 
               value: <YOUR_MONITORING_IP> 
             - name: MONITORING_NODE_PORT 
               value: <YOUR_MONITORING_NODE_PORT> 
             - name: SYSTEM_DATABASE_PASSWORD 
               value: <YOUR_POSTGRES_PASSWORD> 
             - name: SYSTEM_DATABASE_HOST 
               value: "postgres" 
             - name: MONITORING_SERVICE_PASSWORD 
               value: <YOUR_MONITORING_SERVICE_PASSWORD> 
             - name: MEC_PLATFORM_IP 
               value: <YOUR_MEC_PLATFORM_IP> 
             - name: MEC_PLATFORM_PORT 
               value: "32500" 
             - name: MONITORING_IP_PROXY 
               value: <YOUR_MONITORING_IP_PROXY> 
             - name: MONITORING_PORT_PROXY 
               value: <YOUR_MONITORING_PORT_PROXY> 
  
          image: piedge/pi_edge:3.1.30 
           name: piedgecontroller 
           ports: 
             - containerPort: 8080 



           resources: {} 
           imagePullPolicy: Always 
       restartPolicy: Always 

Listing 9: piedgecontroller Deployment YAML file 

 

apiVersion: v1 
 kind: Service 
 metadata: 
  
  creationTimestamp: null 
   labels: 
     piedge.service: piedgecontroller 
   name: piedgecontroller 
 spec: 
   type: NodePort 
   ports: 
     - name: "8080" 
       nodePort: 32415 
       port: 8080 
       targetPort: 8080 
   selector: 
     piedge.service: piedgecontroller 
  
 

Listing 10: piedgecontroller Service YAML file 

 

After preparing the cluster with the already mentioned steps and deploying all the yaml files, the π-Edge platform 
is almost ready and fully functional. A GET request on the following endpoint should be able to initialize all the 
nodes defined in the KUL cluster and fully integrate the platform with the cluster which is deployed on: 

http://<HOSTNAME_IP>:8080/piedge-connector/2.0.0/initNodes 

 

Configuration of π-Edge Platform for Docker Swarm 

The second cluster in the KU Leuven testbed consists of the X-Haul’s switches, which form a Docker Swarm of 2 
nodes. One of the switches acts as the master node of the swarm and the second switch is the worker node.  

Despite the underlying technology being Docker Swarm, the π-Edge’s deployment and configuration is the same 
as for the Kubernetes cluster (described above). The only difference is in the environmental parameters for the 
π-Edge Controller. Specifically, the deployment file of the π-Edge Controller for this case is presented in Listing 
11. 



apiVersion: apps/v1 
 kind: Deployment 
 metadata: 
  
  creationTimestamp: null 
   labels: 
     piedge.service: piedgecontroller 
   name: piedgecontroller 
 spec: 
   replicas: 1 
   selector: 
     matchLabels: 
       piedge.service: piedgecontroller 
   strategy: {} 
   template: 
     metadata: 
       creationTimestamp: null 
       labels: 
  
        piedge.service: piedgecontroller 
     spec: 
       containers: 
         - env: 
             - name: DOCKER_HOST 
               value: <YOUR_HOST IP> 
             - name: <DOCKER_PORT> 
               value: <YOUR_DOCKER_PORT> 
             - name: INTRA_NODE_PORT 
               value: <YOUR_INTERNAL_NODE_PORT> 
             - name: DOCKER_MON_PORT 
               value: <YOUR_MONITORING_NODE_PORT> 
  
          image: piedge/pi_edge:3.1.30 
           name: piedgecontroller 
           ports: 
             - containerPort: 8080 
           resources: {} 
           imagePullPolicy: Always 
       restartPolicy: Always 

Listing 11: piedgecontroller Service YAML file for Docker Swarm 

   

Configuration of ECCM 

Deployment of ECCM requires two components, the ECCM controller, which is a Python web service, and a 
MongoDB database. The latter is necessary for ECCM to keep track of and manage the π-Edge instances that 
have been registered. As such, their deployment follows the configuration shown in Listing 12. For each of the 
components, a Deployment and Service resources are specified for inter-cluster communication. The ECCM 
deployment resource includes a few environment variables for accessing the database data and for requests to 
π-Edge instances. For MongoDB an additional persistent volume resource is needed for data persistence. Finally, 
since ECCM needs to be accessed outside the cluster, an Ingress resource is specified with alias url /eccm. 

 



kind: PersistentVolume 

apiVersion: v1 

metadata: 

  name: mongo-db  # Sets PV's name 

  labels: 

    type: local  # Sets PV's type to local 

    io.kompose.service: eccm 

spec: 

  storageClassName: manual 

  capacity: 

    storage: 50Mi # Sets PV Volume 

  accessModes: 

    - ReadWriteMany 

  hostPath: 

    path: "/mnt/data/data" 

--- 

kind: PersistentVolumeClaim 

apiVersion: v1 

metadata: 

  name: mongodb-eccm-claim  # Sets name of PVC 

  labels: 

    io.kompose.service: eccm 

spec: 

  storageClassName: manual 

  accessModes: 

    - ReadWriteMany  # Sets read and write access 

  resources: 

    requests: 

      storage: 50Mi  # Sets volume size 

--- 

apiVersion: apps/v1 

kind: Deployment 

metadata: 

  annotations: 

    kompose.cmd: kompose convert 

    kompose.version: 1.26.0 (40646f47) 

  creationTimestamp: null 



  labels: 

    io.kompose.service: mongodb 

  name: mongodb 

spec: 

  replicas: 1 

  selector: 

    matchLabels: 

      io.kompose.service: mongodb 

  strategy: 

    type: Recreate 

  template: 

    metadata: 

      annotations: 

        kompose.cmd: kompose convert 

        kompose.version: 1.26.0 (40646f47) 

      creationTimestamp: null 

      labels: 

        #io.kompose.network/netEMPkub: "true" 

        io.kompose.service: mongodb 

    spec: 

      containers: 

        - image: mongo 

          name: mongodb 

          ports: 

            - containerPort: 27017 

          resources: {} 

          volumeMounts: 

            - mountPath: /data/db 

              name: mongo-db 

      restartPolicy: Always 

      volumes: 

        - name: mongo-db 

          persistentVolumeClaim: 

            claimName: mongodb-eccm-claim 

--- 

apiVersion: v1 

kind: Service 

metadata: 



  annotations: 

    kompose.cmd: kompose convert 

    kompose.version: 1.26.0 (40646f47) 

  creationTimestamp: null 

  labels: 

    io.kompose.service: mongodb 

  name: eccmmongodb 

spec: 

  type: ClusterIP 

  ports: 

   - name: tcp 

     port: 27017 

     targetPort: 27017 

  selector: 

    io.kompose.service: mongodb 

status: 

  loadBalancer: {} 

--- 

apiVersion: apps/v1 

kind: Deployment 

metadata: 

  annotations: 

    kompose.cmd: kompose convert 

    kompose.version: 1.26.0 (40646f47) 

  creationTimestamp: null 

  labels: 

    io.kompose.service: eccm 

  name: eccm 

spec: 

  replicas: 1 

  selector: 

    matchLabels: 

      io.kompose.service: eccm 

  strategy: {} 

  template: 

    metadata: 

      labels: 

        io.kompose.service: eccm 



    spec: 

      containers: 

      - env: 

          - name: ECCM_STORAGE_URL 

            value: <MONGODB_HOST> 

          - name: PIEDGE_HOST 

            value: <PI-EDGE_HOST> 

          - name: ECCM_USERNAME 

            value: <PI-EDGE_ADMIN_USER> 

          - name: ECCM_PASSWORD 

            value: <PI-EDGE_ADMIN_PASSWORD> 

        name: eccm 

        image: piedge/eccm:1.0.9 

        ports: 

        - containerPort: 5000 

        imagePullPolicy: Always 

      restartPolicy: Always 

--- 

apiVersion: v1 

kind: Service 

metadata: 

  annotations: 

    kompose.cmd: kompose convert 

    kompose.version: 1.26.0 (40646f47) 

  creationTimestamp: null 

  labels: 

    io.kompose.service: eccm 

  name: eccm-service 

spec: 

  type: NodePort 

  ports: 

    - name: "5000" 

      port: 5000 

      targetPort: 5000 

  selector: 

    io.kompose.service: eccm 

Listing 12: ECCM deployment configuration 

Configuration of GUI 



To facilitate the interaction with the testbed, a user-friendly GUI that communicates with ECCM and the π-Edge 
platforms has been deployed. This is a React project and it is deployed on KU Leuven’s server as a docker image. 
Listing 13 shows the deployment and service configuration of the GUI. 



apiVersion: apps/v1 

kind: Deployment 

metadata: 

  name: piedge-gui 

  namespace: pi-edge-system 

spec: 

  replicas: 1 

  selector: 

    matchLabels: 

      app: piedge_gui 

  template: 

    metadata: 

      labels: 

        app: piedge_gui 

    spec: 

      containers: 

        - name: gui 

          image: piedge/gui:1.0.10 

          env:  

            - name: VITE_PI_EDGE_IP  

              value: "burns.esat.kuleuven.be"  

            - name: VITE_CLUSTER_TYPE 

              value: "k8s" 

          imagePullPolicy: Always 

          ports: 

            - containerPort: 5173 

      nodeSelector: 

        kubernetes.io/hostname: bircks-remote 

 

--- 

 

apiVersion: v1 

kind: Service 

metadata: 



  name: gui-svc 

  namespace: pi-edge-system 

spec: 

  selector: 

    app: piedge_gui 

  ports: 

    - port: 80 

      protocol: TCP 

      targetPort: 5173 

  type: NodePort 
  
 

Listing 13: gui Service YAML file 

3.7 Deployment of the X-Haul enabler 

In 6G-BRICKS, a wireless X-Haul transport solution provided by ICOM has been installed in KUL testbed. This 
solution comprises mmWave radio devices and white-box switches, accompanied by a Network Operating 
System. In this setup, the X-Haul functions both as a communication medium (connecting edge devices) and as 
a compute node (hosting microservices and managed by the π-Edge Platform). 

The next section provides a detailed description of the X-Haul infrastructure components, which extend KU 
Leuven’s infrastructure. 

The main specifications of X-Haul wireless systems (ICOM UltraLink™-GX80) are as follows: 

• Ethernet Interfaces: 1 SFP+ 10GbE, 2 x SFP 1GbE, 1 x RJ45 1 GbE 

• Operating Frequencies (MHz): 71,000 to 76,000 / 81,000 to 86,000 

• Channel sizes (MHz): 125 / 250 / 500 / 750 / 1,000 / 1,500 / 2,000 

• Duplexing Scheme: FDD 

• Modulation (adaptive): 4-QAM to 1024-QAM 

• Link Adaptation: Hitless ACM mechanism up to 9 states 

• Ethernet throughput: Up to 10 Gbps 

• System latency < 100 μsec (dependent on the system configuration and traffic characteristics) 

• PSU: DC or external Power over Ethernet (PoE) 

The main specifications of X-Haul switches (Alpha STX-60D0-126F) are as follows: 

• Ethernet Interfaces: 4 X 1G (Copper), 8 X 1G SFP, 6 X 10G SFP+ (each supporting 10GbE OR 1GbE) 

• CPU: Intel Denverton C3508 (4 core, 1.6 GHz) 

• RAM: DDR4 8GB 

• SSD: 32 GB 

• NOS: Ensemble Activator (Adtran) 

• PSU: 2 x AC or DC 

The main specificatios of smart power strip (PowerBOX 4KF) are as follows: 

• Ethernet interface: 1GbE 



• Socket: 4 type F (Schuko) sockets 

• Measurements: Current [A], Output power [W], Energy [Wh], TPF (True Power Factor), Phase [°], 

Reverse Energy [Wh], Voltage [V],  Grid frequency [Hz] 

• Supported protocols: JSON or XML over HTTP, SNMP v1 or v3, Modbus/TCP, MQTT 

The main specificatios of the Cisco switch WS-C2960G-8TC-L (2960) are as follows: 

• Ethernet interface: 7 x 10/100/1000 (Copper) ports and 1 dual-purpose (10/100/1000 or SFP) 

• NOS: CISCO IOS 

• PSU: 1 x AC 

The systems are deployed in a combination of star and ring topology within KUL’s testbed, as illustrated in Figure 
9. Detailed interconnections and physical interfaces are outlined in Table x1 and the whole X-Haul infrastructure 
is illustrated in Figure 9. 

 

Figure 9: Wireless X-Haul transport solution deployment at KUL’s premises. 

 

Table 3: Physical interconnections between the elements of the infrastructure 

Node 1 Node 2 Interconnection 

KUL switch [1] CISCO switch 2960 [2] 1 GbE copper  

CISCO switch 2960 [3] ALPHA switch no1 [4] 1 GbE copper 

ALPHA switch no1 [5] UltraLink GX-80 no1[6] 10 GbE optical fiber 

UltraLink GX-80 no1 [6] UltraLink GX-80 no2 [7] waveguide 

UltraLink GX-80 no2 [7] ALPHA switch no2 [8] 10 GbE optical fiber 

ALPHA switch no1 [9] ALPHA switch no2 [10] 1 GbE optical fiber 



CISCO switch 2960 [11] Smart Power Strip [12] 1 GbE copper 

 

 

Figure 10: Physical installation of the X-Haul units within the KUL rack 

The CISCO switch serves as the ancillary point between the KUL testbed and ICOM’s infrastructure. Additionally, 
it enables direct interconnection with ICOM’s systems for troubleshooting during devices installation or 
operation. The alpha switches are interconnected wirelessly via two UltraLink GX-80 elements and a lower-
capacity optical cable. The optical cable emulates an alternative connectivity path, ensuring secure infrastructure 
management regardless of system failures. Furthermore, the switches have Rapid Spanning Tree Protocol (RSTP) 
enabled, preventing network loops and ensuring uninterrupted connectivity. This supports wireless link 
activation/deactivation and seamless communication between switches’ host processors, facilitating service 
migration scenarios in sustainable X-Haul dry-run test cases. 

All systems have been configured for KU Leuven’s network specificities. This includes the assignment of IP 
addresses within KU Leuven’s subnet. Next, a bash script was executed on the X-Haul switches to start Docker 
and enable ingress traffic on specific ports: TCP 2375 (external Docker), TCP 2377 (manager communication), 
TCP/UDP 7946 (node discovery), UDP 4789 (overlay traffic), and TCP 9323 (Docker metrics). The time on the X-
Haul switches was also correctly set via NTP to ensure synchronization for the correct operation of container 
orchestration tools like Docker Swarm. Once these configurations were completed, one switch was initialized as 
the master node, while the second was added as a slave node. 

Additionally, auxiliary microservices were deployed as Docker containers on the switches using docker-compose 
files (Listing 14  and Listing 15).  

version: "3.5" 

  



services: 

  alpha_node_exporter: 

    image: prom/node-exporter 

    container_name: alpha_node_exporter 

    ports: 

      - "9100:9100" 

    restart: always 

  

  prometheus: 

    image: prom/prometheus 

    container_name: prometheus 

    ports: 

      - "65531:9090" 

    volumes: 

      - prometheus-data:/prometheus 

      - /home/root/prometheus/prometheus.yml:/etc/prometheus/prometheus.yml 

    command: 

      - "--config.file=/etc/prometheus/prometheus.yml" 

      - "--storage.tsdb.retention.time=40m" 

    restart: always 

    #restart: always 

  

  netio: 

    image: netio_consumption 

    container_name: netio_consumption 

    ports: 

      - "30000:8001" 

    volumes: 

      - /home/root/consumption_prometheus.py:/app/consumption_prometheus.py 

    environment: 

      - SMART_PLUG_IP=${SMART_PLUG_IP} 

  api: 

    image: x_haul_api 

    container_name: x_haul_api 



    ports: 

      - "65530:5005" 

    volumes: 

      - /home/root/main.py:/app/main.py 

      - /home/root/ssh_help.py:/app/ssh_help.py 

      - /var/run/docker.sock:/var/run/docker.sock 

      - /:/app/host:ro 

      - /usr/bin/docker:/usr/bin/docker 

    environment: 

      - MASTER_NODE_IP=${MASTER_NODE_IP} 

      - MASTER_GX_IP=${MASTER_GX_IP} 

      - SMART_PLUG_IP=${SMART_PLUG_IP} 

      - SLAVE_GX_IP=${SLAVE_GX_IP} 

    privileged: true   # Needed for accessing host devices/processes 

    pid: host          # Needed to see host processes 

  

volumes: 

  prometheus-data: 

 

 

 

 

The block diagram that depicts the interactions between the microservices is depicted in Figure 11.  

 

Listing 14: Docker Compose file for switch no1 in YAML format 

version: "3.5" 

 

services: 

  adva_node_exporter: 

    image: prom/node-exporter 

    container_name: adva_node_exporter 

    ports: 

      - "9100:9100" 

    restart: always 

 
Listing 15: Docker Compose file for switch no2 in YAML format 



 

Figure 11: X-Haul microservices and their interaction 

 

Detailed description of the X-Haul microservices: 

Node exporters: The Node Exporter is an agent designed to collect system metrics and expose them in a format 

compatible with Prometheus. It provides detailed hardware and OS-level metrics using built-in collectors that 

gather data from *NIX kernels. These metrics cover key system resources, including memory, disk, CPU, and 

network performance. 

Power consumption exporter: The Power Consumption Exporter is a microservice that retrieves power 

consumption statistics for X-Haul devices via API calls to the smart power strip. It exposes these statistics using 

Gauges over an HTTP server. Specifically, it publishes four Gauges—Load_Switch1, Load_Switch2, Load_GX1, and 

Load_GX2—which monitor the power load (in Watts) of the X-Haul devices. 

TSDB: Prometheus is an open-source Time Series Database (TSDB) used for monitoring and alerting. It collects 

and stores metrics as time series data, enabling real-time observability. As illustrated in Listing 16, Prometheus 

is employed and configured to scrape metrics from both the X-Haul switches and the smart power strip's HTTP 

server. 



 

Grafana is also utilized as a visualization tool. As shown in Figure 12, it displays the live power consumption of X-

Haul radios. When operating in low-power mode, power consumption decreases from 95 watts to approximately 

71 watts, achieving a 25% reduction per wireless element. 

global: 

  scrape_interval: 20s 

  evaluation_interval: 15s 

 

scrape_configs: 

  - job_name: "prometheus" 

    static_configs: 

      - targets: ["localhost:9090"] 

  - job_name: "alpha_47_76_node_exporter" 

    scrape_interval: 10s 

    static_configs: 

      - targets: ["172.27.5.82:9100"] 

  - job_name: "adva_47.81_node_exporter" 

    scrape_interval: 10s 

    static_configs: 

      - targets: ["172.27.5.83:9100"] 

  - job_name: "bricks_setup_netio_consumption" 

    scrape_interval: 10s 

    static_configs: 

      - targets: ["172.27.5.82:30000"] 

Listing 16: Prometheus configuration file in YAML format 



 

Figure 12: X-Haul radios power consumption 

 

X-Haul Rest API: This microservice provides a REST API built with the Python Flask framework, enabling 
integration with π-Edge/ECCM for the following operations: 

• Retrieving Swarm statistics, including node names, per-node CPU/RAM usage, and cluster status 

(up/down). 

• Controlling the power-save mode (on/off) of X-Haul radios. 

The Swagger UI for these operations is illustrated in Figure 13. 

 

Figure 13: REST API documentation 

 



The Swarm Cluster field, as shown in Figure 13, provides endpoints for retrieving the cluster's state and node-
specific information.  

Specifically, the /cluster/stats/{node_name} endpoint queries Prometheus using PromQL to obtain CPU and 
memory usage metrics. The resulting data is formatted as a JSON object, ready for retrieval by the π-Edge/ECCM 
optimizer (Figure 14). 

 

 

Figure 14: REST API call for retrieving statistics 

 

Finally, the Swarm cluster and auxiliary API are integrated into the π-Edge/ECCM platform for service lifecycle 
management and orchestration. This setup has been successfully tested in ICOM’s lab; however, IP addresses 
and ports may be subject to change following the KUL integration. 

 



4 Deployment and Configuration of 6G-BRICKS enablers at EUR testbed 
4.1 EUR testbed overview 

Figure 15 depicts the deployment of the RIS-related 6GBRICKS enablers at the EUR testbed. These enablers are: 
(i) the RIS antenna provided by CEA; (ii) the RIS control framework provided by EUR and (iii) DMO provided by 
EUR.  

 

Figure 15: 6GBRICKS enablers deployment at EUR Facility  

One of the main components of the EUR testbed is the FR2 setup. FR2 stands for Frequency Range 2 (FR2) which 
includes frequency bands from 24.25 GHz to 52.6 GHz. FR2 is currently provided using Open Air Interface (OAI) 
Distributed Unit (DU), OAI Centralized unit (CU) and OAI 5G Core Network (CN). USRP X410 with Interdigital 
Masthead Unit and LiteON FlexFI product are used as Radio Units.  

The InterDigital MHU provides a single-beam per MHU using a 64-element array. A single USRP X410 can control 
2 MHU to allow for two concurrent beams for OAI baseband processing. The MHU is capable of 200 MHz channel 
bandwidth although current testing with OAI is limited to single 100 MHz channels. It provides 64 independent 
beams in three dimensions with a horizontal opening of 90 degrees. 

The LiteON FR2 O-RU provides two independent concurrent beams on the same 64-element (8x8) array with 49 
dBm EIRP output power.  It uses the O-RAN 7.2 fronthaul interface and operates as a Category-A O-RU providing 
120 degree horizontal and vertical beamwidths. The unit operates in band n257 (26500MHz -29500MHz) with 
up to 400 MHz operating bandwidth. Beam selection is handled by the O-RAN 7.2 C-plane API. 



Another crucial aspect of the EUR facility is the novel orchestration and management framework that separates 
service and resource management, as depicted in Figure 15. These responsibilities are managed by the DMO for 
service management, and the Resource Orchestrator (RO) for resource management, respectively. The DMO is 
tasked with managing vertical services, providing monitoring information, and handling fault management. 
When deploying or updating vertical services, the DMO transmits the resource descriptor, named Network 
Service Descriptor (NSD), to the RO. This NSD defines the set of applications within the network service, specifies 
how they are exposed, and allocates the resources for each application. One main component of the DMO is the 
fault management component, which detects anomalies within the network. This component can directly 
request the RO to update configurations when anomalies are detected or predicted, or it can communicate 
anomalies with the vertical portal. In the subsequent subsections, we explore the deployment and configuration 
of the RIS control framework, along with the configuration and deployment of the DMO’s fault management 
related components. 

4.2 Deployment and Configuration of the RIS control framework 

The RIS control framework is composed of 3 components: (i) the RIS control xApp; (ii) the RIS E2SM; and (iii) the 
E2SM proxy as depicted in Figure 15 and detailed in D2.2[5].  

To initiate the deployment of the RIS control framework, our initial step involved the deployment of FlexRIC 
within the EUR testbed, leveraging Kubernetes as virtual infrastructure. To facilitate this deployment, we crafted 
a Helm chart tailored specifically for the FlexRIC application. A Helm chart serves as a package format designed 
for definition, installation, and management of Kubernetes applications. Among its core components, the 
deployment file. Listing 11 below depicts the deployment file of FlexRIC.  

 

apiVersion: apps/v1 

kind: Deployment 

metadata: 

  name: {{ include "oai-flexric.fullname" . }} 

  labels: 

    {{- include "oai-flexric.labels" . | nindent 4 }} 

spec: 

  replicas: {{ .Values.replicaCount }} 

  selector: 

    matchLabels: 

      {{- include "oai-flexric.selectorLabels" . | nindent 6 }} 

  strategy: 

    type: Recreate 

  template: 

    metadata: 

      labels: 

        {{- include "oai-flexric.labels" . | nindent 8 }} 

        app: oai-flexric 

    spec: 

      containers: 



        - name: oai-flexric 

          image: "{{ .Values.containerImage.repository }}:{{ .Values.containerImage.tag | 
default .Chart.AppVersion }}" 

          imagePullPolicy: {{ .Values.containerImage.pullPolicy }} 

          securityContext: 

            privileged: true 

          command: [ "/bin/bash", "-c" ] 

          args:  

            - | 

              # Copy files from /usr/local/lib/flexric/ to shared volume path 

              cp -r /usr/local/lib/flexric/* {{ .Values.volume.sharedVolume.path }} 

              # Replace NEAR_RIC_IP in flexric.conf with POD_IP 

   sed -i "s/NEAR_RIC_IP = .*/NEAR_RIC_IP = $POD_IP /" /usr/local/etc/flexric/flexric.conf 

              # Execute the nearRT-RIC example 

              exec stdbuf -o0 /flexric/build/examples/ric/nearRT-RIC 

          env: 

            - name: POD_IP 

              valueFrom: 

                fieldRef: 

                  fieldPath: status.podIP 

          volumeMounts: 

            - name: shared-volume 

              mountPath: {{ .Values.volume.sharedVolume.path }} 

      volumes: 

        - name: shared-volume 

          hostPath: 

            path: {{ .Values.volume.sharedVolume.path }} 

      restartPolicy: {{ .Values.restartPolicy }} 

Listing 11: FlexRIC deployment file 

 

Using FlexRIC Helm chart, the FlexRIC controller and the RIS E2SM are deployed within the testbed (Using the 
command helm install). 

In the configuration, we specify two ports: (i) 36421 to connect FlexRIC with OAI DU/CU; and (ii) 36422 to connect 
FlexRIC with xApps. The xApp, after the deployment via the resource orchestrator, should be configured with 
this port + FlexRIC IP address (10.96.3.133 as specified in the deployment file) to be able to connect to FlexRIC. 



The RIS E2SM is already integrated and available in the FlexRIC code base, from which the oai-flexric:develop 

Docker image has been built and pushed to the EUR facility local image registry.  

The E2SM proxy is deployed in a Raspberry Pi and connected to the RIS via a Serial cable. The E2SM proxy is 
compiled with the make command and runs as a process inside the Raspberry Pi. It is configured with the 
following RIS parameters: number of elements, dimensions, codebook file location, where the latter is the most 
important configuration. Listing 12 depicts the codebook configuration of the CEA RIS. Each row represents the 
state of the RIS elements for a given beam angle (total number of beams is 25). 

4.3 Deployment of the RIS hardware 

In this section, the deployment of the RIS hardware at EURECOM is presented. The RIS, developed by CEA, is a 
research prototype designed for experimental validation in real-world scenarios. Following this, an analysis of 
the observed results is provided, highlighting both the improvements enabled by the RIS and the technical 
challenges encountered during the testing phase. The discussion covers critical issues such as misalignment, 
equipment limitations, and the impact of a complex multipath environment. Finally, this section outlines future 
perspectives for improving RIS evaluations at EURECOM, including recommendations for controlled testing 
conditions 

4.3.1 RIS deployment in lab environment 

The RIS deployed in this setup is not a commercial product. The optimal phase shift codebook must be calculated 
and adapted to the specific scenario. This limitation also applies to commercial RIS products, as real-time phase 
distribution computation has not yet been implemented in practice. Codebook integration was finalized in 
February 2024. Initial validation was carried out at CEA in anechoic chamber conditions, confirming the beam 
patterns generated by the RIS. These trials were followed by a preliminary on-site test at EURECOM during the 
summer period (2024). The RU and UE used in the setup are commercial products. The RU is from LiteON and 
the UE from Quectel based on Qualcomm chipset. The DU/CU/CN are based on OAI. 
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Listing 12: RIS codebook configuration 



 

Figure 16: RIS, RU and UE deployment inside the lab 

The EURECOM laboratory environment, depicted in Figure 16, introduced significant complexity. The space 
includes multiple reflective surfaces such as metallic doors, windows, and various instruments, resulting in a 
highly multipath-rich environment. The short distances between devices (less than 4 meters) placed each 
component in the near field of the others, making alignment particularly difficult. Basic alignment attempts using 
cardboard support stands proved ineffective under such constraints. 

Nevertheless, tests were conducted with and without the RIS in the link. These trials confirmed a notable increase 
in received signal power at the UE when the RIS was active, and communication was successfully established. 
However, the overall link budget showed limited sensitivity to different codebook configurations. 

Possible explanations for this include: 

1. Strong Multipath Environment, which diminishes the influence of controlled beam steering. 
2. UE Beam Steering Capabilities, allowing independent path discovery. 
3. Near-Field Effects between closely spaced components. 

 



4.3.2 Numerical Results 

The T-RIS has been integrated into the EUR OAI testbed (Figure 17 (b)-(c)). The impact of the RIS on the end-to-
end channel has been verified and a link has been established between the base station and user terminal. To 
better understand the limitations of the implemented architecture discussed in the previous section, a specific 
channel measurement campaign has been conducted (Figure 17 (b)-(c)). In this case, two 20-dBi horn antennas 
have been used to emulate, respectively, the base station and the user terminal. A vector network analyzer (VNA) 
is used to emulate the transmitter and receiver. The channel response including the RIS has been analyzed as a 
function of the location of the Tx and Rx horn antennas and as a function of the specific codebook. The Tx antenna 
remained at the same place, while the Rx antenna was displaced (Figure 17  (b) and (c)). The codebook on the 
RIS was changed accordingly, to maximize the received power. Rx signal levels almost did not change, thus 
proving the effectiveness of the RIS codebook. The measurement results achieved in the scenario illustrated in 
Figure 17 (c) are presented in and compared with theoretical predictions. In Figure 17 (a, left), the measured 
transmission coefficient for the direct horn-to-horn link (denoted as 'Horn to horn') is shown, along with the case 

 

(a) 

  

(b) (c) 

Figure 17: Experimental setup used during the integration of the T-RIS architecture in the EUR’s testbed. (a) 
Examples of dual-steerable beam codebooks with a 1-bit phase resolution. (c)-(c) Two scenarios employing two 

horn antennas as transmitter and receiver, respectively. 

 

 

 



where a Perfect Electric Conductor (PEC) surface, having the same dimensions as the RIS aperture, is used as a 
reflector (denoted as 'Horn to PEC to horn'). In the latter case, the transmission coefficient is approximately 10 
dB lower than in the direct horn-to-horn configuration. Following this measurement, the PEC surface was 
replaced by the RIS, which was then employed to control the non-line-of-sight link between the two horns. 
Following the generated codebook, various phase distributions were applied to the RIS, and the corresponding 
transmission coefficients were recorded and compared with the previous cases (denoted as 'Horn to RIS to horn' 
in Figure 19(left)). The measured signals are very close to those obtained with the PEC reflector and should be 
compared with the theoretical predictions shown in Figure 17 (a, right). The measured transmission level using 
the RIS exceeds the theoretical prediction by more than 10 dB, which may be attributed to spurious reflections 
from the surrounding environment and/or unintended radar cross-section (RCS) contributions from the RIS itself. 

 

4.3.3 Perspective deployment 

To address the limitations encountered in the initial test environment, a new series of measurements is planned 
in an alternative location at EURECOM, as depicted in Figure 19, offering more favorable conditions for RIS 
evaluation. This space provides greater physical separation between the radio units (RU) and the user equipment 
(UE), allowing testing in the far-field region and reducing near-field coupling effects. Additionally, the area 
features fewer metallic surfaces and obstructions, thereby minimizing multipath propagation and enabling a 
clearer assessment of the RIS's influence on the link budget. These improved conditions will facilitate more 
accurate measurements of beam steering behavior and codebook efficiency, paving the way for deeper insights 
into the RIS performance under controlled yet realistic scenarios. The final experimental results will be reported 
in deliverable D5.5. 



 

Figure 19: RIS, RU and UE deployment outside the lab 

4.4 Deployment and Configuration of the DMO’s fault management enabler 
Figure 20 depicts the deployment of the DMO-related fault management components at the EUR testbed. These 
components are: (i) the Abnormal Traffic Detector (ATD); and (ii) the LLM-enabled Trial Fault Explanator (LLM-
TFE). The rest of the section explains the functionalities of these components. 



 
Figure 20: DMO fault management deployment at the EUR facility 

 

4.4.1 Abnormal Traffic Detector (ATD) 

The ATD is deployed to detect abnormal traffic among a specified list of the User Equipment (UEs), designated by 
vertical users through the vertical portal. Verticals can subscribe to the DMO's abnormal traffic detection 
functionality, receiving notifications when abnormal traffic is identified. The notification is generated by the 
DMO's ATD, which, upon deployment, is configured with OAI NWDAF's endpoint and a probability threshold (T) 
as environment variables. Here, the OAI Core Network (CN) deployment also includes NWDAF components. This 
enables the use of NWDAF’s 'oai-nwdaf-engine-ads,' responsible for calculating probabilities of abnormal traffic. 
The deployment components of OAI NWDAF into the OAI CN are illustrated in Figure 21.  
Upon receiving a subscription request from vertical users, the ATD uses the NWDAF endpoint to subscribe to 
NWDAF, obtaining abnormal traffic probabilities for the designated UEs. The subscription request is initiated 
using the 'abnormal_behavior' event ID and 'unexpected_large_rate_flow' exception ID, following 3GPP 
standards (TS 29.520). This enables the ATD to receive periodic abnormal traffic probabilities. Subsequently, the 
ATD compares these probabilities to the configured threshold (T). If the probabilities exceed the threshold, the 
ATD notifies vertical users of the UE experiencing abnormal traffic.  
 



 
Figure 21: OAI CN NWDAF deployment to support ATD. 

 
The Helm chart utilized for deploying the EUR facility has been extended to support the deployment and 
configuration of the ATD. As mentioned earlier, this configuration involves the use of environment variables to 
set the NWDAF endpoint and the probability threshold (T). This capability enables the ATD to communicate 
effectively with NWDAF. Furthermore, the ATD exposes APIs that allow vertical users to subscribe to the 
abnormal traffic probabilities functionality directly from the vertical portal. The body of the request (Listing 13) 
should contain the list of UEs to be monitored. In addition, the docker file used to build the ATD image is depicted 
in Listing 14 below. 
  

{ 
  "notificationURI": "http://{ATD-URI}/notification", 
  "eventSubscriptions": [ 
    { 
      "event": "ABNORMAL_BEHAVIOUR", 
      "excepRequs": [ 
        { 
          "excepId": "UNEXPECTED_LARGE_RATE_FLOW" 
        } 
      ], 
      "notificationMethod": "PERIODIC", 
      "repetitionPeriod": 2 

        "tgtUe": { 
           "supis": ["imsi-208950000000031"] 
        } 
    } 
  ] 
} 

Listing 13: NWDAF Abnormal behavior request body. 

 



python:3.6.9-slim 

WORKDIR /atd 

COPY . /atd 

RUN pip install --no-cache-dir -r requirements.txt 

EXPOSE 8000  

CMD ["python", "run.py"] 

Listing 14: ATD docker file. 

4.4.2 LLM-enabled Trial Fault explanator (LLM-TFE) 

Another crucial element in the fault management of the 6G-BRICKS DMO is the LLM-TFE. This component is 
responsible for predicting latency Service Level Agreement (SLA) violations for a given application within the 
infrastructure. Verticals can request this component to monitor a specific application, receiving explanations and 
recommendations when latency-related anomalies are predicted.  

The LLM-TFE is configured with the monitoring endpoint to enable the collection of CPU and RAM usage 
information, along with associated limits. Leveraging these metrics, the LLM-TFE employs an AI model based on 
XGBoost to predict latency SLA violations and utilizes SHAP to identify the main features contributing to the 
prediction. Subsequently, it queries an LLM (e.g., Llama 2) to generate human-understandable text derived from 
the prediction and SHAP values. This text offers a clear human language explanation of the root causes and 
suggests actions to resolve anomalies to the vertical users. The Llama 2 LLM is deployed on a single NVIDIA A100 
Tensor Core GPU and exposes OpenAI-compatible endpoints to be queried using HTTP. These endpoints are used 
by the LLM-TFE to generate the human language text and then send it to the vertical portal. 

The Helm charts for the EUR facility have been further enhanced to incorporate the deployment of both the LLM-
TFE, and the Llama 2 LLM. As previously mentioned, the LLM-TFE is configured with the monitoring component 
endpoint and the Llama 2 LLM endpoint. The deployment of Llama 2 LLM is facilitated using ‘text-generation-
webui' [14], that is configured only with the LLM HuggingFace link. In this context, we are utilizing the GPTQ 
version of instruct Llama2, which is optimized to run on a single A100 GPU. Listings 15 and 16 depict the docker 
files of both the LLM-TFE and ‘text-generation-webui', respectively. 

 

FROM registry.access.redhat.com/ubi8/python-38 
 
RUN pip install --upgrade pip 
 
COPY requirements.txt . 
 
RUN pip install -r requirements.txt 
 
COPY . . 
 
CMD ["python", "run.py"] 

Listing 15: LLM-TFE docker file. 

FROM ubuntu:22.04 

WORKDIR /builder 

ARG TORCH_CUDA_ARCH_LIST="${TORCH_CUDA_ARCH_LIST:-3.5;5.0;6.0;6.1;7.0;7.5;8.0;8.6+PTX}" 



ARG BUILD_EXTENSIONS="${BUILD_EXTENSIONS:-}" 

ARG APP_UID="${APP_UID:-6972}" 

ARG APP_GID="${APP_GID:-6972}" 

RUN --mount=type=cache,target=/var/cache/apt,sharing=locked,rw \ 

    apt update && \ 

    apt install --no-install-recommends -y git vim build-essential python3-dev pip bash curl && \ 

    rm -rf /var/lib/apt/lists/* 

WORKDIR /home/app/ 

RUN git clone https://github.com/oobabooga/text-generation-webui.git  

WORKDIR /home/app/text-generation-webui 

RUN GPU_CHOICE=A USE_CUDA118=FALSE LAUNCH_AFTER_INSTALL=FALSE INSTALL_EXTENSIONS=TRUE 
./start_linux.sh --verbose 

COPY CMD_FLAGS.txt /home/app/text-generation-webui/ 

EXPOSE ${CONTAINER_PORT:-7860} ${CONTAINER_API_PORT:-5000} ${CONTAINER_API_STREAM_PORT:-5005} 

WORKDIR /home/app/text-generation-webui 

CMD umask 0002 && export HOME=/home/app/text-generation-webui && ./start_linux.sh 

Listing 16: ‘text-generation-webui' docker file. 



5 Conclusions 

This document has provided a detailed overview of the final deployment and configuration of enablers at the KU 
Leuven (KUL) and Eurecom (EUR) 6G-BRICKS testbed sites. At KUL, the testbed was finalized with improvements 
such as a modular, containerized setup and a REST API for remote control. The testbed now supports advanced 
RF experimentation and integration with future technologies. 

Several enablers have been successfully deployed at the KUL site. These include the over-the-air synchronization 
system, which enables time alignment of radio units via wireless links using GNU Radio. The Open-RU platform, 
developed by National Instruments, was also integrated, offering programmable RF capabilities through RFNoC 
blocks. Cell-Free Massive MIMO functionality was implemented with full RAN deployment and a Near-Real-Time 
RIC hosting experimental xApps. Additionally, the Cognitive Compute Continuum enabler, based on the π-Edge 
platform and ECCM, was deployed to manage both Kubernetes and Docker Swarm clusters. A wireless X-Haul 
system was also set up, providing connectivity and compute capacity at the network edge. 

At the EUR testbed, the deployment focused on the Reconfigurable Intelligent Surface (RIS), including both 
hardware and control software components. This was complemented by fault management tools integrated with 
the Domain Manager Orchestrator. These included systems for abnormal traffic detection and an LLM-based tool 
for fault explanation. 

In all cases, the document detailed the enablers’ functionality and provided the necessary configuration steps 
and supporting materials, ensuring replicability and readiness for experimental use within the 6G-BRICKS 
initiative. 
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