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Glossary of terms and abbreviations used 

Table 1: Glossary of terms and abbreviations used 
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5G Fifth Generation of wireless networks 

6G Sixth Generation of wireless networks 

AI Artificial Intelligence 

API Application Programming Interface 
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1 Executive Summary 

D3.4 (“Final Report on the RIS controller and PaaS abstraction enablers”) is part of WP3, titled "6G Breakthrough 
Enablers/Bricks," and supports work under tasks T3.4 ("Open Air Interface RIS Controller") and T3.5 ("Intelligent 
PaaS Abstraction Framework for the Compute Continuum"). It highlights some of the key innovations of the 6G-
BRICKS project. One innovation is the integration of Reconfigurable Intelligent Surfaces (RIS) [1] with a mmWave-
based Next Generation Node B (gNB) through Open Air Interface (OAI). This integration follows the Open RAN 
(O-RAN) vision by utilizing a real-time RAN Intelligent Controller (RIC) to interact with and control both the gNB 
and RIS. The second innovation described in the deliverable is a PaaS-based framework that abstracts and 
seamlessly manages the heterogeneous, decentralized, and dynamic Cloud, Edge, and Deep Edge components 
of the 6G-BRICKS compute continuum. Therefore, the document is divided into two parts: section 3 focuses on 
the implementation of the RIS control enablers, while section 4 examines the PaaS intelligent framework. 

In section 3, we present the integration of RIS prototype and OAI testbed, which follows a multi-step process. It 
started by developing the necessary components on the RIC side, including the xApps, and testing them using a 
RIS simulator, particularly to validate the fabricated E2 Service Models (E2SM). The hardware and functionality 
of CEA's RIS prototype is presented in D3.2 [2], while the present deliverable focuses on the RIS integration into 
the EUR´s OAI testbed. Specifically, we extend the O-RAN-compatible RIS control framework description included 
in D3.2 by presenting its optimization algorithms that are running as xApps. The concept of E2SM proxy, a 6G-
BRICKS innovation, is also described. This concept enables RIS control via xApp in the RIC, addressing the gap in 
standard O-RAN where the E2SM agent operates only on the gNB side. To test this setup, we developed a RIS 
simulator in Go1, a statically typed, compiled programming language designed by Google, known for its simplicity, 
concurrency support, and efficiency. Thus, this RIS simulator allows for realistic simulation of various scenarios, 
including mobility in the mmWave band. This simulator was leveraged to validate Optimization Algorithms for 
RIS control in MIMO and SISO Systems, as well as to perform advanced predictive modeling for RIS Coefficient 
Estimation. 

Section 4 covers the 6G-BRICKS approach to supporting the compute continuum, where service chains and 
microservices can be dynamically developed, deployed, migrated, or scaled across devices and domains in 
response to evolving network demands and infrastructure changes. The Cognitive Compute Continuum is 
expected to be a fundamental aspect of 6G. To this end, 6G-BRICKS leverages the π-Edge Platform and the Edge 
Cloud Continuum Manager (ECCM) modules. The π-Edge platform extends the traditional NFV MANO model by 
incorporating a PaaS approach to deliver edge services. This framework enables the automated deployment and 
provisioning of multi-VM Kubernetes clusters across the device-to-cloud continuum as a managed service, while 
also applying elasticity rules for scaling. In this section, we provide an in-depth overview of the Cognitive 
Compute Continuum framework, focusing on the new developments and innovations. Additionally, we include 
the extension of the X-Haul solution, which reduces deployment costs and offers both connectivity and edge 
computing capabilities for 6G network operators. 

 
1 The Go programming language, https://go.dev 

https://go.dev/
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2 Introduction 

The 6G-BRICKS project aims to provide a trusted, agile, and evolvable 6G experimentation facility by federating 
two platforms—one in Belgium (at KUL) and another in France (at EUR)—with a Core Site (at ISI/ATH) acting as 
the central access point. This Core Site offers Public Cloud and experimentation services, making the facility 
accessible to third-party consortiums, vertical application owners, and experimenters from various industries, 
including vertical and component sectors. 

The project introduces two key innovations to advance 6G capabilities. The first innovation is the integration of 
a RIS prototype and OAI mmWave technology into the EUR testbed, to create a complete 6G end-to-end system. 
This setup allows experimenters to test RIS control algorithms on a real platform. Additionally, the system follows 
an O-RAN-compliant approach, where RIS control algorithms run as xApps on the RIC. 

The second innovation focuses on building a cloud-edge compute continuum to support cloud-native 
microservices, leveraging the π-Edge Platform. This platform provides a Platform-as-a-Service (PaaS) solution 
capable of managing the life cycle of cloud-native microservices by facilitating resource migration and scaling 
across the continuum. 

This deliverable serves as the final report on the RIS controller and the PaaS abstraction enablers. It details the 
development of these 6G-BRICKS enablers, focusing on the innovations and updates from the initial report in 
D3.2. It draws on inputs from WP2, which presents the design blueprints, and from WP3, which handles the 
design and evaluation of the 6G-BRICKS components. Moreover, the deliverable serves as input for WP4, which 
outlines how the 6G-BRICKS enablers are made accessible to experimenters, and WP5, which focuses on 
deploying and integrating these enablers into the testbeds. 

Furthermore, it provides insights into the final 6G-BRICKS approaches by covering the following aspects: 

• Description of the RIS hardware 

• Implementation details of the RIS control framework 

• Implementation details of the Cognitive Compute Continuum  

2.1  Mapping 6G-BRICKS Outputs 
Table 2: Adherence to 6G-BRICKS GA Deliverable & Tasks Descriptions 

6G-BRICKS GA 
Component Title 

6G-BRICKS GA Component 
Outline 

Respective 
Document 
Chapter(s) 

Justification 

DELIVERABLE 

D3.4 Final report on the RIS controller and PaaS abstraction enablers 

TASKS    

T3.4 
“OpenAirInterface 
RIS controller” 

This task covers one of the key 
innovations of the project, 
which is the integration of the 
RIS with OAI gNB. Therefore, 
this task provides all the 
necessary components, 

Section 3 

This section presents optimization 
and ML algorithms, running on the 
top of OAI FlexRIC as xApps in order 
to control the RIS. The objective of 
the xApps is to maximize the 
achievable rate subject to variant 
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algorithms, and protocols to 
achieve this objective.  

channel conditions. The different 
xApps were tested with GoSimRIS, 
the RIS simulator developed in the 
context of this project.  

T3.5 “Intelligent 
PaaS abstraction 
framework for the 
compute 
continuum” 

This task delivers the PaaS-
based framework for the 
abstraction and seamless 
management of 
heterogeneous, decentralized 
and dynamic Cloud, Edge and 
Deep Edge/swarm resources of 
the 6G-BRICKS compute 
continuum.  

Section 4 

The second part of the deliverable 
focuses on the implementation of 
the PaaS-based framework utilized 
in 6G-BRICKS, as outlined in Section 
4. It highlights the key innovations 
introduced by the 6G-BRICKS 
project, focusing on new 
developments since the 
submission of D3.2. These are 
described in detail in Sections 4.2 
and 4.3. Additionally, Section 4.4 
summarizes what was presented in 
D3.2 about the X-Haul solution and 
describes the new developments 
related to the use of X-Haul 
switches as compute nodes and 
the automatic management of the 
X-Haul links. 

 

2.2  Deliverable Overview and Report Structure 

The upcoming sections are organized as follows: section 3 discusses the RIS control enablers, while section 4 
focuses on the compute continuum enablers. In section 3, subsection 3.1 reminds the reader of the RIS control 
concept and its novel aspects, as analyzed in D3.2. Subsection 3.2 provides also a summary of the RIS prototype, 
and subsection 3.3 outlines the new developments on the RIS control framework. A similar approach is followed 
for the Cognitive Compute Continuum part in section 4. Subsection 4.1 summarizes the compute continuum 
concept, while subsections 4.2 and 4.3 describe the innovations on the Edge Cloud Continuum Manager (ECCM) 
and π-Edge Platform, respectively, giving emphasis on the new aspects. Also, subsection 4.4 describes the 
updates on the X-Haul systems. Finally, section 5 concludes the deliverable. 

2.3  Advancements with respect to deliverable D3.2 

This deliverable is the second cycle deliverable of D3.2, reporting on the advancements to the RIS control 
framework, as well as the 6G-BRICKS cognitive continuum enablers. 

In Section 3.2, the second type of RIS prototype offered by CEA in 6G-BRICKS is introduced, i.e. the Transmissive 
RIS (T-RIS), which is used in the EUR platform, as an alternative to the reflective RIS prototype, described in D3.2. 
The T-RIS prototype enhances the end-to-end channel performances, mitigating the problems of the coarse 1-
bit phase resolution, which is inherence in the R-RIS. The wideband (24,5 to 30GHz) T-RIS unit element is also 
described and characterized both by simulation as well as measurements. Then, the full T-RIS is characterized by 
its peak gain vs frequency and also by the gain of a steered beam covering the half-space, demonstrating the 
possibility of steering the beam up to ±60°. 

Section 3.3 introduces the new RIS control algorithms, running as xApps within the 6G-BRICKS RIS control 
framework. The RIS control algorithms combine Gradient Descent, Particle Swarm Optimization and Simulated 
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Annealing algorithms to compute the RIS coefficients for the GoSimRIS simulator. Moreover, during this cycle 
the dataset collection and RIS coefficients estimation was done with the use of Machine Learning techniques. 

Section 4.2 presents the updated internal architecture of the Edge Cloud Continuum Manager and the 
modifications on its interface and its core functionality, which is the Application Orchestrator. Specifically, the 
Application Orchestrator has been integrated with the π-Edge Platform in order to get predictions about the 
nodes and trigger actions in π-Edge, like deploying or migrating services, without human intervention. 

Similarly, Section 4.3 analyses the updates on the π-Edge Platform’s architecture. The most important changes 
that were done in the second cycle are related to the MLOps and the Cluster Manager components. Specifically, 
the MLOps module has been developed to use Graph Neural Network (GNN) models for generating resource 
usage predictions for the nodes, while the Cluster Manager’s extension for handling Docker Swarms (in addition 
to k8s clusters) was finalized in this cycle. 

Finally, in Section 4.4 the X-Haul system is presented and the relevant modifications from the first cycle. These 
include; (i) the integration of the switches with resource monitoring tools, (ii) the development of an API for 
managing the wireless systems’ power modes and (iii) the deployment of a smart power strip with a custom 
exporter to track and report power consumption metrics. 
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3 Enablers for RIS control 

3.1  Introduction 
A major breakthrough of the 6G-BRICKS project is the integration of a RIS antenna into EURECOM's testbed, 
allowing third-party developers to experiment with it via the 6G-BRICKS platform. The overall architecture, 
illustrated in Figure 1, follows the Open RAN (O-RAN) approach and comprises several essential components: the 
5G New Radio (NR) system, the FlexRIC controller [3], both simulated and real RIS testbeds, and the RIS E2SM 
proxy. 
 

 
Figure 1: Final architecture of RIS integration in the EUR testbed. 

The architecture relies on O-RAN principles, where the 5G NR system comprises the OAI Distributed Unit (DU), 
Centralized Unit (CU), and a commercial Radio Unit operating in millimeter-wave frequencies. The core of the 
architecture is the FlexRIC platform, where it manages various xApps2, including the one designed to control the 
RIS. The integration of RIS into this framework consists of two major steps: 

• Simulated RIS Testbed (GoSimRIS): As a brief reminder of D3.2’s descriptions, the GoSimRIS simulator 
emulates RIS behavior in various environmental conditions. Its key objectives are twofold: (1) to validate 
the xApp communication with the RIS simulator using the devised RIS service model and E2SM proxy, 
and (2) to allow external experimenters to test their control algorithms in a fully virtual environment 
before deployment on hardware. The simulated RIS behaves similarly to a real RIS antenna, providing a 
high-fidelity testbed experimentation platform for algorithms´ validation. 

• Real RIS Prototype (offered by CEA): In the second phase, the simulated RIS is replaced with a RIS 
prototype, delivered by CEA. The RIS prototype has been integrated with the FlexRIC controller via the 
RIS E2SM proxy, which translates the high-level control commands from FlexRIC into the hardware-
specific commands that the RIS understands. 

To facilitate communication between the RIS prototype and FlexRIC, the concept of a RIS E2SM proxy has been 
introduced. This proxy acts as an intermediary, translating FlexRIC's E2 messages into low-level commands that 
can be interpreted by the RIS. In this architecture, the RIS communicates with FlexRIC through the E2 interface, 
responsible for transmitting both E2 indication messages (read operations) and E2 control messages (write 
operations).  

 
2 "xApps" typically refers to "Extended Applications". They are modular applications that run on the RIC and enable advanced 
functionalities and optimization of the radio access network through AI, machine learning, and real-time data analytics. 
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In D3.2, we presented a comprehensive and detailed description of all the components involved in the RIS control 
framework. Building upon this foundation, D3.4 expands the RIS control framework by introducing xApps, which 
implement innovative optimization algorithms tailored for RIS control in both SISO (Single Input Single Output) 
and MIMO (Multiple Input Multiple Output) systems. Furthermore, in the case of passive RIS, we have integrated 
Machine Learning (ML) approaches to enhance the control and optimization processes. 

3.2  RIS prototype overview and integration with OAI within 6G-BRICKS 

In deliverable D3.2 (“Initial report on the RIS controller and PaaS abstraction enablers”), we provided the full 
description of the reflective reconfigurable intelligent surface (R-RIS) prototypes developed by the CEA 
researchers. In this deliverable, a short summary of the R-RIS prototype, as well as a new T-RIS prototype are 
provided. Moreover, the RIS integration within the EUR testbed is detailed in this section. 

3.2.1 RIS prototype overview 

This R-RIS architecture is based on a square array of 400 radiating elements or unit cells and integrates 800 p-i-n 
diodes to generate a 1-bit programmable surface (Figure 2). The major limitation of this kind of architecture lies 
in the fact that due to the limited phase resolution, i.e. only two phase state with 180° of relative phase shift, 
grating and spurious radiating lobes are generated when the R-RIS surface is illuminated by a plane wave 
incoming from a certain direction (Figure 3(a)). This can drastically limit the impact of the R-RIS on the 
radiofrequency end-to-end channel or generate interferences in unintended directions. To mitigate these effects 
a specific real-time and adaptive beamforming algorithm could be developed considering the deployment 
scenario. 

 
  

(a) (b) (c) 

Figure 2: Final architecture of R-RIS prototype integrated in the EUR testbed. (a) Schematic view of the unit cell of the 
R-RIS. Photograph of the prototype, (b) radiating aperture and (c) steering logic. 

An alternative RIS prototype, which was also made available to 6G-BRICKS by CEA, is presented Figure 3(b). It 

shows the implementation of an innovative RIS solution based on the use of a transmissive reconfigurable 

intelligent surface (T-RIS). This approach enhances the end-to-end channel performances, mitigating the 

problems of the coarse 1-bit phase resolution. This setup incorporates a 2020-element transmissive-based RIS 

equipped with 800 p-i-n diodes and two 10-dBi horn antennas. The two horns are interconnected and located in 

the Fresnel region of the T-RIS. The optimal positioning is carefully determined to illuminate, with a specific taper, 

two vertical sub-arrays of 2010 elements each (Figure 3(b)). In this configuration, each sub-array acts as an 

independent beam-former, generating two electronically steerable beams, i.e. one in the direction of the 

transmitter and one in the direction of the receiver, respectively. Notably, the interface with the EURECOM’s 

https://6g-bricks.eu/wp-content/uploads/2024/03/D3.2_Initial_report_enablers_RIS_PaaS_FINAL.pdf
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testbed remains identical for both architectures depicted in Figure 3. It should be also noted that the T-RIS was 

designed and implemented during the Horizon Europe RISE 6G project, but the splitting into a receive and a 

transmit part using two horn antennas is new. Physical implementation and calibration in our anechoic chamber 

took place during 6G-BRICKS. 

As in the case of the configuration employing the R-RIS, codebooks are generated to opportunely control the T-
RIS. These codebooks are precomputed using an ad-hoc numerical tools to optimize performance and reduce 
processing time during operation. The preliminary codebooks are calculated to generate two independent beams 
steerable on the horizontal plane with a beam pointing resolution of 5°.   

 

(a) 

 

 

(b) 

Figure 3: Final architecture of (a) R-RIS and (b) T-RIS based network solutions. 

3.2.1.1 Wideband 1-bit programmable unit cell 
An optimized version of the 1-bit reconfigurable unit cell with p-i-n diodes presented in our early work [4] is used 
in the proposed transmitarray. The optimization of the unit-cell geometry has been computed to improve the 
operation bandwidth and cover the frequency band between 24.5 and 30.0 GHz. The unit-cell has a periodicity 
of 5.1 mm and consists of four metal layers (M1-M4) printed on two identical substrates of Rogers Duroid 
RT6002. A bonding film of Arlon CuClad 6700 is used to glue the two dielectrics. A passive U-shape slotted patch 
antenna is implemented on one side (M4). Whereas the other external layer (M1) contains a rectangular patch 
loaded with an O-shaped slot and two p-i-n diodes (D1 and D2, reference MA4AGP907 manufactured by 
M/ACOM). The active patch is connected to the passive one with a metalized via hole placed. Furthermore, a 
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ground plane occupied one of the two intermediate layers (M3). The other inner layer contained the biasing 
lines. Two phase states (000 and 180) with approximately 180° of relative phase shift can be obtained by 
controlling the p-i-n diodes. 

The unit cell has been simulated under periodic boundary conditions and Floquet port excitations. For a normal 
incidence, the simulated minimum insertion loss was around 0.61 dB at 30.0 GHz with a 3 dB transmission 
bandwidth of 23.6–30.0 GHz (23.7% at 27.0 GHz) for the unit cell 000 and 23.8–31.1 (26.9% at 27.0 GHz) for the 
state 180. The phase difference between the two states was around 180 on the whole frequency band. The 1-bit 
phase response is presented in Figure 4. The simulation results are compared to the transmission phase 
measured when the unit-cell is integrated in a specific waveguide setup [5]. 

 

 

(a) (b) 

Figure 4: Final architecture of T-RIS prototype integrated in the EUR testbed. (a) Schematic view of the unit cell of the 
T-RIS. (b) Simulated and experimental phase response of the 1-bit programmable unit-cell. 

3.2.1.2 Single beam T-RIS characterization 
The programmable transmitarray is firstly validated by the experimental characterization of its performances in 
the single focal source configuration Figure 5. A 10-dBi horn is used to illuminate the array of unit-cells. To 
achieve the maximum aperture efficiency (20%), it is located at a distance (F) of 60 mm (F/D = 0.59, where D is 
the aperture dimension). The comparison of the experimental results with the simulations obtained by using our 
numerical tool is presented in Figure 6. The measured peak gain as a function of the frequency is in very good 
agreement with the response obtained when real unit-cells and horn behaviors are included in the numerical 
simulation (Figure 6(a)). Furthermore, the transmit array gain is 1.8 dB lower than the gain achieved when ideal 
unit-cells are considered. 
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(a) (b) 

Figure 5: Final architecture of T-RIS prototype integrated in the EUR testbed. (a) T-RIS installed in the anechoic 
chamber during the radiation pattern characterization and the test of the steering algorithm. (b) Zoom on the layer 

with the 800 integrated p-i-n diodes. 

 

The simulated gain radiation patterns (continuous lines) presented in Figure 6(b) demonstrated the possibility of 

steering the beam up to 60°. Two measured beams are also plotted in the picture to validate experimentally 
the results. A gain higher than 22.1 dBi is demonstrated on the frequency band 26 – 31 GHz. The peak gain of 
24.3 dBi is achieved at 30 GHz. 

  

(a) (b) 

Figure 6: Numerical and experimental behaviors of the single-beam programmable T-RIS. (a) Peak gain as a function of 
the frequency. (b) Gain radiation patterns at 28 GHz as a function of the scan angle (continuous and dotted lines 

represent numerical and experimental results, respectively). 

3.2.2 T-RIS based integration with OAI within 6G-BRICKS 

The T-RIS has been integrated in the EUR OAI testbed (Figure 7(a)). Moreover, the specific codebooks have been 
implemented in the controller and a preliminary test is conducted using a RIS prototype integrating LEDs. In this 
case, the p-i-n diodes ON and OFF states are emulated by LEDs and the applied codebooks can be visualized 
directly on the aperture of the RIS (Figure 7(b)). The impact of the RIS on the end-to-end channel has been verified 
and a link has been established between the base station and user terminal. 

To better understand the limitations of the implemented architecture, a specific channel measurement campaign 
has been conducted (Figure 7(c)-(d)). In this case, two 20-dBi horn antennas have been used to emulate, 
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respectively, the base station and the user terminal. A vector network analyzer (VNA) is used to emulate the 
transmitter and receiver. The channel response including the RIS has been analyzed as a function of the location 
of the Tx and Rx horn antennas and as a function of the specific codebook. The Tx antenna remained at the same 
place, while the Rx antenna was displaced (Figure 7 (c) and (d)). The code was changed accordingly, in order to 
maximize the received power. Rx signal levels almost did not change, thus proving the effectiveness of the RIS 
codebook. 

 

 

 

 

(a) (b) 

  

(c) (d) 

Figure 7: Experimental setup used during the integration of the T-RIS architecture in the EUR’s testbed. (a) Examples 
of dual-steerable beam codebooks with a 1-bit phase resolution. (b) Integration of the T-RIS in the EUR’s testbed. (c)-

(d) Two scenarios employing two horn antennas as transmitter and receiver, respectively. 
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3.3  6G-BRICKS RIS control framework 
In D3.2, we provided the full description of the RIS control framework and its different components. In this 
deliverable, we focus on Optimization algorithms developed by Eurecom for RIS control running as xApps. 

3.3.1 Optimization Algorithms for RIS Control in SISO Systems 

In this section, we present the optimization algorithms employed within the xApp to control the RIS, specifically 
focusing on maximizing the achievable rate at the user equipment. The xApp is responsible for calculating the 
optimal phase shifts of the RIS elements in real time, adapting to the constantly changing network conditions. 
The optimization process leverages both global and local search methods to strike a balance between 
computational efficiency and optimality. 

3.3.1.1 Problem Formulation 

The core challenge of the RIS control problem lies in optimizing the phase shifts 𝜃𝑖 of the RIS elements such that 
the overall achievable rate at the User Equipment (UE) is maximized. Mathematically, this problem can be 
formulated for a single-input single-output communication system enhanced by an Ν-element RIS. 

Let hd represent the direct channel vector between the Base Station (BS) and the UE, while hr ∈ CN and g ∈ CN 

denote the channel vectors from the RIS to the User Equipment (UE) and from the BS to the RIS, respectively. 
The received signal y at the UE is expressed as:  

                                                                     𝑦 = ሺℎ𝑑 + ℎ𝑟
𝑇

 
Θgሻ𝑥 + 𝑛      (1) 

where Θ = 𝑑𝑖𝑎𝑔ሺ𝜃1, 𝜃2, … , 𝜃𝛮ሻ is a diagonal matrix of phase shifts introduced by the RIS elements, x is the 
transmitted signal from the BS, and n is the Additive White Gaussian Noise (AWGN) at the UE. 

The optimization objective is to maximize the achievable rate R at the UE, which is given by: 

                                                               𝑅 = 𝑙𝑜𝑔2ሺ1 +
𝑃𝑡|ℎ𝑑 

+ℎ𝑟
𝑇

 
Θg|2

𝑁0
ሻ       (2) 

 
where Pt is the transmit power of the BS, and N0 is the noise power. The optimization problem can thus be 
formulated as: 

                                                  max
Θ

𝑅      𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 |𝜃𝑖| = 1, ∀𝑖 ∈  {1,2, . . . , 𝑁}    (3) 

This optimization problem is non-convex due to the unit-modulus constraint on each 𝜃𝑖. As a result, finding a 
global optimum is computationally challenging. 

 

3.3.1.2 Optimization Approach: Simulated Annealing and Gradient Descent 

To tackle this optimization problem, we implemented a hybrid algorithm that combines Simulated Annealing 
(SA) for global exploration and Gradient Descent (GD) for local exploitation. This approach ensures that the xApp 
can explore a wide solution space while efficiently converging to a near-optimal solution.  

3.3.1.2.1 Simulated Annealing (SA) for Global Search  

Simulated annealing [6]  is a probabilistic technique used for global optimization, particularly suited for problems 
with large and complex search spaces. In the context of RIS control, SA helps in avoiding local minima by allowing 
the solution to explore less optimal configurations during the early stages of the search.  

The SA algorithm begins by initializing the RIS phase shifts θ randomly. An initial temperature T is set, which 
controls the acceptance probability for sub-optimal solutions. At each iteration, a new solution θ′ is proposed by 
perturbing the current solution, and the achievable rate R(θ′) is computed. The new solution is accepted if it 
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improves the achievable rate, or with a certain probability if it does not, allowing the algorithm to escape local 
minima.  

The SA process can be described by the following steps: 

Algorithm 1:  Simulated Annealing for Global Optimization 

Step 1: Initialize phase shifts θ randomly 
Step 2: Set initial temperature T 

Step 3: While T > Tmin 
Step 4: Generate a new solution θ’ by perturbing θ 
Step 5: Calculate the achievable rate R(θ’) 
Step 6: If R(θ’)>R(θ), then 
Step 7: Accept θ’ as the new solution (𝜃 = 𝜃′) 
Step 8: Else 

Step 9: Accept θ΄with probability exp ቀ
Rሺθ′ሻ−Rሺθሻ

T
ቁ 

Step 10: Decrease temperature 𝑇 ← 𝑎𝛵, where 𝑎 is the cooling rate 
Step 11: End While  

Simulated Annealing effectively explores the search space, avoiding the risk of getting stuck in local optima, 
especially in the early iterations when the temperature T is high.  

3.3.1.2.2 Gradient Descent (GD) for Local Refinement 

Once SA has identified a promising region in the solution space, GD is employed to fine-tune the solution. GD is 
a local optimization method that iteratively adjusts the RIS phase shifts to maximize the achievable rate by 
following the gradient of the objective function.  

The gradient of the achievable rate R(θ) with respect to the phase shifts θ is computed, and the phase shifts are 
updated according to: 

                                                                   𝜃 ←  𝜃 +  𝛼𝛻𝑅ሺ𝜃ሻ       (4) 
where 𝛼 is the learning rate, and 𝛻𝑅ሺ𝜃ሻ is the gradient of the achievable rate with respect to the phase shifts. 
Gradient descent iteratively refines the phase shifts, leading to a locally optimal solution. However, since GD is a 
local search method, it is used only after SA has completed its global exploration to ensure that the solution is 
close to the global optimum. 
 

3.3.1.3 Hybrid Simulated Annealing-Gradient Descent Algorithm  

The combination of Simulated Annealing and Gradient Descent results in a powerful hybrid optimization 
algorithm that can efficiently explore the search space and converge to a high-quality solution. The overall 
optimization process is summarized in Algorithm 2.  

Algorithm 2:  Simulated Annealing with Gradient Descent for RIS Optimization 

Step 1: Initialize phase shifts θ randomly 
Step 2: Set initial temperature T 

Step 3: While T > Tfinal 
Step 4: For iteration = 1 to max_iterations 
Step 5: Propose new phase shifts 𝜃′ = 𝜃 + 𝛼∇𝑅ሺ𝜃ሻ 
Step 6: Perturb θ’ with noise 𝑁ሺ0, 𝑇ሻ 
Step 7: Compute achievable rate 𝑅ሺ𝜃′ሻ 
Step 8:  If 𝑅ሺ𝜃′ሻ > 𝑅ሺ𝜃ሻ, then 
Step 9: Accept θ΄ as the new solution 
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Step 10: Else  

Step 11: Accept θ′ with probability exp ቀ
Rሺθ′ሻ−Rሺθሻ

T
ቁ 

Step 12: End For 
Step 13: Decrease temperature 𝑇 ← 𝛼𝑇  
Step 14: End While 

This hybrid approach allows the xApp to efficiently compute the optimal RIS phase shifts, ensuring that the 
network performance is maximized while keeping the computational complexity manageable. 

 

3.3.1.4 Real-Time Optimization and xApp Integration  
The optimization process described above is integrated into the FlexRIC xApp, enabling real-time adjustment 
(1ms level) of the RIS configuration. The xApp continuously monitors network performance metrics, computes 
the optimal RIS configuration using the hybrid SA-GD algorithm, and sends the new configuration to the RIS via 
E2 control messages. This real-time interaction ensures that the RIS configuration is always adapted to the 
current network conditions, resulting in optimal performance under dynamic operating scenarios.  

 

3.3.2 Optimization Algorithms for RIS control in MIMO Systems  

3.3.2.1 Problem Formulation 
In MIMO systems the achievable rate R, given the signal transmitted from the BS to the UE via the RIS, is 
calculated as follows:  

𝑅 = 𝑙𝑜𝑔2ሺ𝑑𝑒𝑡ሺ𝐼 +
𝑃𝑡

𝜎2 𝑍𝑍𝑇𝑄ሻሻ      (5) 

where: 
𝑍 = ℎ𝑑  + ℎ𝑟

𝑇

 
Θg 

𝑃𝑡  is the transmit power, 

𝜎2 is the noise power, 

Q is the covariance matrix of the transmitted signal. 

The optimization problem can thus be formulated as: 

                                             max
Θ

𝑅      𝑠𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 |𝜃𝑖| = 1, ∀𝑖 ∈  {1,2, . . . , 𝑁}    (6) 

This equation involves complex matrix operations such as matrix inversion and Hermitian matrix decomposition. 
To address this, we extended GoSimRIS with implementations of matrix operations such as Singular Value 
Decomposition (SVD) and matrix inversion for Hermitian matrices. 

 

3.3.2.2 Hybrid Particle swarm optimization (PSO), SA and GD solution 

To solve the RIS control problem in MIMO systems, we implemented an advanced hybrid optimization algorithm 
combining Particle Swarm Optimization (PSO), Simulated Annealing (SA), and Gradient Descent (GD). The 
algorithm alternates between optimizing the RIS phase shifts and the covariance matrix, iteratively improving 
the achievable rate.  

The following algorithm summarizes the optimization of the RIS phase shifts for MIMO systems using a 
combination of PSO, SA, and GD. 

Algorithm 3:  RIS MIMO Coefficient Optimization 

Step 1: Initialize RIS phases 𝜃 and covariance matrix Q 
Step 2: For run = 1 to runs 
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Step 3: 𝜃𝑖𝑛𝑖𝑡 ←Particle Swarm Optimizationሺℎ𝑟  ,ℎ𝑔,ℎ𝑑 , Q, 𝑃𝑡) 

Step 4: 𝜃 ←Simulated Annealingሺℎ𝑟  ,ℎ𝑔,ℎ𝑑 ,𝜃𝑖𝑛𝑖𝑡, 𝑄ሻ 

Step 5: 𝜃,Q←Gradient Descentሺℎ𝑟  ,ℎ𝑔,ℎ𝑑 ,𝜃, 𝑄,𝑃𝑡ሻ 

Step 6: Compute achievable rate and update 𝜃 if the rate improves. 
Step 7: Compute achievable rate 𝑅ሺ𝜃′ሻ 
Step 8: End For 
Step 9: Return Optimized RIS phase shifts 𝜃 

This algorithm begins by using PSO to explore the solution space, followed by SA to refine the initial solution, and 
finally, GD is used to fine-tune the covariance matrix Q and RIS phase shifts 𝜃. 

3.3.2.3 Gradient Descent for Covariance Matrix and RIS Phase Shifts  
Gradient Descent is employed in the final stages of the optimization to refine both the covariance matrix Q and 
the RIS phase shifts 𝜃. The gradients are computed with respect to the covariance matrix and phase shifts as 
follows (python code):  
 
def grad_cov(D, G, H, theta, Q): 

    Z = D + G @ np.diag(theta) @ H 

    return Z.T @ np.linalg.inv(np.eye(Z.shape[0]) + Z @ Q @ Z.T) @ Z 
 

def grad_ris(D, G, H, theta, Q): 

    Theta = np.diag(theta) 

    Z = D + G @ Theta @ H 

    intermediate = np.linalg.inv(np.eye(Z.shape[0]) + Z @ Q @ Z.T) 

    gradient = G.conj().T @ intermediate @ Z @ Q @ H.conj().T 

    return np.angle(np.diag(gradient)) 

 

3.3.2.4 Real-Time Optimization and xApp Integration  
The real-time optimization process for MIMO systems is integrated into the FlexRIC xApp, allowing for dynamic 
adjustment of RIS configurations based on real-time network conditions. The xApp computes the optimal RIS 
configuration using the hybrid optimization algorithm and sends control messages to the RIS hardware.  

 

3.3.3 Advanced Predictive Modeling for RIS Coefficient Estimation  

In this section, we explore the second facet of our dual approach to controlling the RIS in 6G networks (SISO 
System). This neural-driven predictive model complements the optimization-based strategy discussed earlier. 
The primary objective is to provide a scalable, real-time solution for RIS configuration in dynamic wireless 
environments where the RIS is passive and not able to measure the channel vectors between RIS and UE, and 
between RIS and BS. 

 

3.3.3.1 Dataset Generation and Model Architecture  
The effectiveness of any ML model is heavily reliant on the quality and structure of the dataset used for training. 
In the context of 6G, generating a dataset that accurately captures the dynamics of network events and traffic 
patterns is essential. This section describes the methodology for generating the dataset and the ML architecture 
applied to the dataset. 

3.3.2.4.1 Dataset Generation 
To create a robust predictive model for RIS coefficients, we generated an extensive dataset using the GoSimRIS 
simulator. The dataset covers a wide range of Tx and Rx positions, constrained within a 2D simulation 
environment measuring 75 meters on the x-axis and 50 meters on the y-axis. Each Tx/Rx pair also included Line 
of Sight (LoS) conditions to account for both obstructed and clear environments. The positions of the Tx and Rx 
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and their LoS conditions are represented in Figure 8, illustrating the diversity of the network configurations in 
the dataset.  
This comprehensive dataset, containing approximately 850,000 samples, captured the complexity and variability 
of wireless environments. Each sample includes information on the optimal RIS coefficients based on varying 
user locations and environmental conditions (e.g., obstacles). These samples were split into training and testing 
sets, with 20% reserved for testing the model’s performance. 
 
 

 
Figure 8: Advanced 2D RIS scenario illustrating the positions of the Tx, Rx, and RIS in the environment. 

 

3.3.2.4.2 Model Architecture 
To predict the optimal RIS coefficients, we designed a neural network model with the architecture detailed in 
Table 3. This model was optimized using the Adam optimizer, with a learning rate fine-tuned through extensive 
hyperparameter tuning using Optuna [7]. The architecture includes six hidden layers, each employing ReLU 
activation functions to introduce non-linearity, along with dropout layers to prevent overfitting. Table 3 
summarizes the neural network configuration. 

Table 3: Neural network configuration 

 

The model takes as input 5 values: x-position and y-position of UE, x-position and y-position of BS and a Boolean 
variable that states if there is an obstacle between UE and BS. 
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The model was trained using this architecture, with batch normalization applied after each activation to stabilize 
the learning process. The training was conducted for 100 epochs with early stopping implemented to avoid 
overfitting. The training and validation history, as shown in Figure 9, highlights the performance of the model in 
terms of loss and Mean Absolute Error (MAE) over the course of the training process.  

As evident from the figure, both the training and validation loss decrease steadily over time, indicating that the 
model is effectively learning the underlying patterns in the dataset. The MAE also decreases, showing that the 
model’s predictions become increasingly accurate with each epoch. These results demonstrate the robustness 
of the model and its ability to generalize to unseen data, making it suitable for real-world applications where RIS 
configurations must be optimized dynamically based on changing user positions and network conditions. Besides, 
the ML algorithm is running as an xApp and can be customized by third-party experimenters. 
 

 
Figure 9: Training and validation loss (left) and MAE (right) 
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4 6G-BRICKS Cognitive Compute Continuum 

The edge computing concept refers to the movement of computing and storage resources from centralized cloud 
infrastructures to the edge of the network, closer to data sources like end-user and IoT devices. This shift is driven 
by the need for low latency, high bandwidth efficiency, and improved user experience. As an extension, the 
compute continuum concept refers to the seamless integration of cloud and edge computing infrastructure. 

Multi-access Edge Computing (MEC) plays a key role in this continuum by providing cloud capabilities at the 
network's edge, offering benefits like real-time data processing, location awareness, and reduced latency. MEC 
complements Network Functions Virtualization (NFV) technology by facilitating the deployment of applications 
at the edge, utilizing a common virtualized platform. 

In the context of 6G networks, the compute continuum supports the growing demands of IoT applications in 
sectors like smart cities, healthcare, and manufacturing. Edge computing, along with advanced 6G technologies 
like edge intelligence and reconfigurable surfaces, will help create more autonomous, intelligent systems by 
providing the necessary computing power and network capabilities directly at the edge. This setup addresses the 
technical challenges posed by IoT devices' needs for processing power and memory while enhancing overall 
service quality and user experience. 

The following sections describe the compute continuum solution deployed in the project. 

4.1 Introduction  

In 6G-BRICKS, the Cognitive Compute Continuum evolves the compute continuum concept by integrating 
Artificial Intelligence (AI) and automation. This allows for more flexible and smart resource and service 
management. Moreover, optimization algorithms enable the dynamic handling of computing, networking, and 
storage resources, facilitating the management of highly distributed and interconnected environments. In this 
project, an abstraction framework has been implemented in order to facilitate the flexible deployment, scaling, 
and migration of cloud-native services, as network and resource conditions evolve. This framework is supported 
by two main components: the Edge-Cloud Continuum Manager (ECCM), which oversees the orchestration of 
multiple edge clouds, and the π-Edge platform, which manages individual edge-cloud domains. Together, they 
form the foundation of the Cognitive Compute Continuum, enabling more efficient and automated resource 
management in 6G networks. Specifically, the ECCM is being integrated with the higher-level components of the 
6G-BRICKS experimentation facility, i.e. intent engine, offering the experimenters a transparent way to manage 
their experiments. In other words, the use of ECCM handles the service deployment details, adding an 
abstraction layer for the experimenter who use the 6G-BRICKS portal. Alternatively, certain types of 
experimenters are able to directly access the ECCM and the π-Edge platform for running their experiments at 
the KUL testbed. However, in this case, the users must have a better understanding of the Cognitive Compute 
Continuum platform and the testbed itself.  

In either way (i.e. by providing intents or directly accessing this platform), the experimenters are able to manage 
the services and their deployments as well as to modify the clusters (e.g. add/delete node etc.), given they have 
the proper access rights to do so. In practice, the KUL testbed has 2 clusters, a Kubernetes cluster and a Docker 
Swarm (under development), where each one is orchestrated by a π-Edge Platform. Therefore, we have 2 π-Edge 
platforms and both are managed by the ECCM, which is deployed at KUL as well. As it will be explained in the 
next paragraphs, the π-Edge Platform, allows for the management of the compute resources and the services 
(including xApps) that can be deployed in the testbed.  

The Cognitive Compute Continuum framework is described in more detail in deliverable D3.2. In the next sections 
we summarize what has been described in D3.2 and also present modifications and upgrades. 
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4.2 6G-BRICKS ECCM design and optimization algorithm 

The Edge Cloud Continuum Manager (ECCM) is a 6G-BRICKS component which implements an abstraction layer 
for managing multiple edge clouds. Its primary role is to orchestrate the entire system efficiently by leveraging 
an intent-driven optimization algorithm and Machine Learning (ML) predictions. Figure 10 shows the new 
architecture of ECCM. 

 

Figure 10: Internal architecture of the Edge-Cloud Continuum Manager. 

The main functionalities of the ECCM are the infrastructure and application orchestration. The first one allows 
the user to view information about the clusters that are managed by the continuum and their nodes. It also 
provides an API to add a new cluster or a new node in an existing cluster.  

The function for the application orchestration is responsible for managing the overall service and application 
Lifecycle Management (LCM) in all available clusters. The key innovation of this function is the optimization 
algorithm used for service instantiation and migration.  As described in the deliverables D3.2 [2] and D4.1 [8], 
the algorithm’s goal is to optimally deploy services by solving a complex Non-deterministic Polynomial (NP) 
complete problem. The algorithm tries to handle three aspects: (1) optimizing user/network experience through 
customizable strategies, (2) selecting both clusters and nodes for placement, and (3) handling small, frequent 
service placement requests. Therefore, the optimizer first divides the input parameters into hard requirements 
(e.g., minimum CPU, memory) and soft requirements (e.g., minimizing latency, maximizing bandwidth, reducing 
energy consumption). These soft requirements shape the optimization strategy for each placement.  

The final iteration of the optimization algorithm is shown in Figure 11; for each service request, the algorithm 
identifies nodes that meet the hard requirements, assigns scores based on the optimization strategy, and selects 
the highest-scoring node. For composite services (e.g. a PaaS), it evaluates the clusters near the requested area, 
placing service functions across nodes to achieve the highest cluster score. The algorithm uses various attributes 
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for scoring nodes, such as Central Processing Unit (CPU), Random-Access Memory (RAM), energy efficiency and 
latency, among others. 

 

Figure 11: High level diagram of the Optimization Algorithm [8]. 

Additional to some updates on the optimization algorithm (e.g. inclusion of latency in the score calculation), the 
overall application management has also been extended with more automations. Specifically, the optimizer, 
apart from returning the optimal service function placement, also proceeds into the instantiation of the services, 
by deploying each service function in the assigned node. Moreover, the ECCM gets nodes usage predictions from 
each cluster, maintaining in this way a complete view of the nodes’ current status as well as predictions for the 
future status. Using this information, the Cognitive Compute Continuum concept has the ability dynamically 
adapt the deployed services in order to ensure service continuity and optimal resource usage. Specifically, the 
predictions are used to foresee future anomalies (e.g. excessive CPU usage in a specific node) and trigger the 
need for service instances adaptations (e.g. migrate services from that node). The generation of these predictions 
and the event handling are analyzed in the next Section (4.3) as they are part of the π-Edge Platform. On the 
other hand, the information about the current nodes statuses is used to optimally decide on how to proceed 
with the adaptations (e.g. where to migrate each service). In the end, the application manager performs the 
decided adaptations (e.g. services migration) with no user interference.  

4.3 6G-BRICKS upgrades on π-Edge Platform 

The π-Edge platform, as initially described on deliverable D3.2, is a cloud-native edge management system 
designed to automate, maintain, and enable the interoperability of services throughout their lifecycle within 
Edge-Cloud environments. It reduces the overhead for managing edge resources by integrating Platform-as-a-
Service (PaaS) and Function-as-a-Service (FaaS) models. PaaS is used for persistent services (e.g., authorization 
and storage), while FaaS handles serverless services triggered by specific events. 
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Figure 12 shows the internal architecture of the π-Edge Platform. Some of the key components are the next ones: 

• API Gateway: Simplifies user interaction with the Edge-Cloud through APIs for user authentication, 
service management, and cluster control. 

• Edge Agent: Passes requests from one component to the other. 

• Monitoring Service: Uses Prometheus3 and Grafana4 for real-time monitoring and visualization of edge 
resources like CPU, RAM, and network usage. It also features alert systems through Prometheus and an 
alert manager for performance threshold breaches. 

• Edge Catalogue: Manages a registry of PaaS and FaaSes, service functions, and nodes in the Edge-Cloud. 
It stores information on resource requirements, scaling policies, and installation parameters. 

• External Services: Connects the platform with other services, such as security analytics or dataspace 
connectors. 

• Cluster Manager: Manages clusters and facilitates automations in service deployment and scaling. 

 

Figure 12: Internal architecture of the π-Edge Platform. 

In the following paragraphs we focus on the new developments that have been made in the framework of 6G-
BRICKS since D3.2’s submission. 

 
3 Prometheus, https://prometheus.io/  
4 Grafana, https://grafana.com/  

https://prometheus.io/
https://grafana.com/ 
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First, the API Gateway and the Edge Agent have been upgraded to include new calls and adapt to changes in the 
Edge Catalogue’s Information Model. With respect to the MEC services described in D2.3 [10], the MEC Location 
API has been finalized and incorporated into the π-Edge Platform and is accessible via the API gateway. Key 
Location APIs implemented include: 

• UE Distance Lookup: Calculates the distance between two UEs or a UE and a specific point, returning the 
result in JSON format. 

• UE Location Lookup: Retrieves the location of UEs based on filters, providing details in JSON format. 

• Nearby UE(s): Finds UEs within a defined zone, returning the list and location details in JSON format. 

These APIs enable efficient, location-based service migration, ensuring services follow users across different 
locations. For the moment, this API has been tested with simulated data, but it can work with real data as well, 
given that they are in the expected format. 

Moreover, the MLOps component of the π-Edge platform, introduced in D3.2, was upgraded with Graph Neural 
Network (GNN) support, to predict future resource usage (CPU and memory) of cluster nodes and accordingly 
trigger events. By incorporating both spatial and temporal dependencies of the nodes, the GNN models provide 
accurate forecasts based on historical data and cluster topology. As mentioned in the previous section (4.2), 
these predictions help optimize the placement of services across the nodes by offering forecasts for upcoming 
resource demands, which can lead to service migration for better optimization. Therefore, the MLOps 
component triggers the inter-node migration of service functions.  

Eventually, the service migration is performed by the Cluster Manager of π-Edge Platform, which is responsible 
for interacting with the underlying technology (either Kubernetes5 or Docker Swarm6) to manage the nodes, 
services and resources. Therefore, migration is currently supported within the same cluster, not between 
different clusters. For the service migration, the service functions are classified as either stateless or stateful 
(requiring the retention of application/session data). These two distinct types necessitate different migration 
processes due to their varying data and operational requirements. The migration of a stateless application is a 
relatively simple process in both Kubernetes (K8s) and Docker Swarm environments. It typically involves 
modifying the deployment’s location, after which the system automatically handles scaling down and 
redeploying the application on the new target node. 

On the other hand, migrating a stateful application presents greater complexity, as it requires not only 
redeploying the application but also migrating its associated data. Initially, the π-Edge Platform addresses the 
challenge of data retention by utilizing Persistent Volumes (PVs), which ensure that data is stored and preserved 
across pod re-initializations. To ensure data integrity during the migration of stateful applications, data from the 
existing PV is transferred to a new PV located on the destination node. This is accomplished by pre-creating a PV 
with an “Immediate” storage mode, which allows the volume to be provisioned without requiring the presence 
of an active pod, thereby facilitating a seamless migration process. For the data migration, we utilize an open-
source tool, pv-migrate [9], which simplifies the transfer of Kubernetes PVs to the new target PV. Prior to 
initiating the migration, the application’s deployment is scaled down to prevent potential data loss. Once the 
data transfer is complete, the application can be safely scaled up, this time on the destination node. 

Another new feature on the Cluster Manager is the finalization of the Docker Swarm plugin. In other words, a π-
Edge Platform can support either a Container Cluster Manager (for a Kubernetes cluster) or a Docker Swarm 
Manager. The first type is already described in D3.2, while the 2nd one is also introduced in the same deliverable 
and is further analyzed in section 4.4. 

 
5 Kubernetes, https://kubernetes.io/ 
6 Docker Swarm, https://docs.docker.com/engine/swarm/ 

https://kubernetes.io/
https://docs.docker.com/engine/swarm/
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Finally, the previously mentioned Software Defined Network (SDN) Controller functionality of the π-Edge 
Platform was expanded in scope and renamed as Network Manager to better match its function. Its main 
functionality is to dynamically activate and deactivate the wireless X-Haul links. The decision on link activation 
and deactivation is based on ECCM’s Infrastructure Orchestrator, which has a better view on whether the link is 
needed or not (see Section 4.4).  

  

4.4 6G-BRICKS X-Haul use as an edge compute node of the continuum 

While wireless X-Haul systems today are largely proprietary, 6G-BRICKS envisions an open and disaggregated 
architecture for wireless X-Haul transport that will speed up 6G network deployments by integrating IP and 
micro/mmWave technologies. The Disaggregated Cell Site Gateway (DCSG) model, proposed by the Telecom 
Infra Project [11], serves as the foundation for this solution. A DCSG is a white-box router supporting various 
mobile infrastructures (2G-5G). 

The key components of this disaggregated X-Haul solution include: 

• Radio Equipment (UltraLink -GX80): A high-capacity E-Band radio offering up to 10 Gbit/s, an 
alternative to optical fiber for long-range transport. 

• White Box Switch (ALPHA STX-60D-126F): A high-density switch with up to 64 Gbps switching capacity, 
designed to accommodate containerized applications on a Linux-based Network Operating System 
(NOS). 

• NOS (Adtran Ensemble Activator): A Linux-based NOS that provides essential networking protocols, 
cloud-native function support, and resource management for edge computing services [12]. 

As mentioned earlier, the Cluster Manager of the π-Edge Platform has been extended with a Docker Swarm 
plugin, which is especially useful in managing the X-Haul switch as a compute node, as this is the only 
orchestration tool supported by the switch. In other words, the Cluster Manager is fully integrated with a Docker 
Swarm, allowing NOS to function as a worker node within Docker Swarm. This node is managed by the π-Edge 
Platform like any other node, without tampering with the main functionality of the switch, which is to redirect 
the traffic. 

The Docker Swarm adapter that has been added to π-Edge, supports the same APIs exposed by π-Edge, which 
means that the end user is unaware whether the cluster is either Docker Swarm or Kubernetes. The mechanics 
that are specific to each platform are handled independently through their respective plugins. The information 
model that is stored in the database and presented to the end user is common and adapted accordingly. For 
example, concepts like networking are typically handled automatically by Kubernetes when deploying multiple 
services. In the case of Swarm, connectivity needs to be explicitly defined. Therefore, these operations are 
handled by π-Edge in the background, when a Platform-as-a-Service deployment request is processed. 

Moreover, to facilitate the retrieval of statistics from the X-Haul switches, a metrics exporter based on the 
Prometheus Node Exporter Docker image was installed and configured on the switches. These exporters provide 
real-time metrics such as CPU, memory, and disk usage from the Linux-based operating system of the switches 
and have been successfully integrated with the π-Edge monitoring service (Prometheus/Grafana). For example, 
Figure 13 depicts the CPU usage, RAM utilization, and power consumption of disaggregated X-Haul switches over 
a 5-minutes timeframe, as monitored by the π-Edge monitoring service. In addition, a custom REST API was 
developed and deployed in a Docker container, offering detailed resource consumption metrics for each running 
container on each node. This solution provides more granular statistics and can be utilized by the π-Edge Platform 
alongside the Node Exporter data for the training of the GNN algorithms. 
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Figure 13: Monitoring metrics for the X-Haul switches. 

The X-Haul infrastructure has also been expanded to meet the 6G-BRICKS requirements for optimal use of 
resources. Specifically, the ECCM, in addition to topology generation and microservices placement optimization, 
deactivates unnecessary wireless links, leveraging the wireless elements' optimized low-power mode.  This 
strategy aligns with sustainability goals by reducing energy consumption and minimizing the environmental 
footprint. To monitor this process, a smart power strip with energy monitoring capabilities, was acquired and 
integrated with the wireless X-Haul systems. This LAN-enabled smart power strip features four output sockets, 
each independently controlled via a web interface, providing electrical measurements like current and power 
consumption. Moreover, a custom Prometheus exporter has been developed to expose power consumption data 
to the π-Edge monitoring service. This enables continuous monitoring of X-Haul wireless devices' power usage, 
visualized in Grafana, highlighting the efficient operation of the wireless systems and their seamless activation 
or deactivation based on ECCM algorithm decisions. 

The overall X-Haul setup is shown in Figure 14, which highlights the Switches that are also used as compute 
nodes, the radio equipment and the smart power strip that allows the dynamic activation / deactivation of the 
wireless link.  
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Figure 14: X-Haul setup in Intracom’s lab environment. 
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5 Conclusions 

This deliverable provided an in-depth look at the of two key 6G-BRICKS enablers: RIS control and compute 
continuum. It is structured into two parts; (i) The first part focused on the RIS hardware provided by CEA and 
outlined the 6G-BRICKS approach for controlling the RIS using O-RAN. To be more specific, in this part we tackled 
the RIS control problem in both SISO and MIMO systems and proposed iterative approaches to solve the 
problems.  We implemented the different algorithms on the top of FlexRIC, as xApps, and tested those using 
GoSimRIS. Then, we proposed a proactive approach to control the RIS using ML in the context of lacking the 
channel vectors between UE-RIS and RIS-BS which is the case with passive RIS. While the predictive model has 
demonstrated considerable success in simulated environments, the next step involves testing and validating the 
model in real-world settings through 6G-BRICKS use cases (WP5 and WP6); (ii)The second part of the document 
described the approach to supporting the compute continuum in 6G-BRICKS, focusing on the implementation of 
the π-Edge Platform and the ECCM. These platforms, in combination, handle the Life Cycle Management of cloud-
native microservices in the edge, by leveraging resource usage predictions and an optimization algorithm for 
service placement. This solution also enables the automation of service migration and scaling across the 
continuum. 

This deliverable serves as the final report on these enablers, which are integrated and deployed at EUR and KUL 
testbeds. It basically extends the initial report (D3.2) by elaborating more on the updates and improvements that 
happened during this implementation period.  
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