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Abstract—Next-generation telecommunication networks pro-
vide vast amounts of Multivariate Time Series monitoring data
during their operation. Using these data to automatically detect
anomalous system behavior is of critical importance to operators
and Internet Service Providers, in order to analyze the network
state and take mitigating actions to resolve possible faults. For
the output of this Anomaly Detection process to be trusted,
comprehensive and accurate explanations must be provided.
These explanations are essential to make critical decisions that
affect the network state. In this paper, we present a framework
that utilizes reconstruction-based Deep Neural Network models
to perform the anomaly detection task, while also using an
explainability module that provides explanations of the results.
The quality of the explanations is quantified through the use
of interpretation labels. In addition, we provide a comparative
analysis, performing Anomaly Detection on three different open-
source datasets from the mobile networking domain, while
testing multiple Deep Learning models and comparing their
performance. The presented results show that our framework
accurately detects various types of anomalies that can be present
in mobile networks, while offering the flexibility to identify and
select the model that offers the best performance for each dataset,
in both the Anomaly Detection and explainability tasks.

Index Terms—Machine Learning, Reconstruction-based Mod-
els, Explainable Anomaly Detection, DNNs, Multivariate Time
Series, Next-Generation Networks

I. INTRODUCTION

6G networks bring unprecedented complexity due to the
sheer scale and heterogeneity of underlying technologies
and orchestration domains involved, as well as the native
integration of Artificial Intelligence (AI) and Zero-Touch man-
agement. This level of complexity has created the necessity
for Deep Learning (DL) models to automate the process
of managing and monitoring the networking system during
operation [1].

One aspect of network monitoring that is highly important
is the detection of abnormal network behavior that we refer to
as Anomaly Detection (AD). AD is considered as an integral
part of automation in 6G networks, and is a prerequisite
to support self-healing workflows. In this context, AD can
include anomalies related to performance (e.g. network in-
ability to provide high-quality service due to increased load
or faulty equipment) or security [2] (e.g. malicious attacks
that aim to incapacitate the network). Operators and Internet
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Service Providers (ISPs) can utilize AD techniques based on
DL to timely identify system degradation and take mitigating
actions in order to restore the network to normal operating
conditions. References [3], [4] showcase the State-of-The-Art
(SoTA) performance achieved by DL approaches in various
AD tasks in the networking domain.

The main drawback of DL models is their black-box nature,
meaning it is challenging to comprehend the underlying
stochastic process that leads to their outputs [5]. In the case of
AD, where outputs of DL models and corresponding actions
of operators are of critical importance and highly affect
the network state, it is not acceptable to blindly follow the
model’s decisions. Thus, explanations should be provided for
these decisions, so that they can be trusted and understood.
The quality of the explanations should also be evaluated, to
guarantee they are useful to network experts that utilize them.

In this work, we focus on leveraging three Multivariate
Time Series (MTS) real-world open-source datasets to detect
anomalies in multiple operation scenarios in next-generation
networking. The detection is performed using reconstruction-
based Deep Neural Networks (DDNs), including the genera-
tive model (GM) introduced in [6], as well as a Convolutional
Neural Network Autoencoder (CNN-AE). We consider an un-
supervised learning approach, where the labels of the datasets
are only used for evaluation purposes and are not required
in the training process. We also propose an explainability
module, that utilizes the reconstruction error of the features
of each detected anomalous sample to produce explanations
in the form of reporting the features that mostly contribute
to said anomaly. The entire process is visualized and the AD
and explainability results are evaluated using dataset labels,
in order to enhance usability and trustworthiness towards the
users of the framework. As a baseline approach, we also apply
the Isolation Forest (IF) algorithm [7] to detect anomalies,
which we combine with the SHapley Additive exPlanations
(SHAP) algorithm [8], that provides feature importance expla-
nations, which can be directly compared to the output of our
explainability module. The main contributions of our paper
are:
• Proposing an explainability module that can be applied

to any reconstruction-based model to identify the most
important features that affect an anomalous output.

• Utilizing interpretation labels to evaluate the results of
the explainability task with objective quantified metrics.

• Providing a comparative analysis of different AD and
explanation techniques, testing their performance on mul-
tiple networking datasets and drawing a conclusion on



which is the most versatile approach overall.
The rest of our paper is structured as follows. In Section

II, we present related work for MTS data AD in mobile
networks, as well as Explainable Artificial Intelligence (XAI)
methods applied for explaining detected anomalies. Section III
describes our proposed methodology, including the deployed
DL models and the framework for explaining the anomalies.
In Section IV, we outline the selected datasets and present the
experimental results. Section V provides the conclusion and
future work.

II. RELATED WORK

Many researchers have recently used Deep Neural Network
(DNN) models for detecting anomalies in complex networking
systems, as they display superior performance. In this section,
we first review AD methods applied to MTS networking data.
MTS data display high dimensionality and complex temporal
relationships, thus gathering growing research attention. We
then outline works on explainable AD, that focus on provid-
ing interpretation to the anomalies identified in networking
scenarios.

In [9], the authors introduce a self-adaptive DL approach
that detects anomalies in 5G Radio Access Network (RAN). In
a two-step process, a stacked Autoencoder (AE) model swiftly
inspects network flows for anomaly symptoms and a Long
Short-Term Memory (LSTM) model collects timestamped
data and further analyzes the relationship among symptoms
to concretely identify anomalies. In [10], an LSTM Recurrent
Neural Network is used to detect anomalies in cellular mobile
networks. After training on cell Key Performance Indicator
(KPI) data, the proposed framework calculates the error
distribution using the Root Mean Squared Error metric and
generates the profile of each sample, distinguishing normal
and anomalous samples. Reference [11] proposes processing
mobile traffic traces with LSTM models to capture anoma-
lies. The mobile network information is gathered from the
LTE Physical Downlink Control Channel, which encompasses
radio scheduling details and offers the advantage of being
both unencrypted and highly detailed. The framework presents
an F1-score of 1, achieving SoTA performance. The authors
of [12] present a framework to detect anomalies in 5G
softwarized infrastructures. LSTM AEs are trained on data
of features grouped based on their layer and the detected
anomalies are traced back to their respective layer.

Continuing with works that focus on explaining detected
anomalies, [13] applies various explainability methods to
identify the root cause of Service Level Agreement violation.
A comparative analysis concludes that SHAP is the superior
method, providing comprehensive visualization and consistent
explanations. SHAP is also the selected explainability method
in [14], where it is used to explain the anomalies detected by
a sparse AE model in RAN cell traces. With the proposed
algorithm, features with high reconstruction error of each
anomalous trace are correlated to other features that affect said
reconstruction error. The authors of [15] deploy a feedback-
loop as part of a Cluster Characterized Autoencoder architec-

ture, to enhance performance by eliminating less important
dataset features and provide explanations to the user. Finally,
the methodology suggested in [16] involves integrating two
decision tree classifiers to construct interpretable AD models,
able to discern features and thresholds that characterize regular
behavior and performance anomalies.

However, these works either only focus on the AD task
without offering explanations, or provide explanations without
objectively measuring their effectiveness. To the extent of our
knowledge, this paper is the first work that provides quantified
explanations based on the reconstruction error of DL models
trained on MTS networking data, while also evaluating and
comparing the performance of multiple models.

III. METHODOLOGY

This section delves into the analysis of the components
comprising our framework, including the input data, the
reconstruction-based AD process and the proposed explain-
ability module. Furthermore, we explain how the IF and SHAP
method is implemented as a baseline technique, to then be
compared with our reconstruction-based approach. In Fig. 1,
we provide a diagram of the proposed framework, showcasing
the relation and connection between the different components,
which are analyzed in detail below.

A. Multivariate Time Series Data

In order to gain insight into the performance and behavior
of modern mobile networks, we use data collected from
devices (servers, routers etc.), applications and other various
sources to effectively monitor the system state. We analyze
the data, to detect and resolve anomalies, ensuring smooth
network operation. Since most of the data are constantly col-
lected at regular time intervals, they belong to the category of
MTS data. MTS datasets involve recording multiple features
or variables (these two terms will be used interchangeably
in the rest of the paper) over a continuous period with
specific temporal granularity, where each data point represents
measurements of all features at a certain time point. This can
be represented mathematically as:

Xt = [x1,t , x2,t , . . . , xn,t]
T , t ∈ [1, T ] (1)

where t represents discrete time points, xi,t represents the ith

variable (i = 1, 2, . . . , n) at time t, n is the total number
of variables and T is the total number of time points. There
can be complex temporal dependencies within each feature
as well as across multiple features, meaning that the value of
a variable at one time point might depend on its own past
values as well as the past values of other variables.

B. Reconstruction-Based Anomaly Detection

Recent research [17], [18] has concluded that
reconstruction-based DNNs show the best results in the
tasks of capturing the patterns in MTS data and detecting
anomalies. Any reconstruction-based model is structured
around the following processes:



Fig. 1. High-level diagram of the proposed framework

a) Encoding process: The high-dimensional time series data
are encoded into a lower-dimensional latent space repre-
sentation. The goal of the process is to extract meaningful
patterns and correlations of the data.

b) Reconstruction process: A reconstructed version of the
time series is recreated from the encoded representation.

We have selected two different variations of reconstruction-
based models to test and compare in our framework:
• First we implement a CNN-AE model, where the encoder

and decoder are composed of convolutional layers. We
select this AE variant due to its lower complexity and
computation time, while still retaining the ability to
encode complex time series.

• The second approach is the GM introduced in [6], where
hierarchical latent factors and a Markov Chain Monte
Carlo (MCMC) method [19], specifically Langevin Dy-
namics, are used to map temporal dynamics into the
latent space and sample from the latent distribution. This
model is selected as an alternative approach, with SoTA
performance and low training time when the MCMC
process is parallelized on GPU.

When used for detecting anomalies in networking data, the
model is trained on normal data, that are collected while the
system operates with no anomalies present. The goal of the
training is to minimize the loss function between the input and
the reconstructed output. The Mean Squared Error (MSE) loss
[20] is selected for training. When detecting anomalies in the
test data with the trained model, it is expected that anomalous
samples will have a higher reconstruction error, as the model
has only learned normal conditions. We also use the MSE as
the reconstruction error metric:

MSE =
1

n

n∑
i=1

(xi − x̂i)
2 (2)

where xi and x̂i are the input and reconstructed output
respectively and n is the number of features of the time series.
If the reconstruction error exceeds a specific threshold, then
the sample is labeled as an anomaly. The training and testing
are performed in an unsupervised manner and anomaly labels
are only used for evaluating the models.

C. Explainability Module and Evaluation
Reconstruction-based models possess a level of inherent

interpretability, since they are able to calculate the reconstruc-

tion error of each separate feature for every time step input
sample. We propose an explainability module that utilizes the
feature-wise calculated errors to provide feature-importance
local explanations for each detected anomaly. The top features
with the highest reconstruction error for each anomaly are re-
ported by the module as explanations, indicating the variables
that present the largest deviation from their normal values.
While the AD model normally only categorizes the network
state as normal or anomalous, the output of the module can
provide insight into a detected issue. For example, if variables
of a dataset, like CPU usage and memory usage, are reported
by the module as the top features with high error, the network
operator receiving the information can deduce that there could
be a lack of computational resources for a specific application
and take action accordingly to resolve the issue.

To extract the top features, all features are first sorted by
their errors. Then, the parameter rec error percentage is
set to define the percentage of the total error that the errors
of the top m features add up to. The list of top m features is
the provided explanation, where m is the minimum number
of the sorted features that satisfies (4):

m∑
i=1

(xi − x̂i)
2 ≥ rec error percentage

n∑
i=1

(xi − x̂i)
2

where: 0 ≤ rec error percentage ≤ 1 , 0 ≤ m ≤ n

(3)

Out of various explainable AD approaches [21], many
also focus on providing the most important features that
cause an anomalous output. However, most do not provide
a specific metric to evaluate their explanations. One typical
approach involves having domain experts rate the quality of
the explanations. This approach is not always objective, since
an explanation that appears helpful to a network expert may
not be useful to a different network expert. For objective
evaluation of the explanations, we use interpretation labels to
adapt the F1-score metric [22] as F1exp. The interpretation
labels provide the ground truth anomalous features for every
abnormal instance. We define as: a) TP exp (true positives) the
features that our module reports in the top m features while
they are also included in the interpretation labels; b) FP exp

(false positives) the features reported in the top m features
that are not included in the interpretation labels; and c) FNexp

(false negatives) the features not reported in the top m features



that are in the interpretation labels. The explainability score
F1exp is calculated as:

F1exp =
2TP exp

2TP exp + FP exp + FNexp
(4)

We iterate over the possible values of the
rec error percentage parameter, while calculating F1exp
for each iteration, and select the value that maximizes the
F1exp metric. Algorithm 1 explains the process that produces
and evaluates the explanations.

Algorithm 1: Explainability Module Process
Input: errors list: List with reconstruction errors of all features of an

anomalous sample
labels: Interpretation labels
Output: List of top m features as explanations, F1exp

1: features← argsortDescending(errors list)
2: errors list← sortDescending(errors list)
3: bestF1exp ← 0
4: for rec error percentage inRange(0.1,1,step=0.02) do
5: error , m← 0
6: while error < sum(errors list) ∗ rec error percentage do
7: error ← error + errors list[m]
8: m← m + 1
9: end while

10: top m features← features[0 : m]
11: TP exp, FP exp, FNexp ← 0
12: for feature in top m features do
13: if feature is in labels then
14: TP exp ← TP exp + 1
15: else
16: FP exp ← FP exp + 1
17: end if
18: end for
19: for feature in labels do
20: if feature is not in top m features then
21: FNexp ← FNexp + 1
22: end if
23: end for
24: F1exp ←

2TPexp
2TPexp+FPexp+FNexp

25: if F1exp > bestF1exp then
26: bestF1exp ← F1exp

27: bestTop m features← top m features
28: bestRec error percentage← rec error percentage
29: end if
30: print (bestF1exp, bestTop m features)
31: saveCSV (bestF1exp, bestTop m features,

bestRec error percentage)
32: end for

D. Isolation Forest + SHAP

The SHAP algorithm [8] is used for explaining the output
of machine learning models, providing insight into the con-
tribution of each feature to the model’s predictions. Based on
the game theory concept of Shapley values, an importance
score is calculated for each feature, indicating how it affected
the prediction for a specific input instance. We directly apply
SHAP to the IF [7] algorithm, a model for AD that functions
by identifying and separating outliers within a dataset. IF has
been proven as an efficient model, requiring low training time
and computational resources. According to the importance
values provided by SHAP, the most important features leading
to identifying an instance as anomalous can be distinguished.
Thus, the SHAP output is directly comparable to the output
of the explainability module and the F1exp metric can be
calculated following the same process. Evaluating both ap-
proaches further enriches the following comparative analysis,

presenting results on the AD task and the quality of the
explanations.

IV. DATASETS AND RESULTS

In this section, we first outline the datasets used to test our
framework. Then, we present the experimental setup and the
hyperparameters selected for each model. Finally, we provide
and discuss the experimental results.

A. Datasets and Preprocessing

The models are tested on three open-source datasets from
the telecommunications and networking domains. We select
three different datasets to evaluate the performance of our
framework on different types of anomalies that can appear
in various scenarios during the operation of mobile networks.
Such anomalies may include high resource consumption or
lack of CPU or memory resources, unusual traffic volume,
and malicious attacks aiming to incapacitate the network. The
following datasets contain the types of anomalies mentioned:

a) Server Machine Dataset (SMD): The SMD [23] is widely
used for benchmarking the performance of AD algo-
rithms. It consists of MTS metrics monitoring the func-
tion of server machines. While the metrics are unnamed,
they include memory and CPU usage, network traffic and
other system parameters. The dataset includes 38 differ-
ent features measured for 28 different server machines.

b) Telco Dataset: The Telco dataset [24] comprises of 12
metrics collected for seven months from a mobile ISP.
The exact types of metrics are not specified, however
they include typical data measured at mobile ISPs, like
traffic volume and number of calls.

c) NCSRD-DS-5GDDoS Dataset: The 5GDDoS dataset
[25] is collected from a 5G testbed formed by two cells
and nine UEs connected to the same core network. It
includes Distributed Denial of Service (DDoS) attacks
that are performed by eight UEs, while one benign UE
continuously streams normal video traffic. We consider
the attacks as the anomalous events to be detected, while
part of the normal operation is used for training the
models. Out of the available metrics of the dataset, we
select features that are suggested to be connected with
abnormal user behavior. In the preprocessing stage, con-
stant variables, variables with a high number of missing
values and highly correlated features are removed. The
final dataset contains 14 features, which we normalize.

Table I shows a basic description of each dataset. Anomaly
labels, which are used to evaluate the performance on the AD
task, are available for all datasets. Interpretation labels, used
to evaluate the explanations, are available for the first two
datasets.

B. Experimental Setup

The selected architecture for the CNN-AE model consists
of an input layer, five convolutional hidden layers of 64-32-
16-32-64 neurons and an output layer. Dropout is set at 0.2
for SMD and 0.4 for the other two datasets. The activation



TABLE I
DATASET DESCRIPTION

Dataset Features Anomaly % Anomaly
Labels

Interpretation
Labels

SMD 38 4.16 ✓ ✓
Telco 12 1.0 ✓ ✓

5G-DDoS 14 0.93 ✓ ✗

function is the rectified linear unit (ReLU) and the selected
optimizer is Adam [26] with a learning rate of 0.001. The
early stopping method is also applied to avoid overfitting.

For the GM we select a hierarchical structure of [1,4] for the
SMD, [1,2] for the Telco dataset and [1,6] for the 5GDDoS
dataset, while the rest of the hyperparameters are the ones
reported in [6]. We also apply early stopping for this model.
For IF, the contamination parameter is set according to the
anomaly ratios of Table I for each dataset.

C. Results

The metric we select to evaluate the AD performance is the
F1-score, while for evaluating the explainability we calculate
the proposed F1exp metric for the datasets that contain
interpretation labels. For the reconstruction-based models,
the reconstruction error threshold by which we characterize
predictions as anomalous or normal, is calculated via a
grid search process. We calculate the F1-score for different
threshold values and select the threshold that optimizes the
F1-score. The Point Adjustment (PA) technique [27] is also
applied. According to PA, we consider that a model correctly
detects an anomaly if at least one time point contained in this
anomaly is successfully detected.

Fig. 2 presents an example of the visualizer output of the
CNN-AE model for the first server of the SMD dataset. Our
framework provides visualization of the reconstruction errors
of all input samples, while the samples detected as anomalies
are marked in red. The anomaly labels are also depicted with
the detected anomalies, so that it is easier to perceive which
ground-truth anomalies have been correctly identified.

The evaluation metrics for the tested datasets and models
are reported in Table II. For the SMD, the metrics are calcu-
lated for all 28 servers and the average values are reported.
The F1exp is calculated for the correctly detected anomalies
and for the datasets that include interpretation labels. The
best top m features are reported and saved in CSV files

TABLE II
COMPARATIVE ANALYSIS RESULTS

Dataset SMD Telco 5G-DDoS

Model

Metrics
F1 F1exp F1 F1exp F1

GM 0.92 0.67 0.65 0.60 0.84
CNN-AE 0.94 0.65 0.57 0.51 0.79

IF + SHAP 0.84 0.42 0.43 0.39 0.72
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Fig. 2. Visualization of the anomalies detected by the CNN-AE model for the
first server of the SMD dataset. In the anomaly labels plot, normal samples
have a value of 0 while anomalous samples have a value of 1.

as explanations, so that they are available for further analysis.
The rec error percentage values that give the most accurate
explanations are a) 0.88 and 0.87 for the SMD and b) 0.84
and 0.88 for Telco, for the GM and CNN-AE respectively.

We can see that both reconstruction-based approaches out-
perform the IF and SHAP method. Moreover, the results
indicate that a specific model does not always perform better
on both the AD and explainability tasks. For example, the
CNN-AE achieves higher AD performance on the SMD, while
falling slightly behind in explainability compared to the GM.
Our framework offers the flexibility of testing any reconstruc-
tion model and selecting the one that is more appropriate for
a specific networking AD scenario and dataset, while taking
into account the importance of accurately detecting anomalies
and also providing high quality explanations. An interesting
result of the analysis is that, even for very high AD scores,
as is the case for the SMD, the explainability scores are not
equally high. This indicates the difficulty of identifying the
exact features that are affected by an anomalous event.

As the F1exp for the 5G-DDoS dataset cannot be cal-
culated due to the lack of interpretation labels, we set the
rec error percentage at 0.85 and compare the top reported
features for the first detected DDoS attack, which can be
seen in order of importance in Table III. The most important
features appear to be pdn internet dl and pdn internet ul,
which are reported by all models. Even though our framework
can still provide explanations without access to interpretation
labels, it is challenging to pinpoint which model offers the
most trustworthy and accurate explanations without a specific
metric. This highlights the importance of high-quality net-
working datasets with thorough labeling, that can be used to
assess any explainable AD approach.

V. CONCLUSION AND FUTURE WORK

This work showcased a framework to detect anomalies
in networking scenarios by using MTS monitoring data.



TABLE III
TOP ANOMALOUS FEATURES FOR 5G-DDOS FIRST ATTACK

Model Top Anomalous Features
GM pdn internet dl, pdn internet ul, 5gs registration reject

CNN-AE 5gs registration reject, pdn internet dl, pdn internet ul
IF+SHAP pdn internet dl, pdn internet ul, ng setup request

Reconstruction-based DNN models are integrated with an ex-
plainability module, that provides explanations in the form of
the most important features linked to each detected anomaly.
A comparative analysis showed that reconstruction-based
models are capable of detecting various types of abnormal-
ities, including server issues, increased traffic volume and
networking attacks, while also outperforming approaches like
IF.

The trustworthiness and accuracy of the explanations are
also evaluated with the F1exp metric, which is one of the
outputs of the explainability module. Our analysis provides
benchmarks that indicate the quality of explanations derived
from SoTA AD models used in modern telecommunication
networks. The proposed framework is an automated explain-
able AD solution, capable of reducing the resources and
time required, when the fault diagnosing task is performed
manually in complex networking systems.

Future work will be focused around creating a MTS dataset
by monitoring the performance of applications running on
a 6G experimentation facility. Anomalies will be injected
and thoroughly labeled, with both anomaly and interpretation
labels. Testing our framework on this dataset can provide
valuable insight into how effective and trustworthy DL models
can be, when utilized for automating the fault detection and
troubleshooting process in highly complicated 6G network
architectures.
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[9] Maimó, Lorenzo Fernández, et al. ”A self-adaptive deep learning-based
system for anomaly detection in 5G networks.” Ieee Access 6 (2018):
7700-7712.

[10] Al Mamun, SM Abdullah, and Mehmet Beyaz. ”Lstm recurrent neural
network (rnn) for anomaly detection in cellular mobile networks.”
Machine Learning for Networking: First International Conference, MLN
2018, Paris, France, November 27–29, 2018, Revised Selected Papers
1. Springer International Publishing, 2019.

[11] Trinh, Hoang Duy, Lorenza Giupponi, and Paolo Dini. ”Urban anomaly
detection by processing mobile traffic traces with LSTM neural net-
works.” 2019 16th Annual IEEE International Conference on Sensing,
Communication, and Networking (SECON). IEEE, 2019.
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