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Abstract—Machine Learning (ML) models integrated
into future 6G network architectures are anticipated to
address the demanding task of Anomaly Detection (AD)
at the Radio Access Network (RAN). A challenging but
essential aspect of this task is forecasting anomalies
ahead of time, aiming to enable automated interventions
to proactively prevent or mitigate service degradation.
To address this challenge, we propose an Explainable
Anomaly Prediction (XAP) framework, that combines a
time series forecasting Long Short-Term Memory Encoder-
Decoder (LSTM-ED) model, and an Isolation Forest (IF)
anomaly detector whose output is interpreted using the
SHAP algorithm. The framework is evaluated using a real-
world dataset containing RAN Key Performance Indicators
(KPIs) collected from a User Equipment (UE) device. The
results validate the effectiveness of our framework in
predicting RAN anomalies and identifying the specific
KPIs linked to each predicted anomaly.

Index Terms—6G Networks, O-RAN architecture, Time
Series Forecasting, Anomaly Detection, Explainable AI

I. INTRODUCTION

6G networks bring constantly increasing complex-
ity, due to the strict service requirements and the
growing number of connected devices that will need
to be supported. A major aspect of the transition from
5G to 6G networks is the need for native integration
of Artificial Intelligence (AI) and Machine Learning
(ML) models. AI-driven intelligent networks offer the
capability of adjusting the network to ensure optimal
functionality [1]. The Open Radio Access Network
(O-RAN) architecture [2] offers a flexible solution to
deploy ML modules that control the behavior of the
RAN and can automatically detect and resolve abnor-
malities. Specifically, the O-RAN Anomaly Detection
(AD) use case [3] showcases the importance of collect-
ing Key Performance Indicator (KPI) data from User
Equipment (UE) devices connected to the network
and analyzing them to detect service degradation. ML
models trained on the collected data can identify the
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type of anomaly and request a reconfiguration of the
network, aiming to resolve the issue.

One major challenge of AD at the RAN is pre-
dicting anomalies before they actually occur so that
automated actions can be taken to prevent or re-
duce service degradation. To tackle this challenge,
this work proposes a novel Explainable Anomaly Pre-
diction (XAP) framework that detects possible future
anomalies based on the predicted values of selected
KPIs collected from UEs. The detected anomalies are
then explained using the SHAP algorithm [4].

The main contributions of our paper are:
• We propose a Long Short-Term Memory Encoder-

Decoder (LSTM-ED) model that predicts future
values of key KPIs based on their past values.

• We utilize an Isolation Forest (IF) model [5] that
receives the predicted KPIs as input and detects
possible future anomalies.

• We provide SHAP-based explanations that re-
veal the KPIs primarily related to each detected
anomaly, thus offering valuable insight to oper-
ators regarding the output of the models, while
also ensuring trust for both operators and users.

• We use real-world UE data to evaluate our frame-
work and present results demonstrating the effi-
cacy of the predictions.

The rest of our paper is structured as follows:
Section II outlines state-of-the-art approaches that
utilize RAN KPIs to detect abnormalities and optimize
service quality. Section III describes the components
of the XAP framework. In section IV, we evaluate
our approach and present the experimental results.
Finally, section V provides future research directions
and concludes the paper.

II. RELATED WORK

Many researchers have recently applied ML to
predict RAN KPIs, detect abnormalities and improve
service quality. In [6], the authors used a seasonal
Auto-Regressive Integrated Moving Average model to
predict DownLink (DL) Physical Resource Block (PRB)
utilization, availability of PRBs and DL traffic, three
network cell KPIs that they find to affect UE DL
throughput. A neural network regression model was
then used to predict DL throughput. The Root Mean
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Fig. 1. High-level diagram of the XAP framework

Squared Error (RMSE) was under 3.6 Mbps, improving
the efficiency of the mobile network planning process.
The authors of [7] proposed a framework that com-
bined LSTM and Support Vector Machine (SVM) to
predict Radio Link Failure. The LSTM predicted UE
Reference Signal Received Power (RSRP), Reference
Signal Received Quality (RSRQ), Channel Quality In-
dicator (CQI), and Power HeadRoom (PHR), while the
SVM classified the connection status based on the
four KPIs, achieving an accuracy of 0.98.

The work in [8] provided a comprehensive bench-
marking analysis of various ML methods applied to
the O-RAN AD use case dataset. The models were
trained to classify normal and abnormal users, based
on network KPIs. IF and Random Forest were the two
models found to be most effective overall. In [9] a
two-stage method for traffic steering was proposed.
An SVM model classified UEs with high and low
throughput and an ensemble LSTM predicted the
throughput that could be achieved after a handover.
This approach was evaluated with an O-RAN system
simulator and was found to improve throughput dis-
tribution across cells.

However, these works mostly use simple forecasting
models and predict a small number of KPIs, while
also failing to provide an interpretation of the models’
outputs. In this work, we utilize a more complex
LSTM-ED model to improve the predictions of future
sequences of a multitude of UE-reported KPIs. At the
same time, SHAP explanations provide insight into the
framework’s output.

III. EXPLAINABLE ANOMALY PREDICTION FRAMEWORK

The aim of the XAP framework, as already dis-
cussed, is to detect network service deterioration by
utilizing predicted future values of KPIs that affect the
service quality of UEs. Fig. 1 presents a high-level

diagram of the framework, outlining each different
building block. In this section, we provide a detailed
analysis of all components.

A. Dataset and Preprocessing

In the O-RAN architecture, data collection and pre-
processing can be performed at the Non-Real Time
RAN Intelligent Controller (Non-RT RIC), while the
Near-RT RIC monitors radio conditions at a UE level
and is responsible for the deployment and retraining
of ML models to detect and prevent abnormal events
[2]. While our framework can directly be adapted
to this architecture, in this work we use the offline
dataset presented in [10] for training and evaluation.
The dataset is composed of radio metrics reported
by a UE running streaming and downloading appli-
cations in two mobility scenarios, static and driving.
The time series data are collected with a granularity
of 1 second. Most samples are collected during 5G
connection, while there are fewer samples of 4G
connection and very few cases where the connection
deteriorates to 3G or worse.

Out of all the collected KPIs, we select eight differ-
ent metrics to be predicted by the LSTM-ED. Three
metrics are mobility related (Latitude, Longitude and
Speed), while five metrics are channel quality indi-
cators and include RSRP, RSRQ, CQI, Signal-to-Noise
Ratio (SNR) and Received Signal Strength Indicator
(RSSI). The definition and importance of each KPI are
thoroughly analyzed in [10].

During the data preparation stage, we process the
data to be used as input for the forecasting model. We
use the spline interpolation method [11] to estimate
missing values in the dataset, as we find this approach
produces slightly better results when compared to
simply removing any missing values. The data are
then normalized in the range [0,1]. Finally, we split



the data into time sequences, where each sequence
consists of the number of past time steps (denoted as
P ) that the model uses to predict a future sequence
consisting of F next time steps. The step between
sequences is 1, so each sequence begins and ends
1 time step after the start and end of the previous se-
quence, respectively. This method enables the model
to learn temporal patterns between past and future
data during training.

B. LSTM-ED Model

LSTM networks [12] have been widely used for
time series forecasting as an improvement over Re-
current Neural Networks (RNNs). In addition to the
hidden state of RNN, LSTM cells possess a cell state,
which stabilizes the computation of the gradient to
avoid the exploding or vanishing gradient problem,
while also allowing the network to capture long-term
dependencies. In this work, we use a sequence-to-
sequence stacked LSTM-ED that is composed of an
Encoder (E) with two stacked LSTM layers and a
symmetrical Decoder (D). As seen in Fig. 1, the inputs
of the model are the sequences constructed in the
data preparation phase. Each input sequence is of
shape (P , features) where the features are the eight
metrics to be predicted. Each output sequence is of
shape (F , features). During training, the shape of the
total input is (sequences, P , features) where the first
dimension is the total number of sequences that were
derived from the input data. We use the Keras API
[13] to construct and train the LSTM-ED. The Adam
optimizer [14] and Mean Squared Error (MSE) loss
are selected for training. The activation function for
all LSTM layers is the hyperbolic tangent (tanh). The
internal architecture of the model and interaction
between the layers is formed as follows:

• Encoder LSTM Layer 1: Receives an input se-
quence of P time steps and outputs the hidden
states for all time steps (h1al l ), as well as the last
hidden state h1l ast and the last cell state c1l ast .

• Encoder LSTM Layer 2: Receives h1al l as input
and outputs the last hidden state h2l ast and the
last cell state c2l ast .

• Repeat Vector: Repeats h2l ast a number of times
equal to F , so that the final output of the decoder
can be a sequence of the desired length F . The
output of the Repeat Vector is used as input for
the first LSTM layer of the decoder.

• Decoder LSTM Layer 1: Receives the output of
the Repeat Vector as input. The initial state of this
layer is set as h1l ast and c1l ast , as its function
is to decode the first LSTM layer of the encoder.
This layer outputs the hidden states for all input
time steps (h1_decoderal l ).

• Decoder LSTM Layer 2: Receives h1_decoderal l

as input and its initial state is set as h2l ast

and c2l ast to decode the encoder’s second LSTM
layer. This layer returns the hidden states for all
input time steps, denoted as h2_decoderal l .

• Time Distributed and Dense Layers: The Time
Distributed layer’s input is the hidden states
h2_decoderal l , which have a three-dimensional
shape of (none, F , units), where the third dimen-
sion is the number of units of the last LSTM layer.
The Time Distributed layer applies to its input a
Dense (fully-connected) layer, with a number of
units equal to the number of features we want to
predict. The final output has a shape of (none, F ,
features), where (F , features) is the desired shape
of each output sequence, as also explained in
the previous subsection. It is important to note
that in the training process the ’none’ dimension
has a size equal to the batch size that has been
selected, while during inference it has the size of
the number of sequences to be predicted.

C. IF Anomaly Detector

IF is an unsupervised decision-tree-based algorithm
[5] mainly used for outlier detection. We utilize IF
to detect abnormal KPI values in the predicted time
series data sequences, to identify future service quality
degradation or abnormal UE behavior.

In most cases, labeling the collected RAN KPI
data as normal or anomalous can be a tedious and
resource consuming process. The dataset used for
evaluation in this work is also unlabeled. Supervised
ML AD models are limited by the need for labeled
data, while in contrast the selection of IF allows us
to classify normal and abnormal samples in an unsu-
pervised manner, adding versatility to our framework.

Another advantage of IF is the ability to process
multidimensional inputs, while also being compu-
tationally efficient. This is especially important in
the case of O-RAN deployment, where ML models
deployed at the Near-RT RIC need to be as efficient
as possible due to the near-real-time requirements.
In our framework, the IF anomaly detector receives
an input of shape (timesteps, features) and identifies
each time step sample as normal or anomalous. For
example, when applied to a real-time scenario, IF
detects future anomalies in the sequence of shape (F ,
features) predicted by the LSTM-ED, as depicted in
Fig. 1.

D. SHAP Explainer

One shortcoming of the AD process is the lack of ex-
plainability or transparency as there is no information
on which features directly affect or cause a detected



TABLE I
RESULTS FOR LSTM-ED

Feature Min Max MAE (F = 10) MAE as % (F = 10) MAE (F = 30) MAE as % (F = 30)

Longitude -8.57156 -8.35321 0.0022 1.00% 0.0038 1.74%
Latitude 51.8723 51.9556 0.0008 0.96% 0.0012 1.44%

Speed (km/h) 0.0 105.0 1.937 1.84% 2.922 2.78%
RSRP (dBm) -200 -48 3.957 2.60% 4.681 3.07%
RSRQ (dB) -26 7 1.442 4.36% 1.831 5.54%
SNR (dB) -30 35 4.298 6.61% 4.825 7.42%

CQI 0 15 0.846 5.64% 1.294 8.62%
RSSI (dBm) -113 -31 1.928 2.35% 2.617 3.19%

anomaly. To overcome this issue, we use the SHAP
algorithm [4] to explain the output of the IF model.
SHAP is based on the concept of Shapley Values,
a concept mainly found in game theory. Through
SHAP’s explainer module, we calculate and visualize
an importance score for each feature, showing its
impact on the prediction for a specific input instance.
Based on these importance values, the key features
responsible for classifying an instance as anomalous
can be determined. The provided explanations are
important for operators to understand and trust the
decisions of models deployed for RAN optimization
and for users to also improve trust and ensure fair-
ness. Additionally, the SHAP output can be used to
link detected anomalies with automated mitigating
solutions. For example, if the RSRQ metric has the
highest impact on an anomaly, it could indicate that
signal quality is low and a handover can be triggered
to improve connection quality.

IV. EVALUATION AND RESULTS

This section presents the evaluation of the pro-
posed framework along with the experimental results.
We merge all samples of the driving scenario into a
combined dataset, which we preprocess as explained
in section III-A. The driving scenario offers higher
complexity, as the UE is constantly moving, which
makes predicting future metrics more challenging.
The resulting dataset contains 94663 total time step
samples and is used for all evaluation purposes.

A. LSTM-ED Evaluation and Results

To evaluate the performance of the LSTM-ED, the
dataset is split into training and testing sets with a
0.8/0.2 train/test split and then each set is further
divided into past and future sequences for training
and testing, as also analyzed in sections III-A and
III-B. After hyperparameter tuning, the model with
the best performance is composed of 100 units for
each LSTM layer. The model is trained for 50 epochs
with a batch size of 32. The learning rate for the
optimizer is set at a starting value of 0.001 and

decreases after each epoch. We use 60 previous time
step samples (P = 60) to predict the future sequences
and conduct experiments for predicting sequences of
10 and 30 future samples. We use the Mean Absolute
Error (MAE) metric to evaluate the trained model on
the test dataset. The MAE is defined as the difference
between predicted samples and their ground-truth
value, where n is the number of test samples:

M AE = 1

n

n∑
i=1

|Pr edi ctedi −Tr uei | (1)

Table I summarizes the results for both cases of F = 10
and F = 30 and also includes each feature’s minimum
and maximum values in the dataset. The MAE is
calculated for each feature separately and is expressed
in the same unit of measure as each respective feature.
We also express the MAE as a percentage adjusted to
the difference between the minimum and maximum
values for each feature, since this approach offers
a better representation of the magnitude of error
between the true and predicted values. As expected,
the predictions are superior for F = 10 and slightly
deteriorate when the size of the predicted sequence
is increased.

B. IF Anomaly Prediction Evaluation and Results

We use the Scikit-learn Python library [15] imple-
mentation of IF and set the parameters as 200 estima-
tors and the default contamination rate. The IF model
is trained and tested on the same training and testing
samples used for the LSTM-ED, without converting
them to sequences. To evaluate its performance in
predicting future anomalies, we also test IF on the
dataset composed of the predicted samples. Thus, IF
is tested twofold, using the true test samples and
using the samples predicted by the LSTM-ED.

We calculate the Precision, Recall and F1-Score
metrics between the anomalies detected on the true
and predicted samples, as in (2), (3) and (4) respec-
tively. True Positives (TP) is the number of samples
that are detected as anomalous on both the true
and predicted datasets, False Positives (FP) is the



number of samples detected as anomalies only on
the predicted dataset and False Negatives (FN) is the
number of samples that were detected as anomalies
in the ground-truth dataset but were not identified
as anomalies in the predicted dataset. These metrics
allow us to evaluate how effective the model is in the
anomaly prediction process, where abnormalities are
detected in future time steps.

Pr eci si on = T P

T P +F P
(2)

Recal l = T P

T P +F N
(3)

F 1−Scor e = 2∗Pr eci si on ∗Recal l

Pr eci si on +Recal l
(4)

TABLE II
ANOMALY PREDICTION RESULTS

Metric F=10 F=30

Precision 0.9457 0.8829
Recall 0.8241 0.7280

F1-Score 0.8807 0.7981
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Fig. 2. Example of SHAP plot to provide the local explanation for a
randomly selected anomaly. The features with high negative scores
affect the IF model toward predicting the samples as anomalous.

The same process is repeated with the predicted
datasets for F = 10 and F = 30 and the results are
presented in Table II. The model achieves an F1 score
of 0.8807 when tasked with predicting anomalies in
the next 10 time steps, as the predicted KPI values
are also more accurate when forecasting shorter se-
quences. When the prediction horizon of the anomaly
prediction task increases, the F1 score drops to just
under 0.80.

C. SHAP Results

The TreeExplainer module of the SHAP Python
library is utilized to explain the anomalies predicted

by the IF model. Typically, features need to be inde-
pendent to calculate the Shapley Values accurately.
However, most RAN KPIs are correlated, according
to their definitions by ETSI and 3GPP [16]. Thus,
we apply interventional feature perturbation to the
TreeExplainer, as presented in [17]. This approach
accounts for any correlation between features and
produces accurate importance scores for each feature.

Fig. 2 depicts the SHAP plot for a randomly selected
anomaly with a duration of around 60 time steps. This
anomaly was detected by IF both on the real and
predicted datasets and the plot is generated based on
the detection on the predicted dataset. Features with
negative Shapley Values affect IF toward predicting the
samples as anomalous. The KPIs with high negative
Shapley Values are RSRQ, SNR, RSRP and CQI. Fig. 3
depicts the real and predicted values (calculated for
F = 30) of these four KPIs for 1000 time steps. The
predicted values exhibit a high degree of proximity
to the actual values, visualizing the effectiveness of
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Fig. 3. Real and Predicted KPI values for a time-frame of 1000
samples. The grey area corresponds to an anomaly predicted by
the IF model.



the LSTM-ED forecasting. The anomalous region ex-
plained by SHAP is also included, marked in grey. It is
apparent that in the anomalous region, the depicted
KPIs exhibit low values that are typically linked with
poor network connection quality. Consequently, the
classification of these samples as network anomalies
by the IF model, along with the identification of
the top anomalous features reported by the SHAP
explanations, are both validated.

V. CONCLUSION AND FUTURE WORK

In this work, we proposed an XAP framework to
predict RAN anomalies based on future KPI values
forecast by an LSTM-ED model. We showcased the
effectiveness of our approach through the MAE metric
for the forecasting task, while we also achieved an F1-
Score of 0.8807 in the anomaly prediction task. Finally,
the SHAP algorithm was implemented to provide
explanations for each anomaly and reveal the KPIs
directly linked with low-quality service.

Future research will be focused on O-RAN deploy-
ment of our framework at a 6G experimentation facil-
ity to evaluate its performance in real-time conditions.
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