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Abstract—Parallel to the evolution of recent trends in the
cybersecurity industry and the increase of cyberattacks in
the last few years, there is renovated interest on the appli-
cation of software-defined techniques to enforce best secu-
rity practices, such as in the Software-Defined Perimeter
specification and the Zero Trust architectures. This work
proposes a software-defined network segmentation and
access control framework aligned with these principles.
This solution captures minimal security requirements from
testbed operators to establish ad-hoc, isolated connectivity
and access control for end-users (experimenters) interact-
ing with exposed endpoints from the exposed services in the
cloud testbeds. The elicited architecture, design decision
and initial implementation are introduced.

Index Terms—software-defined perimeters, zero trust,
intents, policies, network segmentation, access control

I. INTRODUCTION

Securing the organisations’ networks has usually re-
lied on protecting their boundaries (perimeter) — possibly
as a reflection of traditional physical defences. The
exception to this are highly secure environments, where
multiple layers of different security controls (i.e. defence
in depth) are combined to provide more stringent secu-
rity. With the increased availability of tools, techniques
and criminal offer, cyberattacks diversified to target also
less known, smaller organisations; prompting these to
adopt an enhanced security posture.

In this sense, theoretical approaches fostered
widespread adoption of challenging the traditional
perimeter-based security, moving beyond it (e.g. network
deperimeterisation and segmentation) and including
different degrees of trust and combined security layers.
These have been publicly discussed at least from mid
2000s [1], with multiple implementations offered by
the cybersecurity industry. One example is Software-
Defined Wide Area Network (SD-WAN); becaming
dominant around mid 2010s and primarily focused on
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seamless interconnecting different branches of large
companies. However, hardening its security required
extra steps in each of its planes and was better integrated
later on to catch up with the rise of other architectures,
technologies and frameworks. One of such frameworks
is Secure Access Service Edge (SASE), from the late
2010s; where comprehensive identity management
was a major pillar to secure the WAN. In parallel to
SD-WAN and SASE, Gartner introduced in 2010 the
Zero Trust (ZT) concept [2] to move beyond traditional
network architecture assumptions; decentralising
the control plane and incorporating security by
design. Its tenets refer to strictly segmented networks
(e.g. through gateways), distributed processing and
coordinated, unified management. These principles were
implemented by Google in mid 2010s’ (BeyondCorp)
[3] as a response to Advanced Persistent Threats
(APTs) cyberattacks; and refined since [4]. With this,
finer access controls and detailed accountability of
entities accessing the resources allowed to reach a
more stringent, fine-grained and unified corporate
security than the coarse access delivered by the default
Virtual Private Networks (VPNs) that served as the
boundary to the organisation’s facilities. Besides grey
literature, academy also contributed with evaluations
and extensions since mid 2010s [5]; where it remains
an active research topic.

The proposed work (part of SNS JU 6G-BRICKS)
combines Intent-Based Networking (IBN) [6], Software-
Defined Perimeter (SDP) and ZT architecture to deliver

« high-level, specification-compliant security require-
ments to facilitate input from operators;

e architectural components acting as gateways that
offer built-in network segmentation, fine-grained
and identity-bound access control; and

o on-demand establishment of secured tunnels to
access protected resources in a domain.



Core tenets from ZT and SDP and best practices (e.g.
temporary fine network segmentation and minimal ac-
cess control) are adopted and implemented with the
support of private cloud orchestration and other open-
source frameworks.

The remainder of this paper compiles relevant State
of the Art (SotA) in Section II and contributes its
architecture (Section III), design and initial implemen-
tation (Section IV). Conclusions and future work are
summarised in Section V.

II. RELATED WORK

The proposed framework intersects different lines of
work. One of these is the modelling and transformation
of security requirements as intents and policies. Another
one is the implementation of specifications and architec-
tures, along with the deployment of security mechanisms
to deliver the expected network segmentation and access
control functionalities.

A. Modelling of security requirements

In IBN and traditional network management, the
system operator inputs desired security requirements to
be met by the system. This input is, for IBN, a sort of
high-level security policies that gather data in a con-
cise, simple semantic representation. On the other hand,
security policies are more comprehensive and domain-
specific; used in the internal transformation process. The
current work (part of 6G-BRICKS) contains a security
intent modelling from the requirements of each testbed
operator. The intent is simplified by assuming e.g. a
single role ("operator”) and domain per operator, unique
entities across domains or data registries with data from
all involved components, clients or security controls.

Most SotA on modelling general-purpose and
security-specific requirements (e.g. intents, policies) is
influenced by industry and academia. Intent modelling
primarily focuses on general purpose applications, while
policy modelling spans multiple domains, e.g. security
through firewall configuration. Specifications, reports,
and research evaluations from Standards Development
Organisations (SDOs) all express such modelling. Table
I provides a summary of contributions based on the
detail of requirements and their origin.

Table I: Contributions from security SotA

Source of the contribution

Requirement detail ~SDO Academia

Intent [71 [8T 9T 10T [11]  [13]
[12]

Policy [14] [15] [16] [17] [18] [19] [20]

A common consideration for intents and policies
is that of conflict detection. Initiatives like [18], and
others from Table I, provide a holistic approach into
the SotA security intent architectures and, among these,

on disagreement mitigation techniques. In order to de-
liver security services in multi-layer IP, Ethernet and
optical networks, a SecaaS intent-based architecture was
implemented in [19]. Others explore IBN for Software-
Defined Networks (SDN) and combined with blockchain
[20]; proposing the I2NSF platform’s multi-layered
architecture with security capabilities, integrating an
intent-driven security management mechanism. This of-
fers flexibility and minimal impact on SDN, enabling
automated network security management and network-
level snapshots.

The SotA offers features that can be partially adopted
by the security policies in 6G-BRICKS; such as these
implementing access control via Attribute-Based Ac-
cess Control (ABAC) and Role-Based Access Control
(RBAC), or targeting specific domains like Network
Function Virtualisation (NFV). Besides, and while 6G-
BRICKS’s security intents and policies will adopt some
of these, one of the project’s goals is to develop conflict
detection algorithms that are more agnostic to architec-
tures, paradigms or specific domains in which policies of
all kinds are applied; such as access control or network
protection in the security domain. The adequacy of such
algorithms will be assessed at one or more steps of the
security requirements; i.e. from the security intent to the
translated and enriched security policies.

Some of the available contributions on policy evalu-
ation and enforcement are described below.

1) Intents: Different intent frameworks were pro-
posed by SDOs to handle the general needs of the
networks in an easier manner. With RFC9315 [7], the
Internet Engineering Task Force (IETF) summarises a
common intent framework, accounting for the different
processing stages in the intent life cycle management,
from its provision and enactment to its validation and
monitoring. The intent syntax is deliberately left out, as
it is domain-specific. In that sense, one of the authors
had contributed the Nile intent definition language [13];
whose grammar is based on the Extended Backus—Naur
form (EBNF) and allows modelling generic network
constructions through middleboxes, endpoints; among
others, and validated in an NFV-capable environment.
In general, intent (and policy) grammar tends to be clas-
sically expressed in EBN; and otherwise using YANG
or TOSCA as modelling languages [21] for generic
network management, e.g. either directly configuring
network devices or using NFV or other cloud en-
vironments. The Intent-Driven Autonomous Networks
(IDAN) [8] architecture is another SDO-driven initiative,
from the Tele Management Forum (TMF). It delivers a
comprehensive suite of specifications for generic intents
used to manage networks; from intent syntax [9] to
involved entities, life cycle management and interfaces
[11]. Compared to others, TMF IDAN delivers both
an intent framework and generic syntax. Although not
aligned with common modelling languages (e.g. YANG



or even YAML) but on a representation of the Resource
Description Framework (RDF) in the form of the Terse
RDF Triple Language (Turtle); this syntax is backed by
an SDO and was previously assessed within the IDAN
project. TMF IDAN is thus selected as the generic intent
syntax for all domains in 6G-BRICKS (e.g. Compute
Continuum, secured framework). This work extends
its syntax to cover cybersecurity-specific properties to
better model the SDP and ZT setup.

2) Policies: Policies have been traditionally mod-
elled with Condition-Action or Event-Condition-Action
(ECA) structures. Some general purpose ECA-based
policies are given by Ponder2 [22] and by IETF Sim-
plified Use of Policy Abstractions (SUPA) [23], propos-
ing data structures for common network management
operations. In the security domain, some ECA exam-
ples are Ponder [24], offering a wide range of generic
security actions; and FURZE, a Risk-Adaptive Access
Control (RAdAC) for ZT environments [25] that is
implemented through firewalls (with custom policies
expressed in EBNF) and access control (with Extensible
Access Control Markup Language or XACML-based
attributes, events and sessions). Besides ECA, other poli-
cies based on the Observe, Orient, Decide, Act (OODA)
and Match-Establish-Decide-Act (MEDA) loops [26] are
motivated by the adoption of Self-Organising Networks
(SON) and their inherent need for monitoring and dy-
namicity.

Since this work targets a subset of security features
(network connectivity and access control setup), adopt-
ing and implementing a full-fledged policy syntax and
engine is not efficient. Instead, a more syntactically
bound approach (e.g. FURZE, Nile) can be more ad-
equate. However, custom grammars that do not rely on
commonly used formats in network environments pose
challenges on maintenance and interoperability. Thus,
common formats used in telecommunication and cloud
environments such as YANG or YAML will be favoured.

B. Network segmentation approaches

Besides industry approaches from Section I, software-
defined architectures and network segmentation were
revisited to incorporate security best practices at design
stage. Principles such as least privilege and need to know
were adopted to identify and attest connecting clients
and securely establishing separate, transient connections.

Aligned with microsegmentation approaches, the
Cloud Security Alliance (CSA) proposed by mid 2010s
the SDP specification [27], later revisited in early 2020s
[28]. This approach incorporates first (i) identity verifi-
cation through an authorisation packet and (ii) device
attestation for any connecting client, disregarding its
type or location; along with (iii) deploying perimeters
as needed to isolate one or more services running in
unsecured networks. To that end, it proposes a control
plane with SDP Controllers to grant or deny connections

based on (i) and (ii), and capable of instructing the SDP
Hosts in the data plane to (iii) accept only the explicitly
accepted connections. The National Institute of Stan-
dards and Technology (NIST) also formalised the Zero
Trust architecture [29] by 2020. Its tenets align with
the precept of every resource deemed untrustworthy and
thus, attested and uniquely identified to allow dynamic
access during the minimum time, with least permissions
and prone to change based on continuous monitoring of
the environment.

This work adopts SDP architectural components;
including (i) an SDP Controller to interact with the
Identity and Access Management (IAM), deliver au-
thentication of connecting clients and enact specific
security decisions to implement in the security data
plane along with (ii) a security orchestration component
(SO). Both (i) and (ii) are guided by the decisions taken
by (iii) upper logic components that capture the security
requirements and, with domain-specific knowledge, are
able to decide the security mechanisms to implement
and translate these to the actions to be enacted by (iv)
the SDP Gateway and (v) VPN on-demand instances.

III. PROPOSED ARCHITECTURE

This work produces a Zero Trust Security Frame-
work (ZTSF) capable of finer network segmentation
and access control devised for SDP architectures and
ZT networks. This section gathers its architecture and
internal logic.
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Fig. 1: ZTSF architecture (control plane detail)
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Figure 1 depicts the ZTSF architecture in two tradi-
tional layers: the upper Security Control Plane and the
lower Security Data Plane; each with its components, in-
ternal modules and interactions within and across planes.
This architecture realises some common desirable traits
(as functional requirements) to be fulfilled across all
6G-BRICKS architectural components. These are (i) the
consistent intent syntax across the control plane (via
TMF IDAN) and (ii) the unified Single Sign-On (SSO)
for data plane access. In the Security Control Plane,



four components work together to capture and enforce
the security requirements. Specifically, (i) the Security
Interpretation Engine (SIE) acquires and translates se-
curity requirements into security; (ii) where these are
refined into security mechanisms and actions by the
Security Decision Engine (SDE); which (iii) submits all
of these to the (iii) Security Orchestrator (SO), so these
are transformed into actionable requests to the (iv) SDP
Controller. From there, requests are ultimately sent to
the Security Data Plane.

In the Security Data Plane there are two components,
named Zero Trust Security Mechanisms (ZTSM) and
show in Figure 2. These enforce on-demand security
actions in the infrastructure, specifically to (i) deploy
secure tunnel per client (e.g. experimenter) and assure
separate connections through the VPN as a Service
(VPNaaS); and (ii) configure fine-grained access control
to protect each endpoint of the exposed service in the
infrastructure via the SDP Gateway.
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Fig. 2: ZTSF architecture (data plane detail)

All these components interact across planes (Figure
1) in a workflow to let (i) operators define the system’s
desired security target; which is to be applied and ready
before (ii) securely serving the experimenters’ connec-
tion request to the endpoints of the offered services.

1) First, the operator inputs security requirements at
SIE to request specific measures for one or more
clients.

2) SIE translates security intents into policies.

3) SDE refines security policies and proposes secu-
rity mechanisms (i.e. ZTSM) and actions.

4) SO registers security policies and actions; and or-
chestrates configuration and deployment requests
towards the SDP Controller and VPNaaS, respec-
tively.

5) The SDP Controller adapts domain-specific ac-
tions as required for the SDP Gateway.

6) The ad-hoc VPN tunnel and SDP Gateway are
setup along with their inter-connectivity.

7) The experimenter authenticates with its OAuth2.0
JSON Web Token (JWT) to access the testbed;
internally querying the SDP Controller and its
IAM.

The functionality delivered by these architectural
components overlaps with that of the SDP and ZT
entities, given its alignment. Table II collects the explicit

mapping.

Table II: Mapping with SDP and ZT components

SDP 7T
SDP Client (IH) Subject (System)

Proposed work
Client (e.g. user’s device)

SDP Controller PDP (PE) SDE, SDP Controller
PDP (PA) SO, SDP Controller
SDP Gateway (AH)  PEP SDP Gateway, VPNaaS

Secured resource Enterprise resource  Backend service (REST APIs)

As part of the core logic evaluation and implementa-
tion stack; the roles of Policy Decision Point (PDP) and
Policy Enforcement Point (PEP) from ZT are clearly
distinguished and realised by the Security Control and
Data Planes, respectively. This is a natural separation as
the controlling components (PDP) interpret, aggregate
and process data to suggest actions to communicate to
the enforcing components (PEP). The SDP Controller
and SDP Gateway also circumscribe to the control
and data planes, respectively. Within the PDP, several
components overlap the functionality of the Policy En-
gine (PE) and Policy Administrator (PA); as the former
identifies clients and decide on their access and the
latter manages the establishment of the connection. On
the other hand, the connecting subject from ZT, named
the Initiating Client (IH) in SDP, is understood as
any client requesting access (e.g. here, focused on the
experimenter’s device). Conversely, the secured resource
runs on the backend; and is modelled in the project as
an exposed service to the experimenters.

IV. PROPOSED IMPLEMENTATION

Based on the ZTSF architecture, this section gathers
the design and implementation considerations for the
control plane (i.e. to interpret and enact the security
requirements in the infrastructure).

A. Security intents and policies

The security intents received by SIE are based on
TMF IDAN. These are extended by a project-specific
namespace (ZTSec) with new properties that express
particularities of SDP and ZT environments. Such prop-
erties define entities or endpoints involved in the con-
nection to secure: (i) the zts:Identity, encoding unique
identities available at the IAM; (ii) the zts: Parameter, as
generic key-value pairs used for decision (SDE) or con-
figuration (SO, SDP Controller); and (iii) zts:ClientSrc
and zts:ClientDst, the IDs for originating and terminat-
ing entities. Two types of security intents are defined
based on such syntax: these to setup (i) the VPN
instances (Listing 1), and (ii) the SDP Gateway (Listing
2). These listings show a shortened name for IDs and
properties.



<http://operator.com/Catalog/> .
<https://tmforum.org/2020/07/

@prefix cat:
@prefix icm:

intent/>
@prefix ope:
@prefix zts:

<http://operator.com/Inventory/> .
<http://6g-bricks.eu/im/ZTSec/>

ope:Il a icm:Intent ;
icm:hasExpectation ope:El
ope:El a icm:DeliveryExpectation ;
icm:target _:service ;
icm:targetDescription cat:vpn;
icm:params ope:P1I1, ope:P1Cl, ope:
P1C2, ope:P1P1
ope:P1I1 a icm:PropertyParam ;
zts:Identity "vpn.kul.é6gbr"
ope:P1Cl a icm:PropertyParam ;
zts:ClientSrc "eve.user.isi.6gbr"
ope:P1C2 a icm:PropertyParam ;
zts:ClientDst "sdp.kul.6gbr"
ope:P1P1 a icm:PropertyParam ;

zts:Parameter "port", "50318"

Listing 1: Security intent for the VPN service

<http://operator.com/Catalog/> .
<https://tmforum.org/2020/07/

@prefix cat:
@prefix icm:

intent/>
@prefix ope:
@prefix zts:

<http://operator.com/Inventory/> .
<http://6g-bricks.eu/im/ZTSec/>

ope:I2 a icm:Intent ;
icm:hasExpectation ope:E2
ope:E2 a icm:DeliveryExpectation ;
icm:target _:service ;
icm:targetDescription cat:sdpgw;
icm:params ope:P2I1, ope:P2Cl, ope:
P2C2
ope:P2I1 a icm:PropertyParam ;
zts:Identity "sdp.kul.é6gbr"
ope:P2Cl a icm:PropertyParam ;
zts:ClientSrc "vpn.edge.kul.6gbr"
ope:P2C2 a icm:PropertyParam ;

zts:ClientDst "piedge.kul.o6gbr"

Listing 2: Security intent for the SDP Gateway

First, to deploy ad-hoc VPNs, the operator requests
serving incoming connections from a specific client, e.g.
belonging to a previously registered experimenter and
known to the SDP’s IAM. It also forces control and
data traffic to traverse the SDP Gateway and perform
fine access control. Parameters (e.g. forcing a port) could
be added. Secondly, on the SDP Gateway, the operator
states which service the gateway protects; as well as
which instance type forwards the allowed incoming data
flow. Parameters (e.g. explicit endpoints per protected
service) could be added. These intents are internally
expressed as RDF graphs by the Python’s RDFLib pack-
age. Data can be reconstructed by traversing the internal
graph representation; as these encode involved subjects
(i.e. nodes comprising some expectation or property),
predicates (i.e. namespaced properties indicating origin,
parameter, etc) and objects (the predicates’ values).

It is worth noting that these two intent types are
proposed for better separation of concerns of each
security application, yet these require explicit or implicit
references to each other; e.g. by submitting altogether or

introducing expectations on prior intents. Nevertheless,
separate intents can support generic conflict detection
as long as the RDF subjects, predicates and objects are
characterised by similar structures.

At this point, security policies will be generated by (i)
transforming the RDF graphs into data structures used
for processing; and (ii) complementing with external
values. The latter requires filling data from transversal
information systems to determine, among others, unique
identifiers used across domains, e.g. based on the IDs
of the IAM in use (which can use, for instance, realms
and clients from Keycloak).

B. Security decision and orchestration

With the enriched security policies, SDE selects ade-
quate ZTSM and configuration based on policy attributes
(e.g. type of selected mechanisms). SDE matches these
data against internal registries to find (i) types of security
applications, (ii) exact ZTSM and (iii) its availability and
particularities in each overseen domain. A security con-
figuration is produced and sent to SO; which adds lower
level details required for orchestrating and controlling
procedures, then emits requests to the SDP Controller
and VPNaaS to setup all ZTSM.
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Fig. 3: Deployment and technologies for ZTSF

Figure 3 shows the deployment of 6G-BRICKS’
ZTSFE. This distributes the Security Control and Data
Plane components at the experimenter management in-
frastructure and experimenting testbed, respectively. The
control plane runs services in Python and on top of
Docker (docker-compose). The data plane, on the other
hand, provides a Kubernetes (MicroK8s) to host ZTSM
instances and manage their connectivity from the testbed
entry point until reaching the protected backend service.
In particular; the VPN service is expected to rely on a
Helm chart with OpenVPN and a custom authentication
plugin to validate the OAuth2.0 JWT through the SDP
Controller. The SDP Gateway leverages the Envoy proxy
to programmatically grant access to HTTP/2 endpoints.



V. CONCLUSIONS AND FUTURE WORK

Combining an SDP implemenetation with ZT tenents
constitutes a feasible approache to secure interactions
across different services, domains and users; such as
these in the 6G-BRICKS environment. Network segmen-
tation techniques, identity-based and per-session access
control and network establishment are used to reduce
the attack surface and potential disruptions across the
project’s connected domains.

Upcoming steps involve (i) extending the security
modelling in all processing stages; (ii) assessing its
adequacy to express requirements and handle conflicts
as generally as possible; and (iii) integrating and evalu-
ating the unified SSO authentication and access control
mechanisms across planes.
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