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1 Executive Summary

This document is the second deliverable on the deployment of enablers at the 6G-BRICKS facility, addressing in
particular the experimentation plane enablers deployed at the ATH/ISI site, detailing their configurations and
deployment processes. Moreover, it details the interfacing of the Experimentation Plane components with the
KUL and EUR 6g sites. The deliverable concludes with dry-run tests of the main facility components, outlining
their real-world use.

This deliverable starts with a detailed description of the ISI/ATH facility, emphasizing its virtualization
infrastructure and support for ordering computational resources on demand. It describes the available Core,
Edge and Radio infrastructure, such as the cloud servers, Core network, and Amarisoft gNBs. Then, the first
section of this deliverable details the deployment of the experimentation plane enablers at the ATH/ISI facility,
i.e., the System Portal, which acts as the main entry point to the facility, the Docker Registry, which hosts docker
images for vertical applications and xApps, and the Security framework which ensures the secure access to the
facility from experimenters. Deployment considerations, (e.g., dockerfiles), functionality and deployment
requirements are also mentioned, accompanied by a description of their functionality.

The second part of the deliverable addresses the interfacing of the experimentation plane, deployed at the ISI
facility, with the EUR and KUL 6G sites. The 6G-BRICKS Experimentation Plane acts as the entry point of
experimenters to the Facility, and allows experimenters to onboard xApps, providing access to device
experimentation (i.e., RIS and CFmMIMO devices) at the 6G Sites. The interfacing of the experimentation plane
with the underlying 6G sites is detailed, along with the supported interactions with experimenters. Moreover,
this deliverable addresses the interfacing of the experimentation plane with the DMO, which monitors the
infrastructure and provides explanations for potential anomalies during experiment execution.

The final part of the deliverable contributes dry-run tests of 6G-BRICKS components. These implement
representative usage scenarios of the components, i.e., how they are used by experimenters and site
administrators, to validate their proper operational status, functionality, and interoperability within the
experimentation facility. This validation process is carried out prior to the components' deployment in real-world
scenarios, accomplished through the validation of use cases. This deliverable contributes dry-run tests for all
major components, covering CFmMIMO and RIS experimentation via xApps, anomaly detection with the 6G-
BRICKS DMO, a security PoC showcasing the VPNaa$S functionality, and finally a dry-run test for the Cognitive
Continuum enabler.



2 Introduction

This document serves as a comprehensive overview of the initial deployment of enablers on the ATH/ISI testbed
and their detailed configurations. We describe the basic configuration of the facility, as well as detailed insights
into the deployment and configuration processes of enablers, their interfacing with the EUR and KUL 6G sites, as
well as detailed dry-run tests. More specifically, the deliverable structure is as follows:

e Section 3 details the deployment of experimentation plane enablers, along with the Security Framework
components (i.e., SDP and VPNaa$) that facilitate zero-trust establishment
e Section 4 addresses the interconnection of the Experimentation Facility components with the underlying
6G sites, facilitating remote experimentation workflows
e Section 5 contributes dry-run tests of experimentation plane components, as well as components that

belong to the Security Framework and the Cognitive Continuum

The Table 1 below further links the document structure with the GA Task descriptions.

6G-BRICKS GA
Component
Title

Table 1— Adherence to GA Deliverable & Tasks Descriptions

6G-BRICKS GA
Component Outline

Respective Document

Chapter(s)

DELIVERABLE

Justification

D5.2 Interfacing with the Experimentation tools, deployment of security perimeters and dry run testing

TASKS

Task T5.3 Secure
and trusted

Interconnection
of the platforms

Task T5.4
Interfacing of
the
Experimentation
Tools and

This  task  will
setup, configure
and deploy the 6G-
BRICKS  security
perimeters
framework

The SDP gateways’
management
planes will be
connected at the
SDP controller and
Security
orchestrator
deployed at the ISI
site

This  task  will
configure and
interconnect the
Experimentation

Section 3

Section 3, Section 4

The 6G-BBRICKS security
framework, whose deployment is
detailed in section 3, is
responsible for the secure
interconnection of the facility.
SDP and VPNaas are key aspects
of the security framework

Section 3 addresses the
deployment of the
Explerimentation Plane
components; Section 4 addresses



Management
Plane with 6G
sites

Task T5.5 — Dry-
run testing and
validation of the
6G Sites [M13-
M28]

Facility
components
Furthermore, this
task will undertake
the deployment
and interfacing of
the Management
Plane components
with the
respective testbed
facilities

The objective of
this task is to
perform
evaluation of the
technological
bricks

Perform  dry-run
interworking tests
to verify proper
operation,
functionality and
interoperability
prior to live
deployment

Section 5

their interconnection with the 6G
sites (EUR, KUL)

Section 5 contributes dry-run tests
of Experimentation Plane and
Security components,
Management Plane components
(i.e., the DMO and Cognitive
compute continuum)



3 Deployment and Configuration of Experimentation Plane enablers at
the ISI/ATH facility
3.1 ISI/ATH testbed overview

The ISI/ATH testbed serves as a virtual experimentation environment that comprises an independent and private
6G ecosystem. The IS testbed facility, located at the ISI premises in Greece, implements a full stack 5G system,
as illustrated pictorially in Figure 1 encompassing Core, Edge and RAN tiers as well as advanced 5G UE emulation
capabilities. The ISI/ATH testbed is based on open-source frameworks and software stacks, including an
Amarisoft 5G RAN and Core Network, Kubernetes/ OpenStack based MEC nodes and ETSI OSM based
Orchestration components. It is currently being upgraded with O-RAN compliance.
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Figure 1: ISI/ATH testbed overview

Hardware details: The typical resources available in a Testbed Instance include:

e Computing: 3 physical servers, based on Intel Xeon Gold processors, with 24/48 cores running at 3 GHz
with 192GB of RAM memory. The storage devices include SATA SSD and NVMe (Non-Volatile Memory
Express) storage.

e Platform as a Service/Management and Orchestration: Kubernetes

e Monitoring Systems: Prometheus

e 5@ capabilities:

o 5G Core: Amarisoft Callbox 5GC, and Open5GS.
o 5G RAN: Amarisoft Callbox gNBs

The testbed architecture for consists of a 5G network with the following elements:

e Core Cloud (5GC) Domain: 3 high-performance servers are deployed in a Private Cloud, running
Open5GS, which is an open source 5G Mobile Core, as well as the 6G-BRICKS experimentation plane
enablers.

e RAN Domain: the RAN Domain consists of 5G-compliant gNBs and MEC nodes. The gNBs currently in use
is an Amarisoft Callbox Mini and an Amarisoft Callbox Advanced, both suitable for experimentation



environments and lab-scale UC validation. Extending the RAN domain with O-RAN capabilities is currently
under consideration. The gNB is currently deployed as MEC nodes enabled, which represent the Edge
Cloud domain.

e UE domain: in this part, our testbed offers a selection of Smartphones compatible with 5G SA, including
2 OnePlus 8T 5G phones, 2 Samsung Galaxy S23+ phones, 1 Teltonika TRB500 CPE, as well as RPIs enabled
with SIM8200EA-M2 5G HATSs.

3.2 6G-BRICKS portal
3.2.1 Portal Deployment at ISI/ATH

The 6G-BRICKS Portal, deployed at the ISI/ATH testbed, acts as the entry point of experimenters to the Facility.
To this end, the portal allows experimenters to (a) provide TMF intents with the application requirements, (b)
onboard xApps providing access to experimentation at the RAN domain (e.g., changing parameters related to the
RIS as described in D3.1) and (c) initiate other experiments supported by the facility (e.g., Cognitive Continuum).
The portal technology stack is based on an Angular [1] Frontend, and a Python backend, leveraging the Flask [2]
micro web framework. The design and implementation considerations for the Portal and Intent handling (e.g.,
conflict resolution) are detailed in D4.1, Section 3.

vV sk 6G-BRICKS x o+ = (u) X
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Figure 2: 6G-BRICKS portal login page
3.2.1.1 Deployment’s Preparation Work
Prerequisites

Before starting the deployment, ensure that the following prerequisites are met:

e A machine running a Linux-based OS (Ubuntu, CentOS, etc.) or Windows/MacOS with Docker and
Docker Compose installed.

e Access to account with permission to run docker containers on the machine.
o Clone access to 6G-BRICKS Portal repository on GitHub

e Pull access to 6G-BRICKS Portal private docker registry (Optional).



e Basic knowledge of command-line operations.
e Network access to download Docker images and related dependencies

e DNS record that resolves to machine’s IP address (Optional)

Cloning the Repository
Begin by cloning the 6G-BRICKS Portal repository from GitHub:
Listing 1: Clone 6G-BRICKS Portal repository

git clone https://github.com/your-repository/6G-BRICKS-Portal.git

cd 6G-BRICKS-Portal

Login to the GitHub Container Registry

Use the Docker CLI to log in. Replace your-github-username and your-github-token with your actual GitHub
username and the generated personal access token:

Listing 2: Login to the GitHub Container Registry

echo your-github-token | docker login ghcr.io -u your-github-username --
password-stdin

Setting Up Environment Variables

The portal requires specific environment variables to be set. Create a .env file in the root directory of your cloned
repository and add the necessary variables such as database credentials, Keycloak configuration, and repository
paths.

Listing 3: Example of .env file

DB _USER=bricks

DB PASS=example

KEYCLOAK URL=auth.6gbricks.eu
REGISTRY URL=jfrog.6gbricks.eu
PORTAL URL=portal.6gbricks.eu
FRONTEND CLIENTID=example
BACKEND CLIENTID=example

BACKEND SECRET=example

3.2.1.2 Deployment of the Portal

Building Docker Images (Optional)



Docker Compose will automatically download the prebuilt images from the projects private registry. If you have
not pull access to the registry, or you want to customize the images use the docker-compose command to build
the images as specified in the docker-compose.yml file:

Listing 4: Build docker images

docker-compose build

Running Docker Containers

Start the Docker containers using Docker Compose. This command initializes and starts all services defined in the
docker-compose.yml file:

Listing 5: Start docker containers

docker-compose up -d

The -d flag runs the containers in detached mode.

Accessing the Portal

Once the containers are running, access the 6G-BRICKS Portal via your web browser. Use the URL defined in your
environment settings.

Monitoring and Logs

Monitor the running containers and check their logs to ensure everything is operating correctly:

Listing 6: Monitoring and Logs

docker-compose ps

docker-compose logs [-f] [<service_ name>]

docker stats [<container name or_ id>...]

Replace the optional arguments <service_name> with the name of the specific service and
<container_name_or_id> with the name or ID of the specific container you want to monitor.

3.2.1.3 Troubleshooting

In case of issues during deployment or runtime, refer to the following common troubleshooting steps:
e Ensure all environment variables are correctly set.
e Verify DNS names and network connectivity to external services like Keycloak and JFROG.

e Check Docker and Docker Compose versions for compatibility.



Review the logs for each container to identify errors or misconfigurations.

3.3 Docker Registry
3.3.1 Private Deployment at ISI/ATH

6G-BRICKS offers a Docker Registry, which is based on a private deployment of the JFrog Artifactory [3].
Artifactory is K8s-ready, supporting containers, Docker and Helm Charts, and is a K8s and Docker registry. It
comes with full CLI and REST APIs, which are customisable to the applications’ ecosystem. JFrog offers fully
featured operation with Helm through support for local, remote and virtual Helm chart repositories. The JFrog
Helm Repo exposes an extensive REST API, that supports a fully automated provisioning of applications to a K8s
cluster, while facilitating the creation of private Docker Registries and Helm repositories. The Private repository
use in 6G-BRICKS will be two-fold; first, it will be used for the onboarding of applications (e.g., coming from open
calls) as well as for xApps, contributed from experimenters in the form of Docker images.

g Arifacts

JFrog Container Registry . B docker

Figure 3: Network Apps repository

Moreover, the JFrog artifactory supports Helm, which is an open-source package manager for K8s. Helm allows
developers to easily package, deploy, and manage their applications and services deployed at K8s clusters at 6G-
BRICKS testbed infrastructures. It is based on the concept of "charts," which are packages that contain all the
necessary files, configuration, and dependencies needed to deploy an application or xApp on K8s. Charts are
designed to be reusable and can be easily shared with other users or teams. Helm also supports versioning and
rolling upgrades, making it easy to manage the lifecycle of applications running on K8s. It provides a command-
line interface (CLI) for managing charts, including installation, upgrade, and deletion of charts. Charts are created
as files laid out in a particular directory tree. They can be packaged into versioned archives, ready to be deployed,
similar to the following:

wordpress/
Chart.yaml # A YAML file containing information about the chart
LICENSE # OPTIONAL: A plain text file containing the license for the chart
README .md # OPTIONAL: A human-readable README file
values.yaml # The default configuration values for this chart

values.schema.json # OPTIONAL: A JSON Schema for imposing a structure on the values.yaml
file



charts/ # A directory containing any charts upon which this chart depends.
crds/ # Custom Resource Definitions
templates/ # A directory of templates that, when combined with values,

# will generate valid Kubernetes manifest files.

templates/NOTES.txt # OPTIONAL: A plain text file containing short usage notes

3.3.1.1 Installation of Artifactory single node with Docker
This subsection describes the installation steps of the JFrog Artifactory with Docker.
Creation of Artifactory home directory and an empty system.yaml file
The following steps assume that SJIFROG_HOME environment variable is created in the system

Listing 7: Create system.yaml

mkdir -p $JFROG HOME/artifactory/var/etc/

cd $JFROG_HOME/artifactory/var/etc/

touch ./system.yaml

chown -R 1030:1030 $JFROG_HOME/artifactory/var
chmod -R 777 $JFROG HOME/artifactory/var

Start the Artifactory container

Listing 8: Start the container

docker run --name artifactory -v $JFROG_HOME/artifactory/var/:/var/opt/jfrog/artifactory -
d -p 8081:8081 -p 8082:8082 releases-docker.]jfrog.io/jfrog/artifactory-pro:<version>

For example:

docker run --name artifactory -v $JFROG_HOME/artifactory/var/:/var/opt/jfrog/artifactory -
d -p 8081:8081 -p 8082:8082 releases-docker.jfrog.io/jfrog/artifactory-pro:7.77.5

Manage Artifactory using native Docker commands

Listing 9: Manage Artifactory

docker ps
docker stop artifactory

Access Artifactory

The Artifactory can be accessed locally at http://localhost:8082/ui/. An SSL proxy was used, so that the
Artifactory is available at https://repo.iquadrat.com:8084.

3.3.2 Interfacing with 6G Sites

Vertical applications, experiments and xApps can be packaged within Docker containers and pulled from the
Registry by both KUL and EUR testbeds. The next example shows a request for registering a new Service Function
(API call on /serviceFunction endpoint) in the r-Edge’s catalogue, which is then pulled from the Docker Registry.
As can be seen, in the service_function_image field, the user must define the image that will be pulled when the
service function is deployed.

Listing 10: Request for registering a new Service Function

"service function name": "mongo",
"service function image": "mongo:latest",
"service function type": "Container",

"application ports": [
27017
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"required volumes": [

{

"name": "mongodb-volume",
"path": "/data/db"

}

3.4 Security Control Plane deployment

This section collects the deployment details for the components of the Zero Trust Security Framework (ZTSF)
running at the control plane, i.e. where decisions are taken and where actions are orchestrated towards the data
plane. The data plane components’ deployment is detailed in Section 3.5. The ZTSF design and implementation
was introduced in D4.2; a high-level overview of its constituent elements is illustrated in Figure 4 below.
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The ZTSF components, i.e., the Security Intent Engine (SIE), Security Decision Engine (SDE), Security Orchestrator
(S0), and Software-Defined Perimeter (SDP) Controller are deployed at the ISI testbed. Table 2 lists the usage
requirements for their deployment; based on observed values from the system, using both “top” and “crictl stats
S{container_id}”. Such values are subject to change as development and integration progress. The subsections
below detail the steps for deployment and configuration instructions, along with its exposed interfaces.



Table 2: Infrastructure and network requirements for the ZTSF Control Plane

Component :Je::?\::r:;iges Memory Disk space Number of Networks/IPs
SIE Docker ~1GB ~5GB External: 1

SDE Docker ~1GB ~5GB Internal: 1

SO Docker ~8GB >20GB Internal: 1

SDP Controller Docker ~6GB >30GB External: 1, Internal:2

3.4.1 Security Interpretation Engine

The SIE is the “uppermost” component from the ZTSF, as it receives the security intents from the testbed
operator. It is a lightweight component that runs on a container, using docker-compose.

SIE can be deployed by creating the required virtual network first, and then running the Docker compose file
from the root of its repository (Listing 11). This forces recreation of the image and spins up all containers.

Listing 11: Deployment of the SIE

docker network create sie-core
docker-compose up --build -d

@ 127.00.1

ZTSFISIE API®

APIv1 endpoints for ZTSF/SIE

Servers

repository ~
/repository/intent intent List "
/repository/intent intent Create N

‘ /repository/intent intent Delete N |

Figure 5: OpenAPl-compliant northbound API for the SIE

Figure 5 shows the 1% version of the API for the SIE. This is reachable through its OpenAPIl-compliant endpoints,
at http://127.0.0.1:51000/api/v1/docs.

In its first development stages, the SIE allows registering a given intent (Listing 12). In this process, the intent is
internally parsed and persisted in the internal MongoDB.


http://127.0.0.1:51000/api/v1/docs

Listing 12: Registration of an intent

intent content="""... intent in TMF IDAN format ..."""

intent content=$(echo ${intent content} | tr "\"" "'")

curl -X POST http://127.0.0.1:51001/api/vl/repository/intent \
-H “accept: application/json” -H “Content-Type: application/json” \
-d “{\"content\": \"${intent content}\"}"

3.4.2 Security Decision Engine

Once the security intents are registered by the SIE and transformed into security policies, the SDE processes
these into lower-level, domain-specific actions. These serve to directly deploy and configure the Zero Trust
Security Mechanism (ZTSM) instances.

The SDE follows a similar approach to that of SIE. It is deployed by creating the required virtual network first, and
then running the Docker compose file from the root of its repository (Listing 13). This forces recreation of the
image and spins up all containers.

Listing 13: Deployment of the SDE

docker network create sde-core
docker-compose up --build -d

@ 127.0.01

ZTSFISDE API®
‘apilvLiopenapi jsor
APIv1 endpoints for ZTSFISDE
Servers
repository ~
/repository/policy Policy List "

Figure 6: OpenAPl-compliant northbound API for the SDE

Figure 6 shows the 1°* version of the API for the SDE. This is reachable through its OpenAPIl-compliant endpoints,
at http://127.0.0.1:51001/api/v1/docs.

More endpoints will be likely added to the SDE once the functionality of the SIE is fully delivered, and the syntax
of the security policies is closed. The SDE may also offer information on other context used for the refinement of
the incoming security policies, as well as related information to the generated security actions.

3.4.3 Security Orchestrator

To deploy the Security Orchestrator (SO), the repository must be cloned first, and the instructions from the
README.md file at the root must be followed.

There are some pre-requisites on installed services, documented under the “doc/PREREQUISITES.md” file. In the
case of the 6G-BRICKS project, initial requirements are restricted to the K8s cluster used as the target deployment
node for the ZTSM instances.
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After this and following the indications of the “doc/CONFIGURING.md"” file, all YAML sample files under “cfg”
shall be copied into their respective final configuration file and adapted. Listing 14 to Listing 19 show, in order,
the content of the sample files that must be reviewed and, in some cases, tailored.

Listing 14: Configuration of the AAC module within SO (“aac.yaml”).

aac:
enabled: true

db:
user: so
password: keycloak

keycloak:
user: admin
password: Pab5bwlOrd
admin-user: admin
admin-password: Pa55w0rd
grant-type: password
admin-client-id: admin-cli
client-id: 6gbricks-ztsf-so-api
protocol: http
server: so-aac-keycloak
port: 8080
port-secured: 8443
verify-ssl: false

Listing 15: Configuration of the APl module within SO (“api.yam!”)

security:
mtls-enabled: true
certs-path: "./cert"

performance:

parallel-workers: 1

Listing 16: Configuration for cross-module events within SO (“events.yaml|”)

kafka:
enabled: true
host: so-dpl-mg
port: 50201

Listing 17: Configuration of general values on SO, e.g. timings and events (“so.yaml”).

SO:
ip: 172.28.2.151

timings:
interval: 1
timeout:
api: 20
default: 60
instantiation: 120
action: 50
scale: 80
termination: 30
deletion: 80
events:
active: true
topics:
node-registration-ae: ae.register-node
node-deletion-ae: ae.delete-node
ns-registration-ae: ae.register-sc
ns-deletion-ae: ae.delete-sc
actions-portal: actions-notifications




sm-requests: cmr.requests
Sm-responses: Cmr.responses

Listing 18: Configuration for cross-module tenants within SO (“tenancy.yaml”)

tenancy:
external-polling:
enabled: false
topic: portal.organisations
default:
name: 6gbricks
realm: x509
client: sie
tenants:
- name: 6gbricks
realm:
name: x509
require-ssl-from: "all"
clients:
- client:
id: sie
public-client: False
authentication-flows:
- "Standard flow"
- "Direct access grants"
- "Service accounts role"
- "OAuth 2.0 Device Authorization Grant"

credentials:
client-authenticator: "client-x509"
allow-regex-pattern-comparison: True
subject-dn: " (.*?)CN=(.*)client (.*).so.6g-bricks.eu(.*?) (?2:$)"
users:

Listing 19: Configuration of the MON module within SO (“mon.yaml”).

prometheus:
protocol: http
host: so-mon-prometheus
port: 9090
user—-name: ubuntu
query-endpoint: api/vl/query?query=
targets:
file: "/share/prometheus-targets.json"
exporter:
protocol: http
port: 9100
port-min: 1024
port-max: 65535
query-endpoint: metrics
metrics:
rotation:
custom-metrics:
storage: 10
targets:

scrape—interval: 5
allowed-commands:

The base configuration files that are more relevant and require reviewing the configuration are “aac.yaml|” and
“api.yaml” (to configure the degree of security offered by the northbound APl when tending to incoming
requests), “events.yaml” (to configure the message broker to which events are notified), “so.yaml|” (with all the



SO general configuration, fine-tuning and interactions with other components). Besides this, “tenancy.yaml” can
be used to setup realms, clients and users in its built-in Keycloak instance; which are used by the northbound API
to authenticate against the Authentication and Authorisation Control (AAC) module. Finally, the “mon.yaml” file
under “./logic/module/mon/cfg/” also helps tailoring metrics’ endpoints, intervals, etc.

After duly configuring the involved modules, the SO can have all its modules directly deployed (Listing 20).

Listing 20: Deployment of all modules of the SO

cd docker
./docker-deploy.sh

Alternatively, it can deploy manually each specific module (Listing 21). Here, an order must be followed: (i) the
Data Persistence Layer (DPL) module goes first, as it serves a transversal layer to persist data in its MongoDB and
receive events in its Kafka broker; (ii) the Monitoring (MON) follows to provide monitoring metrics to others.
Then, other modaules, like (iii) the Package (iv) the Life-Cycle Management (LCM) and (v) the Configuration (CFG),
are run. Finally, the (vi) AAC module is deployed before the (vii) Application Programming Interface (API), so the
latter can query it to authenticate and authorise connecting end-users.

Listing 21: Deployment of selected modules of the SO

cd docker

./docker-deploy.sh -s dpl
./docker-deploy.sh -s mon
./docker-deploy.sh -s pkg
./docker-deploy.sh -s lcm
./docker-deploy.sh -s cfg
./docker-deploy.sh -s aac
./docker-deploy.sh -s api

At this point, all relevant modules are served in their respective containers. The 2" version of the SO’s API is
reachable through its OpenAPl-compliant endpoints, at https://127.0.0.1:50000/api/v2/docs. If the mutual
Transport Layer Security (mTLS) approach is followed, the end-user (e.g. the operator) will be prompted to
present a matching X.509 certificate that is signed by the same Certificate Authority (CA) as the one for the SO.

@ 127.0.01

Select a certificate

Select a certificate to which you want to authenticate
127.0.0.1:50000

Subject Issuer Serial

client1.client.so.assets ca.assets.i2cat S5650DAAF91
client1.client.so.assets ca.assets.i2cal 26DABBC12E

client.server.departme ca.departmen TE15F667AB/

Certificate information Cancel

Figure 7: mTLS handshake with the SO’s API

This prompt is shown in Figure 7. After selecting the appropriate certificate, the OpenAPI section will present all
available endpoints (Figure 8). These endpoints are secured by either BasicAuth (i.e. user and password) or X.509
certificates. Both translate to OAuth2.0 issued JSON Web Token (JWT) values, validated before granting access
to each endpoint.
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Figure 8: OpenAPl-compliant northbound API for the SO with protected endpoints

The endpoints shown in Figure 8 cover the authentication and the life-cycle management (module “AAC” and
“LCM”) processes. These provide just a subset of all the logic exposed by the SO.

It is worth noting that the endpoints from LCM (and its underlying logic) are currently under a refactor, as
motivated in D4.2, for better generalisation of the K8s-direct orchestration followed in 6G-BRICKS. However, the
essence of such endpoints will remain mostly the same. Thus, Table 3 compiles the interfaces and data structure
for both request and response for some of the SO’s most relevant actions for this project.

Table 3: Excerpt of the northbound APIs (module “LCM”) exposed by SO

Endpoint Request Response Description
POST /aac/token {" o {" o Retrieve JWT
user-name": "string", token": "string token for the

"user-password": } requestin
Ilstringll' 'q g
"realm-id": "string", client
"client-id": "string"

POST /lem/ns? {“action name": "string" { Deploy

ns_pkg_id=...&tenant_id=... ) g% "action-name":" "string", security

"action-params": {},

"action-params":" "{




"name": "string", "string": "object" service
"vim-id": "string" L (ZTSM)
} "id":" "uuid4",
"name":" "uuid4",
"ns-pkg-id":" "uuid4",
"vim-id":" "uuid4",

}
POST /lem/ns/action? {" _ . {,,' . Configure
. . action-name": "string", id": "uuid4", .
id=...&tenant_id=... - " " . WMt security

action-params": {} ns-action-name": "string", )
} "ns-action-params": {“string”: service
“string”) (ZTSM)
}

3.4.4 SDP Controller

(1) Deployment (at ISI/ATH) and configuration of the components

The SDP Controller is based on Keycloak [4] and it provides secure authentication and authorization services. This
section details the deployment and configuration steps for setting up Keycloak at ISI/ATH using Docker and
Docker Compose.

Prerequisites

Before deploying Keycloak, ensure the following prerequisites are met:

A machine running a Linux-based OS (Ubuntu, CentOS, etc.) or Windows/MacOS with Docker and Docker
Compose installed.

Access to account with permission to run docker containers on the machine.

Clone access to 6G-BRICKS SDP Controller repository on GitHub

Pull access to 6G-BRICKS private docker registry (Optional).

Basic knowledge of command-line operations.

Network access to download Docker images and related dependencies

Docker and Docker Compose are installed on the server.

Adequate system resources: At least 6 GB of RAM and 30 GB of disk space.

Network configuration: External IPs are available as specified. Optionally internal IPs should be available
when database server is not deployed as a Docker Compose service.

Optionally: A database server (e.g., PostgreSQL or MySQL) is available for Keycloak. At ISI/ATH We deploy
it as a docker compose service.

Cloning the Repository

Begin by cloning the 6G-BRICKS SDP Controller repository from GitHub:

Listing 22: Clone 6G-BRICKS SDP Controller repository

git clone https://github.com/SMARTECH-ISI-Athena/6G-BRICKS-SDP-Controller.git

cd 6G-BRICKS-SDP-Controller




Login to the GitHub Container Registry

Use the Docker CLI to log in. Replace your-github-username and your-github-token with your actual GitHub
username and the generated personal access token:

Listing 23: Clone 6G-BRICKS SDP Controller repository

echo your-github-token | docker login ghcr.io -u your-github-username --password-stdin

Setting Up Environment Variables

The Keycloak SDP Controller requires specific environment variables to be set. Create a .env file in the root
directory of your cloned repository and add the necessary variables such as database credentials, Keycloak
configuration, and import paths.

Listing 24: Example of .env file

# Database configuration
POSTGRES DB=keycloak
POSTGRES USER=keycloak

POSTGRES PASSWORD=password

# Keycloak admin user configuration
KEYCLOAK_USER=admin

KEYCLOAK PASSWORD=admin

# Keycloak import file

KEYCLOAK IMPORT FILE=/opt/keycloak/data/import/realm-export.json

# SSL configuration
SSL_CERTIFICATE_FILE=/etc/x509/https/tls.crt

SSL_CERTIFICATE _KEY FILE=/etc/x509/https/tls.key

Building Docker Images (Optional)

Docker Compose will automatically download the prebuilt images from the project’s private registry. If you have
not pull access to the registry, or you want to customize the images use the docker-compose command to build
the images as specified in the docker-compose.yml file:

Listing 25: Build docker images

docker-compose build

Running Docker Containers



Start the Docker containers using Docker Compose. This command initializes and starts all services defined in the
docker-compose.yml file:

Listing 26: Start docker containers

docker-compose up -d

The -d flag runs the containers in detached mode.
Access Keycloak Admin Console

e Open a web browser and navigate to http://<external-ip>:8080/auth
e Login with the admin credentials (admin/admin).
e Configure any additional realm settings, clients, roles and users if needed

Verification and Testing

e Verify the Keycloak service is running correctly by accessing the Admin Console.
o Test the authentication flow with a sample application to ensure proper integration.
e Monitor logs for any errors or warnings:

Listing 27: Monitoring and Logs

docker-compose ps
docker-compose logs [-f] [<service name>]

docker stats [<container name or id>...]

Replace the optional arguments <service_name> with the name of the specific service and
<container_name_or_id> with the name or ID of the specific container you want to monitor.

(2) Exposed interfaces: description, technical details on their implementation?
a. To SDP Gateway (at KUL)
b. To VPNaaS (option B)

3.5 Security Data Plane deployment

This section collects the deployment details for the components of the ZTSF (shown in Figure 4) running on the
data plane, i.e. where decisions are enforced. These are also called the ZTSM. Such components are the VPN as
a Service (VPNaaS) and the SDP Gateway. These are deployed at the 6G Sites, i.e., EUR and KUL.

Table 4: Infrastructure and network requirements for the ZTSF Data Plane

Mechanism Underlying technologies Memory Disk space | # Networks/IPs
VPNaaS (per instance) | Kubernetes <1GB <5GB External: 1, internal: 1
SDP Gateway Kubernetes Internal: 2

Table 4 lists the usage requirements for their deployment; based on observed values from the system, using both
“top” and “crictl stats S{container_id}". In general, these values are not expected to vary much; although the (i)
operation with N tenants will replicate such requirements for each of these N instances, and the (ii) integrations
and extensions to the VPNaaS ZTSM (e.g. to extend its authentication capabilities) may slightly increase their
requirements.



3.5.1 VPN-as-a-Service (VPNaaS)

The selection of the VPN solution for the VPNaaS ZTSM was based on the advantages and configuration options
provided by various tools. Two options were considered: OpenVPN [5] and WireGuard [6]. OpenVPN boasts a
robust community and offers extensive configurability, integrations and support; although it offers slower
connections. Conversely, WireGuard is known for its speed and ease of setup, gaining popularity despite its
limited configurability. Due to its potential for extensibility (required for the desired integration with the
common authentication mechanism used in the project), OpenVPN was selected for further testing.

This guide presents the deployment of a vanilla OpenVPN (with Access Server [7]) on Kubernetes as a Helm chart.
It is worth noting that the OpenVPN Access Server integrates the capabilities from the OpenVPN server as well
as other features to facilitate the management; yet it has an upper limit of two concurrent VPN connections. This
is not seen as a blocker so far, since each experimenter will have its dedicated VPN instance, assuming just one
connection at a time. Nevertheless, this Helm chart is used as a basis for the VPn establishment, and is subject
to updates and extension, e.g. to integrate with the Keycloak instance through the SDP Controller.

The selected Helm chart is named “openvpn-as” and is located under the “stenic” [8][9] repositories. The latest
Helm chart version (“0.1.9”) is used, containing the OpenVPN Access Server in its version “2.8.6” [10]; although
tailored updates and extensions in the framework of the 6G-BRICKS may be considered as necessary.

This chart is manually downloaded from the repository. First, ensure that Helm is installed, and a Kubernetes
instance is up and running. Then, follow the steps from Listing 28 and install the appropriate repository and
download the Helm chart in the specific version. After this, the downloaded .tgz file shall be uncompressed.

Listing 28: Installation of the OpenVPN Helm chart

helm3 repo add stenic https://charts.stenic.io
helm3 search repo stenic

helm3 pull stenic/openvpn-as —--version 0.1.9
tar zxvf openvpn-as-0.1.9.tgz

Navigate to the extracted folder (named “openvpn-as”) and locate the “values.yaml” file inside it. This file shall
be configured with the desired values, as in Listing 29. These settings can be adjusted based on specific
requirements. In the current setup, the chosen configuration uncomments a non-admin user (to later generate
the OpenVPN profile), disables UDP and exposes the OpenVPN Access Server to experimenters through the
NodePort K8s “Service” resource (leaving the admin and client GUIs to serve through the default ClusterIP).

Listing 29: Values spec for OpenVPN Helm chart

openvpn:
users:
- user: user
password: passwOrd
service:
type: NodePort # Kubernetes Service type for VPN
udp:
enabled: false

The following commands consider a Minikube environment in version 1.33.1. A vanilla Kubernetes environment,
such as the remote setup in version 1.30.1, will require extra steps to previously set up a default “StorageClass”
and a “PersistentVolume” for each instance, among others.
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To deploy the downloaded chart for OpenVPN and run with these settings, provide: (i) the name of the expected
namespace (e.g. associated to the user ID); (ii) the name of instance (“vpnaas”) and (iii) the path to the folder
containing the chart files, as indicated in Listing 30.

Listing 30: Basic installation of the OpenVPN Helm chart

helm3 install --create-namespace -n 6gbricks-user-1036 vpnaas openvpn-as

Alternatively, it could be installed from the repositories and configured on-the-fly, as per Listing 31.

Listing 31: Parameterised installation of the OpenVPN Helm chart

helm3 install --create-namespace -n 6gbricks-user-1036 vpnaas openvpn-as \
--set "service.type=NodePort" --set "service.udp.enabled=False" \
--set "service.admin.type=NodePort" --set service.gui.type=NodePort" stenic/openvpn-as

Listing 32 shows how to verify that the pod is active and to check its IP and port in the service.

Listing 32: K8s commands to review the pod status and service details

kubectl -n 6gbricks-user-1036 get pods
kubectl -n 6gbricks-user-1036 get service

The commands above should yield the respective outputs from Listing 33.

Listing 33: K8s output of the deployed VPN instance

# Pot output

NAME READY STATUS RESTARTS
AGE
vpnaas-openvpn-as-b4dbd5c58-nvim4 1/1 Running 0 2m5s

# Service output

NAME TYPE CLUSTER-IP EXTERNAL-IP
PORT (S) AGE

vpnaas-openvpn-as—admin ClusterIP 10.108.80.168 <none> 943/TCP

2m5s

vpnaas-openvpn-as—gui ClusterIP 10.102.43.80 <none> 944/TCP
2m5s

vpnaas-openvpn-as-tcp NodePort 10.99.226.199 <none> 9443:31313/TCP
2m5s

Once the pod is running and services are correctly exposed, a first manual step is currently required to generate
the user’s OpenVPN connection profile “locked” for a user. This can be done in two ways: through the CLI or the
GUI provided by its Access Server.

Regarding the CLI, and for future automation purposes, the OpenVPN connection profile can be generated from
the "sa” CLI[11]. It is possible to generate the default (i) the “user-locked” profile, which authenticates first with
basic auth (i.e. with user and password); and the (ii) “auto-login” profile [12], which uses just the certificates to
establish the connection. This latter option eases setting the VPN tunnels quickly, as it bypasses the foreground
input of user and password for the authentication, just relying on the certificate-based one for these first tests.
Both options are shown in Listing 34.

Listing 34: Generation of OpenVPN user profile through the CLI

# User-locked approach

kubectl -n 6gbricks-user-1036 exec -it vpnaas-openvpn-as-b4dbd5c58-nvijm4 --
/usr/local/openvpn_as/scripts/sacli --user user GetUserlogin > 6gbricks-user-
1036 userlocked.ovpn




# Auto-login approach
kubectl -n 6gbricks-user-1036 exec -it vpnaas-openvpn-as-b4dbd5c58-nw2ck --

/usr/local/openvpn as/scripts/sacli --user user --key "prop autologin" --value "true"
UserPropPut

kubectl -n 6gbricks-user-1036 exec -it vpnaas-openvpn-as-b4dbd5c58-nvim4d --
/usr/local/openvpn_as/scripts/sacli --user user GetAutologin > 6gbricks-user-

1036 _autologin.ovpn

Alternatively, the graphical interface approach requires accessing (i) the admin GUI to configure the server
settings (here, the auto-login) and (ii) the user GUI to download the client’s connection profile. To that end, the
specific port for each service (here, “vpnaas-openvpn-as-admin" and “vpnaas-openvpn-as-gui") must be
forwarded to their respective ports. Listing 35 shows how to do so to reach through localhost
(https://127.0.0.1:8443 and https://127.0.0.1:8444).

Listing 35: K8s port forwarding to extract the configuration file for the user

kubectl -n 6gbricks-user-1036 port-forward service/vpnaas—-openvpn-as-admin 8443:943
kubectl -n 6gbricks-user-1036 port-forward service/vpnaas-openvpn-as-gui 8444:944

It is possible to change the default settings by accessing the admin GUI and enabling the "auto-login" option
under the section “User Management > User Permissions” (Figure 9) for a specific user.
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Figure 9: OpenVPN’s Access Server’s admin GUI to setup user permissions

After saving the settings, it is possible to download any of the generated profiles from the client GUI (Figure 10).
In this example, both the “user-locked” and “auto-login” connection profiles can be downloaded. The observed
difference in such files is that the “auth-user-pass" directive is not present in the “auto-login” one.
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Figure 10: OpenVPN’s Access Server’s user GUI to download connection profiles

The downloaded connection profile must be updated with the IP and port of the K8s cluster that runs the VPN
instance, specifically so that only a “remote” of type TCP exists.

Listing 36: Values to modify in the OpenVPN connection profile to update the remote endpoint

remote 192.168.49.2 31313 tcp

The first parameter in Listing 36 is the IPv4 of the host machine where the VPN instance is exposed, whereas the
second parameter is the TCP port from the port associated to the service “vpnaas-openvpn-as-tcp" (available in
Listing 33). Whilst the default TCP port exposed by the VPN instance is 9443, the dynamically assigned port that
is exposed to the K8s node is typically between the range 30000-32767. However, it is also possible to force it
through the K8s resource deployment (e.g. through some templates in the chart).

Finally, after the connection profile (.ovpn file) is edited, the default connection to the VPN at this stage is
attained by the simple OpenVPN CLI command shown in Listing 37.

Listing 37: OpenVPN CLI command to connect to the VPN server instance

sudo openvpn --config client.ovpn




At this point, the per-user connection is established, and the outcome of the last command shows the typical
logged lines of a successful OpenVPN connection. The connection status can be checked through the admin web
server, navigating to “Status > Overview” (Figure 11) and “Status > Current Users” (Figure 12).
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Figure 12: OpenVPN’s Access Server’s admin GUI with the status of currently connected users

Finally, it is possible to update any configuration option once the VPN instance is already deployed. To that end,
the Helm “upgrade” command (used to release to a new version of a given Helm chart) is used as per Listing 38
and ran at the root directory (like the installation in Listing 30).

Listing 38: OpenVPN CLI command to connect to the VPN server instance

cp -p ./openvpn-as/values.yaml ./openvpn-as/values-6gbricks.yaml

# ... Edit the ./openvpn-as/values-6gbricks.yaml file

helm3 upgrade -n 6gbricks-user-1036 -f ./openvpn-as/values.yaml \
-f ./openvpn-as/values-6gbricks.yaml vpnaas ./openvpn-as

|II

The new file “values-6gbricks.yaml!” will take priority and will upgrade all the configuration with the values
contained in this file. However, one disadvantage is that pods will be restarted and may likely result in temporal
unavailability of the VPN service for a small period (around 1 min). It is thus recommended to set up these values
at boot time. The expected outcome is shown in Listing 39.

Listing 39: K8s output of the upgraded VPN release

Release "vpnaas" has been upgraded. Happy Helming!
NAME: vpnaas

LAST DEPLOYED: Thu Jun 27 17:35:04 2024
NAMESPACE: o6gbricks-user-1036

STATUS: deployed

REVISION: 2

TEST SUITE: None

3.5.2 SDP Gateway

The SDP Gateway based on Envoy provides a scalable and high-performance proxy for managing traffic. This
section details the deployment and configuration steps for setting up Envoy as SDP Gateway within a Kubernetes
cluster.



Prerequisites
Before deploying SDP Gateway, ensure the following prerequisites are met:

e Arunning Kubernetes cluster.

e kubectl configured to interact with the cluster.

e Clone access to 6G-BRICKS SDP Gateway repository on GitHub
e Pull access to 6G-BRICKS private docker registry.

Cloning the Repository
Begin by cloning the 6G-BRICKS SDP Controller repository from GitHub:

Listing 40: Clone 6G-BRICKS SDP Controller repository

git clone https://github.com/SMARTECH-ISI-Athena/6G-BRICKS-SDP-Gateway.git

cd 6G-BRICKS-SDP-Gateway

Create SSL Certificates

Listing 41: Generate or obtain SSL certificates for securing the Envoy gateway

openssl req -x509 -nodes -days 365 -newkey rsa:2048 -keyout server.key -out server.crt -
subj "/CN=yourdomain.com/O=yourdomain.com"

Create Kubernetes Secrets for SSL

Listing 42: Store the SSL certificate and key in Kubernetes secrets

kubectl create secret tls envoy-cert —--cert=server.crt --key=server.key

Deploy Envoy using Kubernetes Manifests

Listing 43: Apply the deployment and service manifests from the cloned repository to the Kubernetes cluster

kubectl apply -f .

Verify Deployment

Listing 44: Ensure the Envoy service is running correctly by checking the status of the pods and service

kubectl get pods -A

kubectl get svc -A




Test SSL Configuration

Listing 45: Access the Envoy gateway through the LoadBalancer IP using HTTPS and verify the SSL configuration

curl -k https://<LoadBalancer IP>

Monitor logs for any errors or warnings:

Listing 46: Monitor logs

kubectl logs <envoy-pod-name>




4 Experimentation plane Interfacing with 6G sites

The 6G-BRICKS Experimentation Plane, deployed at the ISI/ATH testbed, acts as the entry point of experimenters
to the Facility. The portal allows experimenters to onboard xApps, providing access to device experimentation
(i.e., RIS and CFmMIMO devices). In the following, the interfacing of the experimentation plane with the
underlying 6G sites is further detailed, along with the supported interactions with experimenters.

4.1 Interfacing with the EUR testbed

With regards to the EUR testbed, experimenters may interact with the integration of RIS with OAIl and setup a
new experiment through the onboarding of an xApp. Moreover, they can interact with the DMO, which monitors
the infrastructure and informs experimenters of any potential anomalies. Both interactions are further detailed
in Section 5, where dry-run tests are contributed for the aforementioned workflows.

4.1.1  Remote experimentation via xApps

In the following, we present the remote experimentation functionality available through the graphical user
interface (GUI) of the EUR portal, which is embedded within the 6G-BRICKS portal as an iframe. The portal is a
key element of the facility, as it is the interface with verticals, experimenters and/or developers. The portal aims
to abstract the the testbed components and devices (e.g., the RIS) by providing a high-level view service
management to the vertical/developer, i.e., to deploy and monitor applications and xApps.

Create a new experiment

In order to create a new experiment and deploy an xApp, the user must first create a slice, and upload the
Network Service Descriptor (NSD) containing the xApp docker image and all the required configuration for his
XApp.
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Figure 13: Upload NSD file and region of deployment (i.e., in which cluster among the available clusters).
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Figure 15: NSD instantiation



4.1.2 Portal Interfacing with the DMO

The DMO, whose deployment at EUR was detailed at D5.1, monitors the underlying infrastructure and provides
Key Performance Indicators (KPIs) to the Fault Management component, which detects or predicts anomalies
and faults (see Figure 16). These are communicated to the experimenter through the 6G-BRICKS portal, alongside
explanations of the anomaly; to this end, XAl techniques are leveraged, through the fault management
component.
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Figure 16: DMO deployment in EUR and integration with the portal
4.1.2.1 DMO monitoring interfaces

Infrastructure monitoring involves the systematic collection of various metrics that reflect the status of the
infrastructure and the services or applications running on it. The DMO incorporates a highly scalable monitoring
system designed for rapid and reliable consumption of infrastructure metrics. Figure 17 provides a high-level
overview of its architecture and the set of internal components. The monitoring system provides three primary
interfaces:

e Monitoring Manager Interface: This is the primary interface used to enable monitoring per network
service.

e Service Broker Interface: This interface allows external components (including the web portal and fault
management components) to access metrics related to a specific network service.

e Grafana Dashboard Interface: This interface visualizes the collected metrics and creates alerts in case of
any deviation in the infrastructure state.

To collect metrics for a network service, the monitoring system processes an instantiation request through its
exposed interfaces. It utilizes the NFVO to deploy a network service collector. The network service collector
gathers metrics from a metrics exporter, such as Prometheus, concerning the network functions and applications
deployed on the infrastructure. Subsequently, the network service collector forwards these metrics to the
network service Metrics Broker. The network service collector performs pre-processing on the metrics, including
aggregation and cleaning, before storing them in the Time Series Database and forwarding them to the Service
Metrics Broker for access by external entities. This system can support multiple types of services and applications
and can scale to accommodate many services deployed on the infrastructure.
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Figure 17: Deployment architecture of the Monitoring component
4.1.2.2 Fault management interfaces

The Fault Management component at EUR includes the ATD and LLM-TFE, as detailed in D5.1. The mission of the
ATD is to detect User Equipment (UE) traffic-related anomalies within the CN technological domain, featuring
the NWDAF. In contrast, the LLM-TFE is responsible for detecting anomalies within the Cloud/Edge technological
domain, featuring the Llama2 LLM to provide explanations to experimenters, via the System Portal. In addition
to detecting anomalies as stated in D5.1, the LLM-TFE has been updated to resolve anomalies by applying the
recommendations of the LLM.

4.2 Interfacing with the KUL testbed

With regards to the KUL 6G site, experimenters may interact with the Cognitive Continuum and the CFmMIMO
enablers and order a new experiment through the onboarding of an xApp. Moreover, they can interact with the
Cognitive Compute continuum enabler. Both interactions are further detailed in Section 5, where dry-run tests
are contributed for the aforementioned workflows.

4.2.1 Compute continuum Experimentation

Compute Continuum Experimentation can be accessed either through its northbound API interface or its
Graphical User Interface (GUI) which is accessible via the 6G-BRICKS portal. The first option, i.e. the API, is used
by other 6G-BRICKS components, such as the Edge-Cloud Continuum Manager (ECCM). Whereas, if an
experimenter wants to directly access the KUL infrastructure and manage services and resources there, they can
use the available GUI. The general functions that are available through both ways are:

e Mangement of services (PaaS and Service Functions)
o Deployment of services and the management of their instances
e Management of the infrastructure and its nodes

It should be noted here that, currently, there are 2 types of services in m-Edge. These are Paa$S Services and
Service Functions. Service Functions are the smallest service "units" that can be installed in the cluster.
Specifically, a Service Function record contains information about the online repository where the image exists,
its name, its type, the application ports, information about when (auto-)scaling should be performed, the



resources that are required, as well as information on the required volumes and system parameters
(environment parameters/variables). Whereas a PaaS service can refer to a combination of service functions. For
each service function, the PaaS contains its name, used as the identifier (to find it in the repository), and the
necessary information needed for its successful installation (volumes, values for environmental parameters, and
autoscaling policy).

Since an experimenter interfacing with KUL testbed would prefer the GUI, in the next paragraphs we describe
how they can use it through examples.

First of all, the user should be registered and logged in to use the GUI. Then they can perform various actions,
such as the deployment of a PaaS service, as illustrated in the next figures.

Figure 18 highlights the PaaS service that will be deployed. This is comprised of 2 Service Functions, mec-bw-
flask and mongo-with-pvc.
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Figure 18: PaasS Services in t-Edge, with the selected service highlighted

By clicking the first button in the Actions column, i.e. the “Deploy” icon, a pop-up form is shown (Figure 2), where
the user fills in the required parameters in order to instantiate the PaaS service. These parameters are:

e Instance Name: The name of the instance that will be deployed.

e Count Min / Count Max: The minimum and maximum number of instances that can be created for this
Paas Service.

e Location: Where to deploy the PaaS Service (i.e. the node).

o Node ports: The ports that should open for the execution of the Service Functions. Each Service Function
has its ports defined, and on PaaS all the ports of all the Service Functions are shown.

e All node ports: When it is selected, all the Service Functions’ ports will be used. Otherwise, the user
should uncheck the radio box and edit the “Node ports” field. Users can either remove ports or modify
existing ones.

e Monitoring Services: When this is selected, the monitoring services (e.g. Grafana) are activated for the
specific instance. The URL where the user can graphically monitor the service (in our case it’s in a Grafana
environment) is included in the information model of the Paa$ instance.

e Enable data space: If this is checked, then a connector service is added to this PaaS instance and
facilitates the data exchange. Usually, this value is false.
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Figure 19: PaaS instantiation form in -Edge

The form is filled in as shown in Figure 19 and, on submission, the PaaS service is deployed. In PaaS Instances
page, we can see the newly deployed service (Figure 20).
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Figure 20: PaaS Instances page in m-Edge

4.2.2 Remote CF mMIMO experimentation

The experimentation xApps supported by the KUL testbed gives the possibility to remotely collect KPMs from
the CF mMIMO RAN. Moreover, it gives the possibility to show the KPM and performance visualization in a
graphical way through the Portal. Finally, experimenters can implement and deploy their own xApps with their
own resource allocation algrorithms; xApps are onboarded via the Docker Registry (See Section 3.3 via Docker
Push commands or visually through the Docker Registry GUI). Currently, xApps experimentation is only
supported with an emulated CFmMIMO network, until the hardware integration with the RAN hardware
components at KUL is completed. The resource allocation in the CF mMIMO RAN consists of three steps, each
with several in-build algorithms:

e Scheduling: Immediate, Delayed,
e Precoding: MRT, ZF, no precoding,
e Clustering: Heuristic SE, Max. 5 AP per UE-PRB, All APs, Strongest AP.

The Scheduling, Precoding and Clustering can be extended by 3rd party algorithms, offered by experimenters.
The process on 3-rd party algorithm integration consists of the following steps:
1. The third party provides the python code of a new Scheduling, Precoding or Clustering function.



2. The new function is added to the CF mMIMO simulator code and next it is visible in the list of available
Scheduling, Precoding and Clustering functions at the xApp.

3. Now, the xApp can choose between different Scheduling, Precoding and Clustering functions as normal.
l.e. the function can be changed every Reporting Period.

Requested outputs and example inputs of the Scheduling and Precoding/Clustering functions:

e The Delay Scheduling function has the following input parameters and provide the following output:
ue_active = Get_delay_schedule(traffic_buffer, tti, pdb_tti, result, scheduling_resource_size, n_ap),
where ve active is a numpy 1-dimensional boolean numpy matrix with True for UE that should be
scheduled in a given TTl and False for UE that should not be scheduled in the given TTI.

e For MRT precoding the heuristic clustering algorithm has the following input and output:

w_active = Get_mrt_heuristic(h_active, noise, power_ap_prb, ap_antenna_gain),

where: w_active is the 3-dimensional (ue, prb, ap) complex numpy matrix with the precoders for each active

user equipment (ue) on each physical resource block (prb) at all access point (ap); h_active is the 3-

dimensional (ue, prb, ap) complex numpy matrix with a channel for user equipment (ue), physical resource

block (prb) and access point (ap).

Third party experimenters can create xApps in any programming language; these can be packaged in Docker
images and deployed at the private Docker Registry, deployed at ISI/ATH, as outlined in Section 3.3. The 3-rd
party xApps, can communicate with the Near-RT RIC deployed at KUL without any restrictions when using the
HTTP PUT requests with the following JSON objects messages of four types: setup, registration, control and
measurement, as outlined on the Table 5 below:

Table 5: HTTP requests

Request Response Description

{"type": "setup", "data": {"chart_type":
[["Incoming traffic (Mbit/s)",
"Traffic buffer (Mbit/s)",

”.n

{“type”:"setup”} Setup request message is used by the

xApp to get to know the supported

"Active TTIs (%)", chart types (performance
"Scheduled UEs per TTI (1)", measurements), as well as the
"Scheduled UEs per active TTI (1)", supported scheduling, precoding and
"Active APs (1)", clustering algorithms together with
"APs per scheduled UE (1)", their identity numbers.

"Log-average signal of active UEs (W)", "Log-
average N + | of active UEs (W)", "Log-average
SINR of active UEs (1)", "System throughput
(Mbit/s)",

"Sum SE (bit/s/Hz)",

"IP packets sent (1/s)",

"Average IP packet delay (s)",

"Maximum IP packet delay (s)",

"Transmit power (W)",

"Total consumed power (W)",

"Energy efficiency (Mbit/J)"],
[1,2,3,4,5,6,7,8,9,10,11, 12,13, 14, 15, 16,
17, 18]],

"scheduling": [["Immediate", "Delayed"], [0, 1]],
"precoding": [["MRT", "ZF", "No precoding"], [0, 1,
2]],



{”type”:
“registration”}

{"type™:

"control",

"xapp_id": "0",
"control_type":
"resource_alloc
ation", '"data":
{"scheduling": 0,
"precoding": 1,
"clustering": 0}}

{"type":
“control",
"xapp_id": "0",
"control_type":
"system_setting
"}

"clustering": [[["Heuristc SE", "Max. 5 APs per UE-
PRB"], [0, 1]1, [["All APs"], [0]], [["Strongest AP"],

(01113}

n, u

{“type”: “registration”, “xapp_id”:"0"}

{"type": "control", "xapp_id": "0", "control_type":
"resource_allocation", "data": {"scheduling": 0,
"precoding": 1, "clustering": 0}}

{"type": "control", "xapp_id": "0", "control_type":
"system_settings", "data": {"system_setting":
"n_ue": 20, "n_ap": 32, "n_row": 4, "isd": 20,
“n_prb": 10, "n_report": 100000, "n_iteration": 1,
“frequency": 4000000000.0, "scs": 30000.0,
"ap_antenna_gain™: 0, "ap_height": 15,
"ap_tx_power": 0.2, "ue_height": 1.5, "ue_speed":
1.5, "ue_nf": 7, "environment": 2,
"traffic_file_size": 4000000,
"traffic_reading_time_mean": 2, "ip_packet_size":
12144, "pdb": 0.28, "p_circ": 9, "p_c": 0.2, "p_c_i":

0.1, "p_0": 0.2, "p_O_i": 0.1, "p_bt": 0.25,
"drain_efficiency": 0.388}, "system_setting unit":
"isd": "m", "frequency": "Hz", "scs": "Hz",
"ap_antenna_gain": "dBi", "ap_height": "m",
"ap_tx_power": "W, "ue_height": "m",
"ue_speed": "m", "ue_nf": "dB", "traffic_file_size":
"bit", "traffic_reading_time_mean": "s",

"ip_packet_size": "bit", "pdb": "s", "p_circ": "W",
Ilp_cll: ||W||’ ||p_c_i||: IIWII' llp_oll: IIWII' llp_O_iII: ||W||'
"p_bt": "W/(Gbit/s)"},

"system_setting_description": "n_ue": "The
number of simulated User Equipments (UEs). The
UEs are randomly distributed in the system.",
"n_ap": "The number of Access Points (APs) where
each AP has one omnidirectional antenna. The APs
are distributed in rows. The number of APs must be

Registration message providing the
xApp with the xapp_id, which the
xApp should use in all control
messages

Resource allocation control request.
The xApp requests for the scheduling,
precoding and clustering algorithm.

System settings control request. The
xApp requests the simulated RAN
system  parameters and their
description. The xApp can also use
the message to request for the
system settings.



a multiple of rows.", "n_row": "The number of
horizontal rows the APs are divided into.", "isd":
"The inter-site-distance, i.e., distance between AP
in a row as well as between the nearest APs in the
neighbouring rows.", "n_prb": "The number of
Physical Resource Blocks (PRBs) of each carrier
transmitted from an AP. The PRB consists of 12
subcarriers.", "scs": "The subcarrier spacing.",
"n_report": "The duration of one iteration in the
number of reports, where each report is 0.1. For
continous  simulations eigher n_report or
n_iteration must be set to a very high value.",
"n_iteration": "The number of simulation
intrations. Each iteration starts from a new random
UEs distribution in the network and random
direction of movement. For continuous simulations
eigher n_report or n_iteration must be set to a very
high value.", "frequency": "The carrier frequency.",
"ap_antenna_gain": "The AP antenna gain. The
omnidirectional antennais assumed.", "ap_height":
"The hight of the AP antenna above the ground
level.", "ap_tx_power": "The AP transmit power.
The AP transmit power will be distributed evenly
between PRBs.", "ue_height": "The hight of the UE
antenna above the ground level.", "ue_speed":
"The UE speed. 1.5 m/s corresponds to the
pedestrian UE.", "environment": "The type of the
environment used for pathloss prediction, where 0:
Indoor Hotspot, 1: Urban Macro 2 Urban Micro.
Only value 2 is currently supported by the RAN
simulator.", "ue_nf": "The noise figure in (dB) of the
UE power amplifier. The thermal noise is calculated
as thermal noise = k\u2022T\u202212\u2022scs,
where k = 1.38e-23 m”2*kg/s*2/K is the Boltzmann
constant, T = 290 K is the temperature, and scs is
the subcarrier spacing. The noise figure is added to
the thermal noise to constitute the total noise.",
"traffic_file_size": "The size of the file in
downloaded by the UE. According to ftp2 traffic
model, 0.5 MB (i.e. 4e+6 bits) is the size of file
transferred every reading_time.",
"traffic_reading_time_mean": "Exponential
distribution mean value of the reading_time.
TNote, that he next reading time starts not after the
previouys traffic file has been sent by the AP to the
UE, but after the previous traffic file has been been
received by the AP. This approach is used to make
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the incoming traffic independent of the radio
resource allocation strategy and allow for testing of
different radio resource allocation strategies under
the same traffic conditions.", "ip_packet_size":
"The size of the IP packet. The traffic_file_size is
divided into a number of IP packets and the delivery
time of each packet is measured as the packet
delay.", "pdb": "Packet Delay Budget (PDB) of the
RAN. For 5Ql = 9 the RAN should ensure the pdb =
0.35-0.025s=0.28 s, where 0.3 s is the total delay
of the IP packet and 0.02 s is the delay between the
UPF and the RAN, 3GPP 23.501.", "p_circ": "The
static power consumption of the CPU. The power is
assumed to be always consumped regardless of the
AP inactivity or AP backhould inactivity.", "p_c":
"The static power consumption of the AP when the
AP is active. This power is assumed to be consumed
in a TTI when the AP transmits data in this TTI. If an
AP does not transmit to any UE in the TTI then the
p_c_i power is used instead for this TTL", "p_c_i":
"The static power consumption of the AP when the
AP is inactive in the TTI. If an AP transmits to any UE
inthe TTIthen the p_c power is used instead for this
TTL", "p_0": "The static power consumption of the
AP backhaul link when the AP is active in the TTI. If
the AP is idle then the p_0_i is used in the TTL.",
"p_0_i": "The static power consumption of the AP
backhaul in when the AP is idle in the TTI. If the AP
is active then the p_0 _iis used in the TTL", "p_bt":
"The bit rate dependent part of AP backhaul link
power consumption”, "drain_efficiency": "The
drain efficiency of an AP antenna power
amplifier."}}}
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{”type”:
“time”: 1718373740.938621, “xy”: [[30.19, 65.11],

Request to switch to active mode.
The simulations for the selected by

the  xApp
algorithm start.

resource

allocation

“measurement”, “report_number”: 98, Measurement request for the next

measurement report. The response



,  Xapp_id:"0”,
“report_number
”. 97}

[32.775, 97.38], [35.714, 101.01], [53.489,
131.609], [90.317, 136.676], [113.126, 101.799],
[112.944, 31.051], [33.587, 65.446], [5.604,
30.605], [36.196, 115.582], [23.089, 79.244],
[143.932, 137.533], [88.832, 120.226], [71.617,
3.931], [109.914, 122.22], [32.411, 126.032],
[56.596, 106.57], [52.468, 57.832], [45.521,
59.189], [114.975, 45.96]], “data”: {1: 40.0, 2:
9.214, 3: 47.0, 4: 0.47, 5: 1.0, 6: 30.08, 7: 64.0, 8:
1.082e-07, 9: 7.221e-15, 10: 14985350.909, 11:
40.0, 12: 11.111, 13: 3300.0, 14: 0.02315, 15:
0.0465, 16: 1.551, 17: 30.007, 18: 1.333}}

includes the xy location of the UEs
and the value for each performance
measurement listed in the setup
message



5 Dry-run testing of 6G-BRICKS components

Dry-run tests are stand-alone test cases of the components, that validate their proper operational status, and
functionality prior to their integration with the end-to-end facility. This validation process is carried out prior to
the components' deployment in real-world scenarios, accomplished through the validation of use cases. This
section contributes dry-run tests for all major components, covering:

o CFmMIMO experimentation with xApps at the KUL testbed (Section 5.1)

e RIS experimentation with xAps at the EUR testbed (Section 5.2)

e Anomaly detection with the 6G-BRICKS DMO (Section 5.3)

e Security dry-run testing showcasing the VPNaaS functionality (Section 5.4)
e Adry-run test for the Cognitive Continuum enabler (Section 5.5)

e Adry-run test showcasing the intent engine. (Section 5.6)

5.1 xApps experimentation with CF mMIMO networks dry-run testing

The purpose of the xApps experimentation is to showcase the Near-RT RIC xApps controlling a simulated cell-
free massive MIMO (CF mMIMO) RAN. The xApps can test innovative radio resource allocation strategies in an
environment close to the real CF mMIMO system. The xApps can change the radio resource allocation strategies
per report period and showcase the performance of the allocation strategies. The radio resource allocation
consists of 3 Steps:

e Scheduling - determines the UEs, which will get AP-PRB resources in the current TTIl. Current
implementation of the scheduling algorithm has in-built the following radio resource allocation
algorithms which can be triggered thorough the xApp onboard in the Near-RT RIC.

o Immediate - all UEs with data in the traffic buffer are considered for scheduling

o Delayed - the UEs are not scheduled immediately but the scheduler waits until there is data in
the buffer for more UEs to schedule them simultaneously but not later than configurable packet
delay budget (PDB)

e C(Clustering - determines the serving APs per served UE in the current TTI

o All APs - all APs serve all UEs, which is available for ZF precoding.

o Heuristic SE - for MRT precoding to optimise the sum spectral efficiency (SE). For each AP-PRB
one served UE is selected

o xApp defined - the xApp provides a clustering vector with serving APs for each UE. The clustering
vector can be changed every reporting period

e Precoding - determines the precoding used when transmitted from the APs
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Figure 21: The Near-RT RIC interworking with several xApps with CF mMIMO simulator.

An xApp must select one scheduling, clustering and precoding algorithm. When selecting the xApp defined
clustering, the xApp must provide a Control request message with the clustering vector for each UE. After
collecting the KPMs from the reporting period = n, the xApp can compute the clustering vectors and must send
the control request to the Near-RT RIC in reporting period = n + 1 to be considered by the simulator starting from
the reporting period = n + 2, as illustrated in Figure 22.

Control
request

Reporting period Reporting period Reporting period Reporting period
n n+1 n+2 n+3

Control request applied

Figure 22: The timing of the xApp control.
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Figure 24: The performance visualization of Cell-free mMIMO networks with immediate scheduling and ZF precoding

The xApp is the internet browser-based application available after starting a Python script related to Near-RT RIC
deployed and running at the server of KUL. As a default set up the xApp is accessible under the ‘localhost:8080’
address. The left black panel is the xApp with three icons that can be used to configure CF mMIMO networks to
prepare the environment to collect the KPM over E2 interface. Figure 23 and Figure 24 show the view of the CF
mMIMO and cellular system performance monitoring and control window of the xApp. The performance
monitors are specific for the radio resource allocation algorithm chosen by the xApp. The radio resource
allocation algorithm is a combination of Scheduling, Precoding and Clustering.

From Figure 23 and Figure 24 it is illustrated that the proposed radio resource allocation algorithms for Cell-free
mMIMO networks outperforms with cellular networks.

5.2 XxApps experimentation with the Reflected Intelligent Surface (RIS) dry-run
testing

In this dry-run test, we demonstrate how a Reconfigurable Intelligent Surface (RIS) antenna can be controlled via
an xApp (Figure 25). The goal is to dynamically configure the beam(s) of the RIS to direct towards a moving robot,
ensuring the beam continuously points at the robot. To achieve this, an Ultra-Wideband (UWB) kit is connected
to a laptop to determine the robot's location, which is equipped with a UWB tag. The UWB kit consists of an
anchor and a tag, where the anchor is stationary and the tag is mounted on the robot. The UWB system uses
time-of-flight measurements to accurately determine the distance between the anchor and the tag, allowing it
to calculate the robot's precise location in real-time.

The list of the equipment used in this PoC:

1. Laptop or Computer: used to run the control script and connect to the serial port.
2. UWBKit: includes a UWB anchor and a UWB tag to determine the robot's location.
3. Robot with UWB Tag: the moving target whose location is tracked.
4. Reconfigurable Intelligent Surface (RIS): Hardware that adjusts the beam direction based on the control
signals.
Serial Cable: connects the laptop to the RIS hardware.
6. Software Components:
a. xApp for controlling the RIS.
b. FlexRIC [13] RIC (RAN Intelligent Controller) running on the laptop.
c. Codebook dataset containing configuration data for the RIS.

o

These components work together to dynamically adjust the RIS configuration, ensuring the beam is continuously
directed towards the moving robot.



Upon acquiring the robot's location, the UWB proxy sends this information to the RIS control xApp running on
the same laptop with FlexRIC. FlexRIC is a RIC platform designed to enable near real-time control and
optimization of radio access networks. In this PoC, the FlexRIC RIC manages the communication between the
UWB system and the RIS, ensuring that location updates are processed efficiently and the beam direction is
adjusted promptly. Although, in this PoC, all components operate on a single laptop, they can typically run on
different interconnected machines, providing flexibility for deployment in more complex network environments.
For instance, the UWB proxy could run on a dedicated machine, while the RIS control xApp and the FlexRIC RIC
operate on separate servers, all communicating over a local network or the internet.

Figure 25: PoC hardware

Once the xApp receives the robot's location from the UWB proxy, it calculates the optimal beam angle required
to direct the signal towards the moving robot. It then sends the new beam angle to the RIS E2 proxy, which is
also running on the laptop. The E2 proxy acts as an intermediary, translating the beam angle command into
specific codebook configuration for the RIS hardware.

The E2 proxy initializes a serial port connection to communicate with the RIS hardware, sets the beam steering
angle, and processes data from a file to adjust the RIS’s configuration. It reads the codebook's dataset, processes
the data into hexadecimal format, and then converts it into decimal values. The E2 proxy then selects the
appropriate data based on the desired angle, writes this data to the serial port in a loop, and briefly pauses to
ensure proper transmission. The serial communication settings and flow control ensure reliable data transfer to
the device, enabling dynamic beam steering adjustments.The RIS codebook is a predefined set of configuration
states that control the phase and amplitude of the reflecting elements on the RIS. By selecting the appropriate
state from the codebook, the RIS can steer the reflected signal in the desired direction, ensuring continuous and
reliable communication with the moving robot.

This PoC demonstrates the feasibility and effectiveness of using an xApp to control a RIS in a dynamic
environment, highlighting the potential for advanced network optimization and real-time adaptability in future
6G networks.

5.3 Anomaly detection with the 6G-BRICKS DMO dry-run testing

As explained in Section 4.1.2, the LLM-TFE is a crucial component of the 6G-BRICKS DMO, responsible for
predicting SLA violations of given applications and generating human-friendly explanations and



recommendations when latency-related anomalies are predicted. The recommendations of this component can
be applied directly to resolve the anomalies, thus enabling ZSM (i.e., detecting and resolving the anomalies
without human intervention). Figure 26 shows the LLM-TFE PoC design. On the other hand, the LLM-TFE predicts
latency SLA violations for a given application and explains the anomalies to users using human language,
featuring Llamaz2. It has been enhanced to autonomously update cloud resources to enable Zero-touch network
and Service Management (ZSM). It interacts with the monitoring component explained above to fetch
Cloud/Edge resource-related KPls, such as CPU and RAM information, and interacts with the Runtime
Management component of the DMO to resolve the anomalies (update the Cloud/Edge resources). The
deployment of the LLM-TFE was explained in D5.1, and as this component was enhanced to close the loop, i.e.,
update the configuration autonomously, only some lines of code were modified, and thus the Docker image is

updated.
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Figure 26: LLM-TFE PoC design

In order to showcase the LLM-TFE PoC, we use two machines in the experiment. The first machine is managed
by Kubernetes and hosts the go-server, which is the microservice application, and xai-autoscaler that manages
the cloud resource updates of the go-server. xai-autoscaler hosts XGBoost and SHAP, and requests Llama2 to
generate human-readable text and new resource allocations, and updates the resources (i.e., CPU or RAM or
both). This cluster is also configured with a monitoring namespace that hosts prometheus-k8s. The latter is
utilized to retrieve Key Performance Indicators (KPls) related to go-server by both the xai-autoscaler to run
XGBoost and grafana to display the dashboard for users. The second machine hosts the netsoft-llm component,
which serves Llama2. The bottom of Figure 27 illustrates the demonstration setup.

The go-server is exposed to a load of requests generated by a test component utilizing ApacheBench to make
concurrent HTTP requests. To view the results, we provide a grafana dashboard showing CPU and RAM limits
and usage, as depicted at the top of Figure 27. In this latter, it is evident from the CPU and RAM usage that the
approach effectively scales the go-server, enabling ZSM and providing a user-friendly explanation to the user. At
the top of Figure 27, we offer two examples of LLM outputs: one reflecting CPU resource scaling and the other
illustrating both CPU and RAM scaling.
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v The root cause of the SLA latency violation appears to be due to insufficient CPU resources. Update the previous CPU limit

from 0.25 to 0.5.
v The root cause of the SLA latency violation lies in both RAM and CPU. Recommendations include increasing the allocated
resources by updating the previous limits as follows: CPU limit to 0.5 and RAM limit to 512M.
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Figure 27: LLM-TFE PoC setup and results

5.4 Cognitive Continuum dry-run testing

In the rapidly evolving landscape of next-generation networks, the edge-cloud continuum has emerged as a
pivotal concept that promises to transform the way computational resources are managed and utilized. By
seamlessly integrating edge and cloud infrastructures, the edge-cloud continuum enables dynamic, efficient, and
scalable distribution of services and applications across a diverse set of heterogeneous devices and locations.
This is particularly relevant in scenarios requiring real-time processing, low-latency responses, and optimal
resource utilization.

The 6G-BRICKS Cognitive Compute Continuum platform exploits all the available edge devices of the
infrastructure (e.g. sensors, loT devices, network elements and edge servers) in a unified and flexible manner.
The integration and management of these various devices allow for:

e  Proximity-Based Processing: Computation can be performed closer to the data source, reducing latency
and enhancing responsiveness.

e Dynamic Resource Allocation: Resources can be dynamically allocated based on current demand,
network conditions, and processing requirements.

e Scalability and Flexibility: The Cognitive Compute Continuum supports the scaling of applications,
adapting to varying workloads and use cases.

o Enhanced Reliability and Redundancy: By distributing processing across multiple nodes, the continuum
can offer improved fault tolerance and reliability.

This dry-run test will be split into two distinct scenarios, each designed to demonstrate different functionalities
of the cognitive continuum in a comprehensive manner. By addressing varied aspects of cognitive computing,
these scenarios aim to showcase the robustness, adaptability, and efficiency of our systems under different
conditions and requirements.

5.4.1 Scenario #1 - Federated Learning & Stateful Migration

In this scenario, we aim to demonstrate the implementation of a distributed collaborative activity across a
distributed network of machines, showcasing the system's resilience in handling resource usage issues and
seamless service migrations between different hosting environments, abstracting the heterogeneity of edge
devices. In this direction, we employ a Federated Learning (FL) scenario whereby different edge devices (edge
servers, robots, network elements) can act as FL clients that perform local training using the data generated
within their local environments. At the same time, we showcase a hierarchical topology with aggregation nodes
acting as FL model averaging components, that compose the global model using the local models created by each



FL client. The initial setup, depicted in Figure 5 (State #1), involves edge devices located several kilometers from
ICOM’s Edge Cloud server. The connection between the edge devices and the edge cloud is facilitated by a
wireless link between two X-HAUL switches.
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Figure 28: Scenario #1 — Federated Learning & Stateful Migration

A Kubernetes cluster, consisting of 3 nodes: ICOM Edge Cloud (Master Node), Robot A (Worker Node) and Robot
B within a Simulation environment (Worker Node) is used to perform the federated learning experiment. We use
FederatedScope, a framework developed by Alibaba, to conduct federated learning experiments on our
distributed environment. To manage the deployment of microservices across the nodes in our cluster, we use -
Edge. Initially, the master node (ICOM Edge Cloud) hosts the microservice acting as the server (i.e., performing
the model averaging functionality) for the federated learning task. Meanwhile, Robot A and Robot B host
microservices functioning as FL clients (i.e., performing local model training), connecting to the server. The
experiment involves the server initiating new training rounds upon receiving API calls.

The Edge Cloud Continuum Manager (ECCM) attempts to forecast the future resource usage of the machines,
using Al, and specifically Graph Neural Network (GNN) models, capturing the topology of the cluster nodes for
improved accuracy in resource predictions. In particular, the GNN models provide predictions for the CPU and
memory usage of a cluster’s nodes. In configurable regular intervals, the GNN model receives as input new values
of CPU and memory usage per each node, which are then normalized and processed. It uses the latest historical
observations, as well as cluster topology, so that it can consider both the spatial and temporal dependencies of
the nodes and provide predictions for the next time intervals. These forecasts are given as input to the Edge
Cloud Continuum Manager’s optimization algorithm. The key purpose of this approach is therefore to provide
forecasting on the usage of the K8s infrastructure, to further improve the workflow placement decisions. The
results of this process are new topologies, which means some services might need to be migrated to have an
optimized result.

The workflow associated with the GNN models is handled by an internal ML model controller, including the GNN
orchestrator and the Inference service. The GNN orchestrator is responsible for continuously reading data from
a .csv file. Every given interval, it reads the normalized CPU and memory usage of all nodes of the cluster. It then
creates the appropriate request body and sends an API request to the Inference service.. The Inference service
continuously reads the given cluster topology and when an inference request is received, it selects the



appropriate pretrained model based on the number of nodes, the requested metric (CPU or memory) and the
requested forecast horizon. The output of the Inference service is written in three .csv files, which contain
forecasts for the next intervals. Those files are saved in ashared volume in order to be accessed by placement
optimization agents within ECCM.

In our experiment the ECCM results in a new topology (depicted as Phase #2 in Figure 28), which requires the
microservice representing the Federated Learning Client #1 to migrate to another machine, i.e., the Edge Cloud
server. This adjustment is based on resource usage predictions indicating that the robot's resources will soon be
fully utilized. Since our service has memory needs, specifically Persistent Volumes in a k8s environment, this
transition translates to an inter-node migration of a stateful application.

Migrating a stateful application involves transferring both its data (Persistent Volume or PV) and its deployment.
While changing the node for a deployment is relatively straightforward (see below), we build our PV migration
mechanism on top of an open-source tool called pv-migrate.

When the ECCM provides the new topology, the m-Edge service migration endpoint is called. Initially, the
deployment is scaled down to facilitate a smooth migration. The PV migration is handled by a Kubernetes Job
deployed on the cluster's master node. Once the data is successfully transferred to a new PV on the destination
node, the deployment is moved to the new node and scaled up again. This process ensures that the application
continues to run seamlessly in the new topology

A short example of the migration of one of the running federated learning clients is presented below. All three
pods have been registered and deployed via the m-Edge API. As shown in Figure 29 an FL server and two clients
are running, all in distinct nodes of the same k8s cluster.
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Figure 29: Federated Learning Distributed Topology

For example, the directory /data inside the fl-client-one pod, which was specified as the volumeMount in the
serviceFunction registration via the pi-edge, contains the input data for this specific client, and a directory in
which all of the outputs of the FL will be stored (models, processed data etc.). The two directories can be seen
below:

: $ k exec -it -n pi-edge fl-client-one-7b57fc7d6f-78h51 -- /bin/bash
ifl-client-one:/# 1s data/

client-one-input-data output

Figure 30: Data of Client 1

Once the resources of the robot increase significantly, there is a high possibility that the ECCM will produce a
new topology which will require the fl-client-one service to be migrated from the robot to the Intracom’s server.
A request from the ECCM will then be sent to the n-Edge APl which will perform the migration. In this case, m-
Edge will automatically understand that it should perform a stateful migration, since there is a volume specified
on the service function. The n-Edge endpoint regarding intra-node migration will then be called by ECCM. A
description of how the endpoint is called is presented below.

JSON Body:
{

“service_function_instance_name”: “fl-client-one",

“destination_location”: “Peania_room”




After the request is sent, we can observe on the backend that a Kubernetes Job regarding the migration of the
PV (which stores the data of the application) is started. The job will automatically start some pods and terminate
them once the migration is successful. The actual application will be scaled down before the data transfer and
will be scaled up on the destination node once the new PV is ready. Following, we can see the logs of the n-Edge
controller, which confirms that the migration has been completed.
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Figure 31: Migration Logs on mt-Edge Controller

Inspecting further on the k8s resources, we are able to observe the 2 pods that are deployed automatically by
the k8s job (pv-migrate-job). In the first snapshot (Figure 32), the migration is still ongoing, hence the fl-client-
one is scaled down and has no pod running. In the second snapshot (Figure 33), the k8s job is completed and the
pod is scaled up, while it has also changed node. The new node is the zorro-solutions node with location tag
Peania_room.
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Figure 33: Pods after Migration
Finally, to confirm that the migration was successful we can check the data folder of the new fl-client-one pod.
As we can see, the data structure is identical.

:~% k exec -it -n pi-edge fl-client-one-694679cfd5-ql9zs -- /bin/bash
root@fl-client-one: /# 1s data/

client-one-input-data output

Figure 34: Migrated Data on New Pod

5.4.2 Scenario #2 — Green wireless X-Haul and stateless app migration

In this scenario, we leverage the same infrastructure as in Scenario #1, focusing more on a network-centric
solution for X-Haul sustainability.

A docker swarm cluster consisting of two nodes, one master and one slave, is created between the disaggregated
X-Haul switches. To manage the deployment and lifecycle orchestration of microservices across the nodes in the
docker swarm cluster, appropriate n-Edge drivers have been developed. Moreover, the Edge Cloud Continuum
Manager (ECCM) retrieves statistics from the network nodes and attempts to forecast the future resource usage
of the machines, using Al.



In this scenario, the ECCM produces the initial topology and the optimized microservices placement, de-
activating links that are not-being used for communication between the applications. Powering down unneeded
links pays big dividends to network operators that strive to achieve their sustainability goals by lowering energy
costs and greenhouse emissions.

In our test case, the ECCM deploys the microservices on switch Al and on the two robots, which results in the
deactivation of the wireless link (phase 1). When the ECCM produces a new topology and service placement
rules, a service migration process is being initiated, which, due to application-layer interaction among micro-
services, results in the activation of the wireless link between the X-Haul switches, as well as the placement of
the microservice from switch Al to switch A2 (phase2) (Figure 35).
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Figure 35: Stateless service migration

5.5 Zero-Trust establishment dry-run testing

The Security PoC, in its final stage, comprises the end-to-end setup for the Zero Trust establishment that allows
the experimenter to reach the protected endpointsin a secure (isolated) and trusted way. It involves all elements
of the ZTSF and ZTSM, running at the security control and data planes, respectively.

In its first evaluation stage, whilst it shows the end-to-end setup, the PoC focuses on the establishment and
interaction of the ZTSM instances in the Security Data Plane.

5.5.1 Involved infrastructure

The ISI/ATHENA and the KUL sites? Testeds? are involved in the evaluation stage for the Security dry-run testing.
The former delivers the experimenter and security control plane, whereas the latter contains the experimenter
and security data plane.

Figure 36 pictures the components contained in each of these and their expected exchange of information to
fulfil the final evaluation of the Security dry-run testing. Interfaces for the exchange of data are named with
unique interfaces so to be properly described. The detailed end-to-end workflow to be implemented is described
in D4.2 (Section 4 and Figure 10) and involves (i) the initial definition of the security intents; (ii) the deployment
and configuration of the ZTSM; and (iii) the authentication approaches within the ZTSM components.
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Figure 36: Desired infrastructure setup for the evaluation of the Security dry-run test

However, for the current evaluation of the integrated Security PoC, the focus will be on (ii), on the deployment
and configuration of the ZTSM instances. The following interactions take place there:

1. The Security Orchestrator (SO) instructs the VPNaaS to deploy a tailored VPN instance for a new
experimenter connecting towards the experimental infrastructure. It does so through the IF.SO-VPN
interface.

2. The SDP Controller requests the SDP Gateway to configure entries to secure access towards the
protected endpoints of the Backend service. This is done through the IF.SDPC-SDPGW interface.

3. Connectivity is setup between the new VPN instance that of the VPN Gateway.

4. The experimenter connects towards its VPN instance in the experimental KUL testbed, where the
experimenter’s traffic flows from the VPN tunnel (IF.UE-VPN interface) towards the SDP gateway
(IF.VPN-SDPGW interface.

The following sections document and show the deployment and/or configuration of each of the steps in points
(1) and (2).

5.5.2 VPNaaS dry-run testing

As part of the first validation tests, multiple VPN instances must be deployed (one per user) and concurrent
connections must be established from the K8s cluster. Figure 37 depicts two concurrent OpenVPN Access Server
(AS) pods.



NAMESPACE NAME READY STATUS RESTARTS
default _ 3 7-jfsl 1/ Running 3 (16m ago)

default NE 4 77¢7- x4 / Running

Figure 37: Concurrent OpenVPN AS pods in K8s, one per experimenter

Figure 38 and Figure 39 depict the connection details of each of these users from the administrative GUI offered
by each OpenVPN AS instance.

Figure 38: Connection details for first experimenter connected to the VPN

Figure 39: Connection details for second experimenter connected to the VPN

Throughput tests were performed in the same K8s cluster with kubernetes-iperf [14]. iperf3 is a commonly used
and versatile tool used to measure TCP, UDP, and SCTP bandwidth performance between a client and a server.

This is an initial assessment to evaluate the bandwidth already available between the K8s cluster (e.g. between
the master node and the deployed OpenVPN AS pod in one of the worker nodes). Its outcome is shown in Listing
47. Further tests will be performed between the VPN client used by the experimenter and the deployed VPN
server (i.e., the OpenVPN AS pod) to measure the throughput and reliability of the connection.

Listing 47: iperf3 tests within the K8s cluster serving the VPN connections for experimenters

./iperf3.sh
deployment.apps/iperf3-server-deployment created
service/iperf3-server created
daemonset.apps/iperf3-clients created

Server is running

Waiting for iperf3-clients-sdtjg to start...
Waiting for iperf3-clients-sdtjg to start...
Waiting for iperf3-clients-sdtjg to start...
Client on 192.168.49.2: Connecting to host iperf3-server, port 5201

Client on 192.168.49.2: [ 5] local 10.244.0.93 port 48388 connected to 10.97.39.206 port
5201

Client on 192.168.49.2: [ ID] Interval Transfer Bitrate Retr Cwnd

Client on 192.168.49.2: [ 5] 0.00-1.00 sec 6.22 GBytes 53.4 Gbits/sec 0 796

KBytes

Client on 192.168.49.2: [ 5] 1.00-2.00 sec 6.93 GBytes 59.5 Gbits/sec 0 922




KBytes

Client on 192.168.49.2: [ 5] 2.00-3.00 sec 7.17 GBytes 61.6 Gbits/sec 0 1.09
MBytes
Client on 192.168.49.2: [ 5] 3.00-4.00 sec 6.67 GBytes 57.3 Gbits/sec 46 1.15
MBytes
Client on 192.168.49.2: [ 5] 4.00-5.00 sec 7.21 GBytes 61.9 Gbits/sec 0 1.15
MBytes
Client on 192.168.49.2: [ 5] 5.00-6.00 sec 6.94 GBytes 59.6 Gbits/sec 0 1.15
MBytes

Client on 192.168.49.2: [ 5] 6.00-7.00 sec 7.02 GBytes 60.3 Gbits/sec 0 1.15
MBytes

Client on 192.168.49.2: [ 5] 7.00-8.00 sec 7.21 GBytes 61.9 Gbits/sec 0 1.15
MBytes

Client on 192.168.49.2: [ 5] 8.00-9.00 sec 6.35 GBytes 54.5 Gbits/sec 46 1.15
MBytes

Client on 192.168.49.2: [ 5] 9.00-10.00 sec 6.07 GBytes 52.0 Gbits/sec 0 1.15
MBytes

Client on 192.168.49.2: - - — = = = = = = = — — = = — — — = — — — — — — -

Client on 192.168.49.2: [ ID] Interval Transfer Bitrate Retr
Client on 192.168.49.2: [ 5] 0.00-10.00 sec 67.8 GBytes ©58.2 Gbits/sec 92

sender

Client on 192.168.49.2: [ 5] 0.00-10.00 sec 67.8 GBytes ©58.2 Gbits/sec

receiver

Client on 192.168.49.2:
Client on 192.168.49.2: iperf Done.

deployment.apps "iperf3-server-deployment" deleted
service "iperf3-server" deleted
daemonset.apps "iperf3-clients" deleted

5.6 Intent engine dry-run testing

As part of the intent engine in 6G-BRICKS we deployed a first dry-run workflow to showcase intent conflict
detection and contradiction removal supported by the intent engine. The 6G-BRICKS intent engine, as introduced
in D2.2 (Section 5.1) and further detailed in D4.1 (section 3.2)., accepts intent definitions and implements intent
negotiation and reporting workflows. It is accessible by experimenters as a Portal module, as mentioned in
Section 3.2. It includes intent handling policies and advanced reconciliation processes. The intent engine adopts
the TMF921 standard's formal intent definition, superseding Service Level Agreements (SLAs) with a more flexible
declarative language that defines application networking and computational requirements. To extract specific
deployment instructions, the user request is input as standard TMF-based intent representation by adhering to
the TMF-defined ontologies. Next, Kubernetes (K8s) manifest files are created following these instructions, which
makes it easier to deploy the required service—in our case, streaming live object detection using YoloV8 on the
assigned network node. In this dry-run test we showcase the workflow that gives conflict detection capabilities
to the 6G-BRICKS intent engine for contractionary services among TMF-based declarative intents. Two scenarios
are showcased:

e Scenario 1 (intent conflict detected): There is apparent conflict detection hereby, thus the service can’t
be admitted

e Scenario 2 (successful intent activation): There is no conflict detected among 2 (or more) TMF intents,
so the requested service can be successfully activated.

5.6.1 Intent activation workflow

In both scenarios, the user enters text in the designated field on the (intent input) interface (see Figure 40). To
simplify the generation of intent, a large language model (LLMs) is used. Users send in requests in plain natural
language, which are then handled by the LLM that have been adjusted with few-shot prompting, and eventually
translated to the intent definition.
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| want to stream live video from my camera and to detect the
objects inside the live video using YOLOV8 algorithm. Please
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Generate Intent 5
Generate Kubernetes Manifest

Figure 40: User entering the service intent.

The user initiates the experiment by requesting the deployment of a service, namely YoloV8 object recognition
and live video streaming. After ensuring that the intent is conflict-free, the service is deployed, and the live object
detection stream is started by applying the manifest file to the K8s cluster. Here is a summary of the steps.

Step 1: User request with the Intent Representation is input at the system.

Step 2: Intent conflict detection

Step 3: Creating a Kubernetes Deployment File (sample k8s manifest screenshot).
Step 4: Instantiate the Service at the ISI Cloud-Edge infrastructure.

5.6.2 Scenario 1: Intent conflict detection
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showcases the intent conflict detection in practice, starting from the definition of the below conflicting intent:

"I want to stream live video from my camera and to detect the objects inside the live video using YOLOvVS8
algorithm. Please deploy the object detection in a k8s platform using ultra-low latency but rely only on one CPU
core support. The stream should be uninterrupted.”

This intent is represented in the TMF representation as:



Listing 48: Conflicting TMF intent definition

@prefix rdf: <http://www.w3.0rg/1999/02/22-rdf-syntax-ns#> .

@prefix rdfs: <http://www.w3.0rg/2000/01/rdf-schema#> .

@prefix icm: <http://tio.models.tmforum.org/tio/v1.0.0/IntentCommonModel#> .
@prefix imo: <http://tio.models.tmforum.org/tio/v1.0.0/IntentManagementOntology#> .
@prefix pbi: <http://tio.models.tmforum.org/tio/v1.0.0/ProposalBestIntent#> .
@prefix cat: <http://www.operator.com/Catalog#> .

@prefix tech: <http://www.sdo.org/Technology#> .

@prefix met: <http://www.sdo2.org/TelecomMetrics/Version_1.0#> .

@prefix t: <http://www.w3.0rg/2006/time#> .

@prefix ex: <http://www.example.org/IntentNamespace#> .

@prefix iv: <https://tmforum.org/2021/07/intentValidity#> .

@prefix itv: <https://tmforum.org/2021/07/intentTemporal Validity#> .

@prefix cem: <http://tio.labs.tmforum.org/tio/v1.0.0/CatalystExtensionModel#> .
@prefix xsd: <http://www.w3.0rg/2001/XMLSchema#> .

@prefix arc: <http://tio.models.tmforum.org/tio/v1.0.0/IntentAcceptanceControl/> .

HtHH Intent HHHHHHHHHHEHHHHHHHHHH AR R
#
# This intent represents the deployment and business request for live video streaming
# and object detection using YOLOv8 on a Kubernetes platform.
ex:VideoStreaming_ObjectDetection_Intent
a icm:Intent ;
rdfs:comment "'Intent for deploying and operating live video object detection service ;
imo:intentOwner ex:Admin ;
cem:layer "'business, deployment™ ;
arc:intentRejectionReasonOverride imo:SuccessfulHandlingNotExpected ;
arc:updateRejectionReasonOverride imo:SuccessfulHandlingNotExpected ;
icm:hasExpectation ex:Deployment Expectation ,

ex:Property Expectation ;

### Deployment Expectation #tHHHHHHHHHHHHHHHHHHHHHHHAHHHH A
#
ex:Deployment Expectation
a icm:DeploymentExpectation ;
icm:target ex:T1_Deployment Target ;
icm:allOf [ rdfs:member ex:P1_Deployment Node ;
rdfs:member ex:P2 CPU_Support ;




1;

ex:T1 Deployment Target
a icm:Individual Target ;

icm:OneElementOf [ icm:elementType tech:K8sDeployment ] ;

ex:P1_Deployment Node
a icm:Parameter ;
icm:deploymentDescription "'Deploy on Node 1 within k8s platform™ ;

icm:deploymentType tech:ultra-low ;

ex:P2_CPU_Support
a icm:Parameter ;
icm:deploymentResource tech:CPUSupport ;

icm:ifAvailable "'true' ;

#Ht## Property Expectation ##HHHHHHHHHHHHHHHHAHHAHHH A
#
ex:Property Expectation

a icm:PropertyExpectation ;

icm:target ex: T2 Operation Target ;

icm:allOf [ rdfs:member ex:P3_Streaming_Continuity ;

rdfs:member ex:P4 YOLOvS Usage ;
1

ex:T2_ Operation_Target
a icm:IndividualTarget ;

icm:OneElementOf [ icm:elementType tech:LiveStreamingService ] ;

ex:P3_Streaming_Continuity
a icm:Parameter ;
icm:operationDescription "'Ensure uninterrupted streaming' ;

icm:operationType tech:ContinuityRequired ;

ex:P4 YOLOvS8 Usage
a icm:Parameter ;
icm:operationResource ""YOLOv8" ;

icm:essential "'true' ;




Because this specific intent enables a video-streaming service to detect real objects motions (real-time), but with
no GPU support; and only one dedicated CPU core -> that creates resource conflicting allocation to the service
instantiation (service blockage). The 6G-BRICKS intent engine has the technological capability to provide a full list
of outcomes that can reconcile the disagreement, so that eventually there is no 6G service disruption and the

admission of any possible inputted intent can be admitted with one specific Game-theoretical goal: the service
utility maximization.
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Figure 41: Intent conflict detection

5.6.3 Scenario 2: successful intent activation

Figure 42 showcases intent activation for a YoloV8 live object detection service, starting from the definition of
the below conflict-free intent:

“I want to stream live video from my camera and to detect the objects inside the live video using YOLOv8

algorithm. Please deploy the object detection in a k8s platform using low latency and give GPU support if
available. The stream should be uninterrupted.”

After that, the user request is broken down into the below TMF intent representation:

Listing 49: Conflict-free TMF intent definition

@prefix rdf: <http://www.w3.0rg/1999/02/22-rdf-syntax-ns#> .

@prefix rdfs: <http://www.w3.0rg/2000/01/rdf-schema#> .

@prefix icm: <http://tio.models.tmforum.org/tio/v1.0.0/IntentCommonModel#> .
@prefix imo: <http://tio.models.tmforum.org/tio/v1.0.0/IntentManagementOntology#> .
@prefix pbi: <http://tio.models.tmforum.org/tio/v1.0.0/ProposalBestintent#> .

@prefix cat: <http://www.operator.com/Catalog#> .




@prefix tech: <http://www.sdo.org/Technology#> .

@prefix met: <http://www.sdo2.org/TelecomMetrics/Version_1.0#> .

@prefix t: <http://www.w3.0rg/2006/time#> .

@prefix ex: <http://www.example.org/IntentNamespace#> .

@prefix iv: <https://tmforum.org/2021/07/intentValidity#> .

@prefix itv: <https://tmforum.org/2021/07/intentTemporalValidity#> .

@prefix cem: <http://tio.labs.tmforum.org/tio/v1.0.0/CatalystExtensionModel#> .
@prefix xsd: <http://www.w3.0rg/2001/XMLSchema#> .

@prefix arc: <http://tio.models.tmforum.org/tio/v1.0.0/IntentAcceptanceControl/> .

HAH#HE INCN S R
#
# This intent represents the deployment and business request for live video streaming
# and object detection using YOLOV8 on a Kubernetes platform.
ex:VideoStreaming_ObjectDetection_Intent

aicm:Intent ;

rdfs:comment "'Intent for deploying and operating live video object detection service™ ;

imo:intentOwner ex:Admin ;

cem:layer "'business, deployment™ ;

arc:intentRejectionReasonOverride imo:SuccessfulHandlingNotExpected ;
arc:updateRejectionReasonOverride imo:SuccessfulHandlingNotExpected ;
icm:hasExpectation ex:Deployment_Expectation ,

ex:Property Expectation ;

#H#HH Deployment Expectation #HHHHEHHHHHHHHHHHHHHHHHHHHHHHH
#
ex:Deployment_Expectation

a icm:DeploymentExpectation ;

icm:target ex:T1 Deployment_Target ;

icm:allOf [ rdfs:member ex:P1_Deployment_Node ;

rdfs:member ex:P2_GPU_Support ;
I

ex:T1_Deployment_Target

a icm:IndividualTarget ;

icm:OneElementOf [ icm:elementType tech:K8sDeployment ] ;
.ex:P1_Deployment_Node

a icm:Parameter ;




icm:deploymentDescription "'Deploy on Node_1 within k8s platform™ ;

icm:deploymentType tech:low ;

ex:P2_GPU_Support
a icm:Parameter ;
icm:deploymentResource tech:GPUSupport ;

icm:ifAvailable ™true™ ;
#HithHE Property EXpectation #HHHHHHHHHHHHHH AR
#
ex:Property_Expectation

a icm:PropertyExpectation ;

icm:target ex:T2_Operation_Target ;

icm:allOf [ rdfs:member ex:P3_Streaming_Continuity ;

rdfs:member ex:P4_YOLOV8_Usage ;

1

ex:T2_Operation_Target
a icm:IndividualTarget ;

icm:OneElementOf [ icm:elementType tech:LiveStreamingService ] ;

ex:P3_Streaming_Continuity
a icm:Parameter ;

icm:operationDescription "™Ensure uninterrupted streaming™ ;

icm:operationType tech:ContinuityRequired ;

ex:P4_YOLOv8_Usage
a icm:Parameter ;
icm:operationResource "YOLOv8" ;

icm:essential "'true™ ;
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Figure 42: User request and the TMF intent representation.

Next, the intent engine auto-extracts the parameters and creates the YAML-based Kubernetes (K8s) manifest file
that is leveraged to deploys the service. The instant the user launches the low-latency live streaming service is
seen in Figure 43. The object detection, live feed, and deployment status are shown on the right side of the
figure.
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Figure 43: K8s manifest generation and service instantiation



6 Conclusions

This deliverable offered a comprehensive overview of the experimentation plane enablers deployed at the
ATH/ISI site, detailing their configurations and deployment processes, and interfaces with the KUL and EUR 6G
sites. Deployment considerations, (e.g., dockerfiles), functionality and deployment requirements are also
mentioned, accompanied by a description of their functionality. The 6G-BRICKS Experimentation Plane acts as
the entry point of experimenters to the Facility, and allows experimenters to onboard xApps, providing access to
device experimentation (i.e., RIS and CFmMIMO devices) at the 6G Sites. The interfacing of the experimentation
plane with the underlying 6G sites is detailed, along with the supported interactions with experimenters.
Moreover, this deliverable addresses the interfacing of the experimentation plane with the DMO, which monitors
the infrastructure and provides explanations for potential anomalies during experiment execution. The final part
of the deliverable contributes dry-run tests of 6G-BRICKS components. These implement representative usage
scenarios of the components, to validate their proper operational status, functionality, and interoperability
within the experimentation facility.
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