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1 Executive Summary

This deliverable introduces the architecture and design of the end-to-end security framework devised as part of
the 6G-BRICKS project (T4.4 “Zero-trust security as a service”), along with the details on its initial integration with
the overall architecture (T4.5 “Integration and dry-run Testing of the Experimentation facility”).

This framework builds on top of a cloud-based, Software-Defined Networking (SDN) approach to deliver Security-
as-a-Service through the provisioning and coordination of the deployment and configuration of security services.
An introduction to the Zero Trust (ZT) approach and its adoption through specific implementations and security
mechanisms is first documented.

The architecture and some design of the Zero Trust Security Framework (ZTSF) is given after motivating the
specific adoption in the project. Here, the ZTSF seeks to protect some of the infrastructure resources exposed to
the experimenters. This can be achieved with a more fine-grained approach to authentication, authorisation and
network segmentation for the exposed services in the testbeds, such as the endpoints in the Application
Programming Interface (API) layer of any Backend service. The architecture and design are presented for the
ZTSF, placing it as part of the project architecture and stating its internal reference points and interactions. Low-
level details on the internal building blocks’ behaviour and content are described in this first section. In particular,
the ZTSF consists of components delivering logic at both the security control and data planes to orchestrate the
ZT Security Mechanism (ZTSM) instances at the data plane. The ZTSF components running at the security control
plane are the (i) Security Interpretation Engine (SIE) and Security Decision Engine (SDE) to interpret and evaluate
the security intents and needs; (ii) the Security Orchestrator (SO) and (iii) the SDP Controller. These two latter
enact security actions related to ZTSM in the data plane. The ZTSM components, on the other hand, are (i) the
Software-Defined Perimeter (SDP) Gateway and the (ii) Virtual Private Network-as-a-Service (VPNaaS). All of
these are detailed by first describing the overall security lifecycle, from the ingestion of the security requirements
through intents, their internal translation and mapping to the specific mechanisms and setup, and the
orchestration and enactment of actions through selected ZTSM instances.

After that section, the integration between the ZTSF and the rest of the architecture is tackled. This considers
interactions with (i) the SIE component and the experimenter’s portal to interpret, acknowledge, transform and
enact the desired security in newly created experiments; as well as with (ii) the orchestration and control
performed by the SO and SDP Controller; and (iii) the ZTSM running at the lower layers of the platform, which
help securing the experimenter’s access to the functionality present at the testbeds, such as that of the Edge-
Cloud Continuum Manager (ECC) delivered by the m-Edge APIs.

This document serves as a reference guide to understand the available security building blocks in the project. It
also focuses on how the software-defined mechanisms can deliver experimenters with Zero Trust access to the
programmatic functionality exposed as part of the experimental facilities.

© 6G-BRICKS 2023 Page | 8
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2 Introduction

The 6G-BRICKS experimental infrastructure and platform requires the evaluation, adherence and delivery of
some best security practices to secure the accessed resources from the end users. The project proposed the
introduction of Zero Trust principles to provide more stringent access control to these services and resources
offering programmatic logic from the experimental infrastructures.

The reader of this deliverable will gain insights on the following main objectives:

o the overall idea and architecture of the ZTSF as one of the pillars of the project,

e the internal logic of the Zero Trust building blocks in the control plane to capture security requirements
and select how to enact these in the experimenting plane,

o the features exposed by the Zero Trust mechanisms that deliver the ultimate logic to secure components
and isolate connections, and

e the interactions (and their motivation) between the ZTSF building blocks at both the control and
experimenting planes and the rest of the architectural platform.

2.1  Mapping 6G-BRICKS Outputs

The purpose of this section is to map 6G-BRICKS Grant Agreement commitments! within the formal Deliverable
and Task description, against the tasks’ respective outputs and work performed (as shown in Table 1).

Table 1: Adherence to 6G-BRICKS GA Deliverable & Tasks Descriptions

6G-BRICKS GA = 6G-BRICKS GA Component Outline  Respective

Component Document Justification
Title Chapter(s)
DELIVERABLE

D4.2 is a public report documenting the end-to-end Zero Trust security framework and the initial overview
for the integration with the 6G-BRICKS platform.

TASKS
The first part of the deliverable
1. Security intents for Zero Trust showcases the resulting
establishment and translation to architecture and design to input
Task 4.4 . ) . )
policies to enact and configure the security requirements to the Zero
Zero-trust ZTSM. Section 3 Trust security framework and

interpret these internally to
orchestrate the security and trust
mechanisms. It also delivers the
descriptions and reasoning for the
deliver logic and its internal

security as a

. 2. Security orchestration of Zero
service

Trust mechanisms: VPNaaS and SDP
Gateway.

L https://cordis.europa.eu/project/id/101096954
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Task 4.5

Integration and
dry-run Testing
of the
Experimentation
facility

1. Integration between the end-
users and the Experimenter and
Security Control Planes to obtain
security requirements and provide
experimentation data to enhance
authentication and authorisation
steps.

2. Integration between the Security
Control Plane and Security Data
Plane to (i) enforce isolated
connections and (ii) enforce
authentication, authorisation and
fine-grained access control.

3. Integration between the ZTSM in
the Security Data Plane and the
protected Backend service to allow
data plane connectivity and enforce
fine-grained access control.

Section 3.4.3

2.2 Deliverable Overview and Report Structure

interactions within the software
components.

The second part of the deliverable
describes the overall delivered
framework, product of considering
the interactions between the
experimentation plane, the
Security Control and Data Planes
and the protected resources at the
experimental infrastructure.

In particular, the previous objectives are covered in the upcoming two Sections:

e Section 3 describes the means to obtain and translate the security requirements into internal policies,
used to coordinate or orchestrate the deployment and configuration of ZTSM (VPNaas and SDP Gateway)
in the experimenting infrastructure.

e Section 3.4.3 gets into the integration between the (i) experimenter plane, with the System Portal and
the ldentity and Access Management (IAM) tools; the (ii) security control plane, with the SIE and SDE,
the SO and the SDP Controller; and the (iii) security data plane, providing the ZTSM that enforce the
decisions on the connectivity to access the protected resources.

The updated, final iteration of the work here presented will be also part of the upcoming deliverables in Work
Package 4, as stated in the executive summary.

Similarly, the data in this report can be complemented with the functional and non-functional requirements,
technical specifications and interfaces for each ZTSF component, which are available in D2.3 “Requirements and
Specifications Analysis”. It also provides deployment instructions and low-level configuration details, showcased
in D5.2 “Interfacing with the Experimentation tools, deployment of security perimeters and dry run testing”.

© 6G-BRICKS 2023
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3 Zero Trust Security Framework

The security framework in the context of the 6G-BRICKS platform and testbeds is aimed towards better
protecting services that are exposed for experimentation. It adopts a Security by Design (SbD) approach to the
networking offered to external users (i.e. experimenters), enforcing tenets like (i) the Principle of Least Privilege
(PoLP) to reduce access to the minimum amount of data, resources and applications; or (ii) the network
segmentation. These seek to minimise the likelihood of lateral movements within the network, which can
transform into threats when an attacker reaches another network segment in the infrastructure with vulnerable
services inside.

A network that is not enough segmented or protected shows the increased risk of an attacker acquiring
information on the overall organisation’s networking scheme and navigating towards other sections and
resources. The combination of visibility, vulnerable services and insufficient access control and monitoring
facilitate the attacker to exploit a vulnerable service in multiple ways. For instance, leaving open Control and
Command (C2) channels to remotely transmit malicious commands where to take over the resource and e.g.
perform Man-in-the-Middle (MitM) attacks on web servers; or directly performing Denial of Service (DoS) attacks
on insufficiently reliable services.

The Zero-Trust approach followed in 6G-BRICKS combines for the first time (i) the isolation of each
experimenter’s connection, (ii) the segmentation of the network to have limited visibility once they reach it and
the enactment of (iii) fine-grained access control measures to protect each of the exposed endpoints in the
Backend service that is protected. With these measures in place, the attack surface of a potential attacker is
diminished, and the resulting damage can be also better contained.

3.1 Introduction to Zero Trust and Software Defined Perimeters (SDP)

In this regard, the Zero Trust concept was first mentioned by Stephen Marsh’s [1], where he was trying to
mathematically model the concept of human trust beyond ethics or judgement. This led to the introduction of
the idea of Zero Trust as a potential help to the computing domain as well. Later, this term was officially coined
by John Kindervag, an analyst from Forrester, introducing the Zero Trust Architecture (ZTA) principles [2] of
switching towards a pure hierarchical network with a defined perimeter to introduce smaller, secured perimeters
that help isolating networks within the organisation’s infrastructure.

The ZTA concept and principles, as well as the originally provided high-level view was officially detailed, extended
and formalised as a standard by the National Institute of Standards and Technology (NIST) in its Special
Publication (SP) 800-207 [3].

The NIST’s ZTA specification references some traditional security concepts (understood as logical components,
entities or roles, as shown in Figure 1) related to decision and enforcement of access control measures:

(i)  Policy Decision Point (PDP), consisting of the Policy Engine (PE), in charge of granting, denying or revoking
access to resources; and the Policy Administrator (PA), accountable for the establishment and/or
shutdown of communications between subjects and protected resources.

(ii) Policy Enforcement Point (PEP), responsible for the actual low-level enactment of the actions on the
communications (enabling and terminating these) as well as providing visibility on them.

© 6G-BRICKS 2023 Page | 11
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Control Plane

CDM System

Industry
Compliance

Threat
Intelligence

Activity Logs

Tt

Data Plane

Figure 1: Logical components of the Zero Trust Architecture [3]

Besides these, other involved actors are the subjects (users) connecting to the infrastructure, the target
resources to be protected (typically, exposed interfaces of running that operate on such resources and shall be
secured) and ancillary components such as the IAM tools that provide authentication and authorisation features
to the users connecting to accept or deny their connections.

This specification summarises a few variations of the ZTA; among these, the Cloud Security Alliance (CSA)’s SDP;
where the latter usually benefits from paradigms like SDN and Intent-Based Networking (IBN). Multiple
implementations are possible to e.g. protect specific resources through the (i) agent-gateway or the whole
infrastructure via the (ii) enclave-based deployments (pictured in Figure 2).

Control Plane Control Plane

Data Plane

[ttt |52

Figure 2: Device Agent/Gateway (left) and Enclave Gateway (right) models in ZTA [3]

The SDP architecture entails three main entities, as shown in Figure 3: (i) the SDP Controller, (ii) the SDP Client
acting as Initiating Host (IH), and (iii) the endpoint or SDP Accepting Host (AH).

SDP IHs can either initiate connections or accept connections. These actions are managed by their interactions
towards the SDP Controllers via a secure control channel. Thus, in SDPs, the control plane is separated from the
data plane to enable a completely scalable system. In addition, all components can be redundant for scale or
uptime purposes.

As per the SDP Controller, its basic function is to determine which SDP Hosts (IH and AH) can communicate with
each other. The SDP Controller may relay information to external authentication services such as attestation,
geo-location, and/or identity servers. The SDP Hosts can communicate with the SDP Controller to request a list

© 6G-BRICKS 2023 Page | 12
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of AHs that they can connect and then the SDP Controller can request information such as hardware or software
inventory from the initiating hosts before providing any information.

SDP

e Controller

Initiating =~ Accepting
w7  SDP Host - SDP Host
Control Plane — Accepting
Data Plane = SDP Host

Figure 3: Cloud Security Alliances' Software-Defined Perimeter Architecture [4]

More specifically, the SDP stack entities with their functionalities are:

© 6G-BRICKS 2023

The SDP Client (IH), configured in real time to ensure that the mutually secured two-way tunnel, connects
only to services the user is authorised for. The IH may consist of connected end-user devices, such as loT
equipment, application servers, workstations, personnel’s PCs/laptops, smartphones, etc., in which the SDP
Client firmware can be installed. If the installation of SDP firmware is not an option, then SDP Gateways can
be installed between the end-user devices and the AH. The IH becomes the PEP for organisations, as that is
where access control is exerted after the user device, its identity and security posture have been
cryptographically verified.

The SDP Controller, which functions as a trust broker between the IH and AH (e.g. ICT applications/backend
services). It provides the logic to define, verify and provide decisions based on the information and context
obtained from users and/or entities (over IHs) connecting to the services (via the AHs); which are used to
determine whether and how a secure tunnel can be established To such end, it can (i) extract information
from external services to further validate the entities on IHs for authentication purposes, (ii) access IAM
services and may enforce Multi-Factor Authentication (MFA) for authentication purposes, and (iii) look on
e.g. user directories to carry on the authorisation procedure. Other potential integrations can combine some
of this logic, such as with Application Access Management (AAM) layers, or provide e.g. accountability
through audit or Authentication, Authorisation & Accountability (AAC) modules.

The SDP Gateway (AH), which is the termination point for the mutually secured tunnel from the IH and marks
the entry point (or gateway) to the perimeter. In the usual Device/Agent Gateway ZT deployment, it is
deployed as topologically close to the protected application as possible. The AH is provided with the IH’s IP
address and certificates once the identity of the requesting device has been verified and the authorisation
of the user is determined by the SDP Controller.

Page |13




D.4.2. Experimentation facility end-to-end security framework BR .CKS
development and initial system integration

3.2 Zero Trust adoption in the 6G-BRICKS architecture

It should be noted that the standardisation works ongoing as part of 3GPP Rel-18 in SA3 WG include Zero Trust
as a potential security approach, hence Zero Trust security is confirmed as part of the 6G roadmap and is also
mentioned in the ENISA report [5].

6G-BRICKS will adopt the SDP architecture to implement Zero Trust. In particular, the Zero Trust “Device
Agent/Gateway deployment” (Figure 2) is implemented as part of SDP.

Figure 4 depicts the high-level placement of the ZTSF architectural building block on top of the 6G-BRICKS
platform, with its components coloured in pink.

% Experimenters % g Operators

verticals i ] intents
Experimentation Plane *

Experiment Control Plane

S\rstem Portal Intent Engine
System Reglstr\r (xApps,
Docker images

Iimg —— Experimenters %
/ 0
L4 | lomo

S
v €3
o | @ |

Core Node €—> | Edge Node Open RAN

Deep Edge
@ [ +auf| Edge Node Open RAN

J
) ‘-;':"1”;;; IanrhauI Y IFrunrhauI
() FmE |*" " | —! i -l
 [esmas F0E |, --
Cell Free | 6G-BRICKS n)) OpenRU ~g " ' PN
APs | OpenRU . ozﬁg_glgm ||
6G-BRICKS N Controller RIS
R @ - | OpenRU [ D N I

IRIS
\ KUL 6G Testbed / \ EUR 6G Testbed /

Figure 4: Architecture of the 6G-BRICKS platform with the highlighted integration of ZTSF

These are grouped based on their location in the overall platform architecture: (1) the security control plane
(north) and (2) security data plane (south). The location determines the plane for decision, orchestration and
control (PDP) or the enforcement of security measures (PEP).

1. ZTSF components in the security control plane (contributing to the PDP functionality):
(i)  The SIE and SDE, acquiring and interpreting the security high-level requirements (intents) first
given by the testbed operator, deciding on the orchestration and configuration actions to be
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enacted. Furthermore, these translate intents into actionable policies to communicate to other
components.

(ii)  The SO, which receives the security policies and orchestrates the low-level actions towards the
involved components (both at the control and data security planes) so to deploy and configure
the VPNaa$ and SDP Gateway instances.

(iii)  The SDP Controller, a component that authenticates and authorises the experimenter or SDP
Client (IH) that is initiating the connection by means of interactions towards other platform’s
components (like the Keycloak? IAM) and decides on whether such connection is granted, denied
or revoked. These decisions on the secured connectivity are enforced by components in the
security data plane.

2. ZTSF components in the security data plane (contributing to the PEP functionality):

(iv)  The VPNaaS, establishing an on-demand trusted channel to each accessing experimenter or
tenant through their SDP Client (IH) to provide public access to the experimenting facilities. It
also channels the secured traffic between the IH and the SDP Gateway, which performs the
ultimate access control checks before proceeding to the protected target.

(v)  The SDP Gateway, a service proxy that uses Envoy and which sits right before the target resource
(here, the Backend service) to conduct fine-grained access control and protect its endpoints. In
6G-BRICKS, the chosen protected resource is the n-Edge API. The SDP Gateway also features
other logic, such as load balancing and patterns to flexibly grant or deny access or observability
of L7 traffic.

Table 2 delivers the mapping of the ZTSF components with entities from both Zero Trust and SDP architectures.

Table 2: Mapping between roles (Zero Trust), entities (SDP) and components (6G-BRICKS)

Entity in Zero Trust Entity in SDP Component in 6G-BRICKS
- SDP Client (IH) Experimenter’s device
PDP SDP Controller Security control plane

- Security Intent Interpreter and Decision
engines

- Security Orchestrator

- SDP Controller

PEP SDP Gateway (AH) Security data plane

- VPNaaS
- SDP Gateway

- Target resource Backend service (e.g. m-Edge)

2 https://www.keycloak.org
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Figure 5 pictures the internal distribution of logic and the interactions between the ZTSF components across the
two data planes. The workflow introduced along with Figure 4 is considered here in greater detail.

Operator
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Figure 5: Zero Trust Security Framework internals and interactions across control and data plane

Some particularities are stated below to better understand this architecture diagram:

e Some entities that are not part of ZTSF are kept for clarity and to help provide the full scope:

o (i) end-users, where operators provide security high-level requirements (i.e. intents) to the
system, and experimenters access the facilities through secured, encrypted channels; and

o (ii) protected Backend service, in this case the m-Edge running at the Katholieke Universiteit
Leuven (KUL) testbed.

e Therectangles in black denote the kind of data flow exchanged across the involved actors. The exchange
starts with the operator, who sends the requirements to setup the Zero Trust environment. These are
refined and translated into policies, later into actions and configurations and ultimately into low-level
commands. These commands are enacted by the SO to setup the ZTSM. Ultimately, the experimenter
provides credentials (likely a time-bound token) that is validated by the security data plane mechanisms
and propagated if that operation succeeds, and access is granted to each of the access control layers.
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e Reference points are given to simplify the figure. There are two of them, connecting to each ZTSM in the
data plane: (i) IF.SO-DP, which transmits the necessary commands to appropriately setup the VPNaas$;
and (ii) IF.SDPGW-DP, interconnecting the SDP Gateway with the SDP Gateway so the latter can perform
the experimenter’s token validation.

The following sections motive the architecture, design and logic behind each of the ZTSF components.

3.3 6G-BRICKS security intents and policies

In 6G-BRICKS, two ZTSM are identified to deliver the isolated connections and fine-grained access control to the
testbed exposed edge resources: the VPNaaS and the SDP Gateway. Both mechanisms have their requirements
expressed in terms of a high-level, simple manner in such a way so that external clients or the operator of the
experimental facility can configure the indications for the resulting setup. Such requirements are denoted
“security intents” and help guiding on which kind of service and protection shall be achieved, where and for what
or whom.

As shown in Figure 4 and Figure 5, the testbed operators, who manage the experimentation platform of the
project introduce the security intents in the SIE component, which refines these to a set of policies that are sent
to the SDE component. In turn, this one shall evaluate these policies while reasoning in terms of overall feasibility
and priority or weighing with respect to the desired final state. Through that process, the SDE component
translates these policies into actionable low-level instructions (explicit requests) that are understandable by
domain-specific components, such as the SO, which deploys and/or configures any required service. In their
implementation, both components seek to provide enough degree of configuration to tailor its behaviour and
adaptability to the needs of the environments these are deployed on, as well as consider multi-tenancy needs.

The following subsections describe, respectively: section 3.3.1 introduces a summary of some known approaches
for the management of security intents and policies; section 3.3.2 contributes the syntax, motivation and logic
behind the security intents; section 3.3.3 the translation and refinement of the security intents into security
policies; and 3.3.4 the evaluation of security policies, prior to the effective orchestration of the security intents
or requirements.

3.3.1 Known approaches for intent definition and 6G-BRICKS contribution

In 6G-BRICKS, the approach to security intent modelling is that the requirements come from each of the testbed
operator. This involves some simplifications, like: a single type of privileges and roles for the operators; (ii) a
single managed domain, testbed or experimenter infrastructure where to apply each of these; (iii) the specific
components in the Security Control Plane being aware of the managed infrastructures and topologies (to
understand where to act in the network); and (iv) two available types of known security controls (the ZTSM
delivered in the project) that can be either deployed, configured or both of them. Thus, to simplify the design
and implementation, considerations such as those on cross-domain network setup, visibility and identity
management, or the fine-grained sets of permissions across different types of users per domain are left out of
scope.

The current State of the Art (SotA) for the modelling of both general-purpose and security-specific intents and
policies spans across industry and mixed involvement in each Standards Development Organisations (SDO)
through specifications and reports, as well as with the research evaluation from the academia. In general, work
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on intent modelling focuses mostly on general purpose applications, whereas the modelling of policies spans
several domains, including that of security — and there, typically applied to the firewall configuration.

Table 3 summarises such contributions based on the level and detail the requirements are expressed and on the
whether the source of the work comes from an SDO or from academia.

Table 3: Categorisation of the analysed approaches for intent and policy management

Source of the contribution

Requirement level

(6, [7], 8], [9], [10], [11]

(12]

[13], [14] (15], [16], [17], [18], [19], [20],
(21], [22], [23], [24], [25], [26]

A couple of well-known examples of general-purpose intents proposed within SDOs are introduced first. On the
one hand, the authors of the Internet Engineering Task Force (IETF) RFC9315 [6] propose a general intent
architecture that covers the intent is effectively enacted (“fulfilled”) and active (“assured”) during its life cycle.
The authors had previously provided the “Nile” grammar [12], an intent definition language that abstracts
middleboxes in the networks and provide means to specify simple network visibility and service time scheduling,
among others. This work was tested mostly in Network Functions Virtualisation (NFV) environments. On the
other hand, the suite of intent specifications produced by the Tele Management Forum (TMF) as part of the
Intent-Driven Autonomous Networks (IDAN) architecture [7]. TMF IDAN delivers a suite of specifications that
determine various aspects of the intent definition, management and syntax; covering its common model and
functionalities [8], ontology for the common syntax and available namespaces [9] [10], architecture and involved
entities as well as their role in the devices state machines, and the API interfaces [11] to be exposed, among
others.

TMF IDAN was selected for the intent processing of the whole project, to deliver cross-project compliance to the
same set of standards and leaving the particulars of the domain (e.g. resource orchestration of security) for the
lower layers (e.g. policies, configurations and actions).

Below the security intents layer lies the one for the security policies, stemming from the translation of intents.
Several approaches tackle the management of security policies, depending on the application and domain. A
well-known approach from SDOs is the IETF’s Interface to Network Security Function (I2NSF) [13][15] Working
Group, based on the IBN paradigm and applied to the security of the NFV domains. It focuses on providing
architectural and data models aiming at the automated translation of high-level policies into low-level
configurations of Network Security Function (NSF) instances. In this case, the final adoption or extension of a
specific security policy is to be determined as further integrations take place and all low-level details are acquired
for the proper fine-tuning.

For the translation and interpretation of the security intents and policies, the conflict management is part of the
logic to be delivered. Otherwise, the security intents and policies may lead to unexpected conditions, such as
requirements left partially or fully unsatisfied, or even worse, multiple setups and configurations that produce a
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non-optimal degree of protection or an unexpected behaviour of the infrastructure. To detect the conflicts in
the security policies, the final design and implementation in 6G-BRICKS will consider such events where there is
partial or full overlap of policies, both for the same operator or different ones in the same domain, and which
may prevent another policy from being enacted or mask it. Thus, the contribution from the project targets the
conflict detection for the deployment and establishment of both ZTSM, covering both the network establishment
(VPNaaS) and the access control (SDP Gateway). This aligns with previous conflict detection works such as
[16][17], where broadly speaking, the commonly identified policy conflicts relate either to (i) shadowing, masking
or generalisation issues; (ii) to partial or full overlapping or redundancy; or (iii) directly to the existence of
irrelevant/dead policies. When reviewing the policy conflict detection of the access control models, numerous
formalisms have been used to address this problem. Some of these adopt the hierarchical eXtensible Access
Control Markup Language (XACML) [18] and models based on N-tuples to evaluate Attribute-Based Access
Control (ABAC) [19]. Other apply network rules [20][21] and various highly abstracted access control models
[22][23]. Creating a loose ordering link between the rules is the general answer to this problem. The concept of
role in Role-Based Access Control (RBAC) is one example of how the underlying formalism abstracts the subjects
of a rule into a set [24]. Then, constraints that prohibit a subject from belonging to two different sets defined by
two opposing rules can be used to resolve conflicts. Moreover, pair-wise rule checking is used in methods like
[25] or [26] to detect them and prevent overlooked conflicts. One of the considered initiatives is that of I2NSF,
as its conflict resolution is driven by the close relationship between the YANG data model of the model’s
Consumer-Facing Interface [14] and ABAC.

Partial adoption of the features achieved by existing conflict detection mechanisms for the security policies can
be adopted from the SotA, such as those implementing access control (e.g. ABAC or RBAC) or targeting specific
domains (e.g. NFV); and these will bring added value and insights.

Nevertheless, whilst the definition, interpretation and processing of the security intents and policies in 6G-
BRICKS shall leverage such findings, the outcome of the project shall target a conflict detection algorithm that is
less dependent (ideally agnostic) to the domain application of the security policy (e.g. access control, network
protection, service configuration), architecture or paradigm followed. This will be validated by the interpretation,
translation and refinement of the security intents for both security applications (i.e. the two ZTSM) into the
resulting security policies.

3.3.2 Security intent definition and analysis

As stated in the previous section, the modelling of the high-level security requirements (i.e. security intents) also
follows the TMF IDAN syntax. The structure of the intent expected by SIE is the intent syntax defined by [10],
which also details its typical structure. Its syntax is based on the World Wide Web Consortium (W3C)’s Resource
Description Framework (RDF), particularly in the language named Terse Triple Language (TTL), or simply “Turtle”.

A practical example applied to the project needs is delivered by Listing 1, showing the example for the scenario
with the first intent (“11”) that wishes to secure experimenters’ access to the testbed by requesting a VPNaaS
service per experimenter, where all (unique) identities related to the ZTSM and involved users are given as
properties of the VPNaaS mechanism to deploy, that is:

o the (i) identity of the VPNaaS service delivering the VPN instances,
e the (ii) identity for the SDP Client, which will be in the future the origin of the request to initiate of the
connection towards the protected Backend service, and
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e the (iii) destination or termination point of the encrypted tunnel that will result of the VPNaaS
deployment.
Additional technical parameters may be considered at a later stage to force exposing specific ports publicly so
each SDP Client can connect to the port in a desired range.

@prefix cat: <http://operator.com/Catalog/> .

@prefix icm: <https://tmforum.org/2020/07/intent/> .

@prefix ope: <http://operator.com/Inventory/> .

@prefix xsd: <http://www.w3.0rg/2001/XMLSchema/> .

@prefix xsd: <http://www.w3.0rg/2001/XMLSchema/> .

@prefix zts: <http://6g-bricks.eu/tio-sec/v0.1/ZeroTrustSecurity/> .

ope:ll aicm:intent;

icm:hasExpectation ope:E1 .
ope:El  aicm:DeliveryExpectation ;

icm:target _:service;

icm:targetDescription cat:vpn;

icm:params ope:P1l1, ope:P1C1, ope:P1C2, ope:P1P1 .
ope:P1l1 aicm:PropertyParam ;

zts:ldentity "vpn.edge.kul.testbed.6gbricks"A*xsd:string .
ope:P1C1 aicm:PropertyParam;

zts:ClientOrigin "janedoe.user.isi.control.6gbricks"Axsd:string .
ope:P1C2 aicm:PropertyParam;

zts:ClientDestination "sdp.edge.kul.testbed.6gbricks"A*xsd:string .
ope:P1P1 aicm:PropertyParam;

zts:Parameter "port", "50318"*"xsd:decimal .

Listing 1: Intent to deploy the VPNaaS and connect it to the SDP Gateway

This approach can be extended to model the deployment of the SDP Gateway as well if required for a dynamic
deployment, following a similar pattern indicating the ID of the service to deploy and its connecting (initiating)
and ending (terminating) connection points. Listing 2 shows such example with the second intent (“12”).

@prefix cat: <http://operator.com/Catalog/> .

@prefix icm: <https://tmforum.org/2020/07/intent/> .

@prefix ope: <http://operator.com/Inventory/> .

@prefix xsd: <http://www.w3.0rg/2001/XMLSchema/> .

@prefix xsd: <http://www.w3.0rg/2001/XMLSchema/> .

@prefix zts: <http://6g-bricks.eu/tio-sec/v0.1/ZeroTrustSecurity/> .

ope:l2 aicm:intent;
icm:hasExpectation ope:E2 .
ope:E2 aicm:DeliveryExpectation ;
icm:target _:service;
icm:targetDescription cat:sdpgw;
icm:params ope:P2I1, ope:P2C1, ope:P2C2.
ope:P2I1 aicm:PropertyParam;
zts:ldentity "sdp.edge.kul.testbed.6gbricks"A"xsd:string .
ope:P2C1 aicm:PropertyParam ;
zts:ClientOrigin "vpn.edge.kul.testbed.6gbricks" A xsd:string .
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ope:P2C2 aicm:PropertyParam;
zts:ClientDestination "pi-piedge.edge.kul.testbed.6gbricks"
Anxsd:string .

Listing 2: Intent to deploy the SDP Gateway and connect it to the VPNaaS

3.3.3 Security intent translation

The ZTSF component in charge of this functionality is the SIE, whose architecture is shown in Figure 5 (top, left
part). Its inputs are the high-level security intents directly formulated by an external client (e.g. from the
experimental infrastructure operator), whilst its outputs are the refined security policies to be passed to the SDE
for further evaluation and translation.

The features provided by the SIE are exposed from the APl interfaces, implementing some of the intent functions
described in [11]. The core APl endpoints that will be implemented are (i) the registration of a new intent and (ii)
the retrieval of all intents or a specific intent, and the (iii) deletion of a particular intent.

Upon receiving the security intent, the SIE first translates it from the TTL language to the JavaScript Object
Notation (JSON) one thanks to the Python Package Index (PyP1) “rdflib” library3. This data structure will be the
basis for all further internal processing towards a set of lower-level security policies, which provide more detail
of the lower-level operational layers. The policies can either follow a JSON or a YAML Ain't Markup Language
(YAML) notation and will be the input to the SDE component.

3.3.4 Security policy processing

With the generated policies, another ZTSF component (the SDE) gets in place to perform the evaluation and
decision procedures, considering the domain-specific particularities. Its architecture is shown in Figure 5 (top,
right part). Its inputs are the refined security policies from the SIE, whilst its outputs are suggested actions and
configurations in a general format.

The SDE must carry the following steps:

1. Feasibility evaluation for the set of received policies. It must check that their adoption does not incur
into potential mutual interference by e.g. stating incompatible set of requirements or incorporating
redundancies.

2. Pondering and weighing criteria by considering the precedence across the policies — either implicitly
detected or directly incorporated it in the security intents. The ordering that determines the execution
of the actions resulting from the security policies would be determined by this, as well as any necessary
filtering or adaptation stemming from the results of the previous step.

3. Matching with suitable ZTSM, identifying the most adequate security mechanisms from the available
ZTSM (here, the VPNaa$ and the SDP Gateway) and their setup.

This component is internal (i.e. only accessible from by other ZTSF components) and, given its intermediate
position in the processing flow, it will directly receive policies from the SIE and register these into the SO. Thus,
the exposed API offers the retrieval of all policies and of specific information from a policy.

3 https://rdflib.readthedocs.io/
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3.4 Zero Trust Security Mechanisms

As introduced above, the 6G-BRICKS project provides two differentiated ZTSM that tackle the dynamic
establishment of (i) isolated connections per experimenter to keep differentiated traffic towards the
experimenting testbeds through a VPN; and (ii) the SDP implementation that brings in fine-grained segmentation
and authentication to grant or deny access to the testbed’s Backend service APIs (i.e., m-Edge).

3.4.1 VPNaasS

The by-default isolation of any given device is a fundamental tenet to harden the security in both the Zero Trust
architecture and the SDP implementation. In theory, this includes any device interacting with a given Zero Trust
environment. In 6G-BRICKS, the kind of device isolated by default is the SDP Client (or IH), used by an
experimenter when connecting to the experimental infrastructure to directly perform experiments. Such
isolation can be achieved by setting dynamic, ad-hoc secured (i.e encrypted) connections between the SDP Client
(as IH) and the SDP Gateway (as AH).

To that end, two traditional open-source VPN solutions (OpenVPN* and WireGuard®) were identified and are
under evaluation and testing, considering the following dimensions:

e Throughput: considering varying tests, WireGuard delivers a minimum of a 20% increased throughput
rate® compared to OpenVPN.

e Configurability and simplicity of use: OpenVPN offers a high degree of configuration and is more
complex; whilst WireGuard has a simple, minimal configuration.

e Versatility and maturity: OpenVPN provide a more mature set of features, shown by its ability to deliver
over both Transmission Control Protocol (TCP) and UDP (User Datagram Protocol) protocol, as well as
using TUN (layer) and TAP (layer 2) interfaces; unlike WireGuard, which only supports UDP traffoc and
TUN interfaces.

e Security and robustness: WireGuard offers a more robust set of cryptographic suites and perform better
at disconnections.

e Integration with modern authorisation mechanisms: this is needed for the “Approach 1” explained in the
“Software-Defined Perimeter implementation” section (3.4.2), which aims at a single authentication and
authorisation scheme across the ZTSM in the Security Data Plane. In this regard, OpenVPN can integrate
with some common authentication mechanisms’ (local, LDAP, RADIUS, SAML and PAM) out of the box
and offer OAuth2 integration just for Multi-Factor Authentication (MFA) purposes, i.e. besides one of
the indicated authentication mechanisms. On the other hand, WireGuard does not either provide this
functionality by default. In both cases, unofficial projects seem to be available to cover this front in both
OpenVPN8® and WireGuard®® [27].

4 https://openvpn.net

5> https://www.wireguard.com

5 https://nologs-vpn.com/wireguard-versus-openvpn

7 https://openvpn.net/vpn-server-resources/authentication-options-and-command-line-configuration
8 https://github.com/jkroepke/openvpn-auth-oauth2

% https://github.com/GramThanos/vpn-oidc

10 https://github.com/ieeta-pt/vpn-idp
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Due to its throughput and simple configuration, WireGuard was initially considered for the first prototype.
However, during the initial tests it showcased its limited configuration and support, e.g. supporting only UDP
traffic and with less apparently mature integrations (in this case, with standard authentication providers). Due
to its potential extensibility and integration with such providers, the focus switched towards OpenVPN, as the
desired integration with the common authentication mechanism used in the project (first approach) is the
priority. In any case, the evaluation of such integration is currently under evaluation and is thus subject to change,
always considering the solution that best accommodates the needs of the project (e.g. regarding extensibility
and integration) -- as indicated layer in the “Software-Defined Perimeter implementation” section (3.4.2); and
that provides a good balance between features and technical complexity for integration and extension. Figure 7
portrays the internal design of the prototype.

/ / VPMNaas -\ I’/— SDP Gateway -\\ /— Backend service \

Exposed
REST API

'S

t
=000 @

Experimenter (IH) ‘ @ ‘ Service (AH) ‘
(& '\ Y,
\ Kubernetes cluster /

Figure 7: Internal design of the VPNaa$ prototype and connection to the SDP Gateway

In this setup, the OpenVPN K8S Helm chart is deployed in a K8S cluster to setup its external connectivity (e.g.
through a K8s “Service” resource of type “LoadBalancer” or “NodePort”), whilst its logic is delivered in terms of
Deployment, Pod and other ancillary security, networking and persistence needs. To be accessible to end-users
(testing users or tenants), they must be able to connect through their local devices (SDP Clients) over a public IP
and selected port. Details on the used K8s resources (Helm charts, K8s object specs and configuration) along with
the deployment steps will be made available in D5.2.

3.4.2 Software-Defined Perimeter implementation

Perimeters are fundamental in cellular networks as they are typically leveraged to isolate data traffic in multiple
trust zones, or to support multi-tenancy via a micro-segmentation of entitlements (e.g., each tenant has access
to a limited set of APIs, instead of an “all or nothing” approach). In 6G-BRICKS, SDP will allow an arbitrary number
of perimeters/zones to be dynamically defined by an SDP controller.

Our focus will be the protection of experimentation services that are made available to experimenters, which
could also serve as an entry point for attackers via their Northbound APls. SDP Gateways acts as the border
firewall of the 6G-BRICKS testbeds” Cloud infrastructures, controlling access to the Services’ Northbound
Interfaces. The SDP Gateway will allow access only to a specific set of Northbound APIs to authenticated users,
ensuring a very fine-grained micro-segmentation of entitlements which is known as the Zero Trust model.

The main baseline components involved in the implementation of the SDP paradigm in 6G-BRICKS are:
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e The SDP Controller, which handles user authentication and token issuance. It is the component
responsible for managing the issuance of OAuth2.0 JWT time-bound tokens via Keycloak authenticated
clients based on defined access policies. The Keycloak token issuance endpoint, managed by the SDP
Controller, must be publicly accessible for clients to request tokens. The facility administrator can further
configure entitlements (e.g., in the form of experimentation services or even specific APls accessible by
a specific experimenter).

e The SDP Gateway is based on an Envoy!! proxy; it is deployed at the K8s cluster ingress for protecting
the experimentation services, enforcing access policies. APl requests that are not conformant (e.g.,
experimenters trying to access forbidden APIs) are automatically rejected.

e Internal (experimentation) services are the protected assets, exposed to experimenters via their
Northbound APls. Even potentially insecure internal services with weak (or missing) authentication can
be securely accessed by experimenters via the 6G-BRICKS SDP solution.

e SDP Client: the client software on the experimenter’s device enables connections to network resources.
It connects to the controller for authentication, providing real-time context about the user and device,
and establishes encrypted tunnels to the gateway for access to authorized resources.

Figure 8 shows the 6G-BRICKS SDP implementation architecture, as provided by the Cloud Security Alliance in
the “Software-Defined Perimeter (SDP) Specification v2.0” [4]. The SDP Gateway is deployed at the ingress of the
respective 6G testbeds’ Edge infrastructure, right behind the VPNaaS instance that tunnels the experimenter’s
traffic. As shown in the diagram below, HTTP traffic is inspected as it traverses the SDP Gateway before reaching
the internal service (i.e., the AH) deployed at the K8s cluster. The SDP controller configures the SDP Gateway via
JSON Web Tokens (JWT), based on the OAuth 2.0 authorization protocol. The JWTs encode the entitlements of
authenticated users (e.g., to access specific APl endpoints) in a JSON format and which is commonly used for

authentication and authorisation.

VPNaa$ \ [!'/ SDP Gateway \ {  Backend service

HTTP Request . HTTP Request
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Figure 8: Implementation of the core SDP architecture in 6G-BRICKS

The above authentication functionalities are leveraged by the 6G-BRICKS core SDP implementation. However,
the VPNaaS must be also integrated with the SDP environment (specifically with the SDP Gateway). This is due
to their close collaboration, running altogether as ZTSM in the security data plane and contributing to establish

11 https://www.envoyproxy.io/
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access (secured encrypted tunnel and fine-grained control access) to the resources. Two approaches are
considered for this integration and depicted as alternatives in Figure 9:

Approach 1 (primary approach): common authentication mechanism for the SDP Gateway and the
VPNaaS. The SDP Client contacts first the SDP Controller to obtain an authorisation token and use it to
authenticate against both security data plane mechanisms: (i) VPNaaS instance, which setups the secure
tunnel; and (ii) SDP Gateway, which grants access to the protected Backend service. Both ZTSM are
integrated with the SDP Controller to review the token’s validity and ultimately grant/deny connectivity
to the user.

Approach 2 (fallback approach): separate authentication mechanisms for the SDP Gateway and the
VPNaaS. The SDP Client directly contacts the VPNaaS instance and presents its own mechanisms to
perform authorisation, such as a password, a PKI-based key or a combination of both. If successful, a
secure encrypted tunnel is established, and the SDP Client contacts the SDP Controller to obtain the
authorisation token to communicate to the SDP Gateway, which granted access to the protected
Backend service. In this case, the VPNaaS provides a self-contained authorisation scheme, not integrated
with that used by the SDP Gateway.

The first approach is the primary target to achieve, as it is more compliant with the SDP architecture (where the
SDP Controller is the single authorisation point for other involved components). The second approach is the
fallback option, to be adopted depending on the feasibility and complexity of the former.

Both approaches share most of the interactions, with the only difference being the authentication carried out by
the VPNaaS:

1.

The SDP Client requests the token.

The experimenter client (IH) first authenticates with the SDP Controller (Keycloak realm) to obtain an
OAuth2 token.

The SDP Client authenticates against VPNaaS$ in two ways:

a. In the first (primary) approach, the SDP Client uses the token obtained in the previous step to
authenticate against VPNaa$S, which validates the token against the SDP Controller using the
issuer (“iss”) claim to find the appropriate token validation endpoint.

b. In the second (fallback) approach, the SDP Client uses the VPNaa$S’ custom authentication (e.g.
password, PKI, combination of both) so the VPNaaS can internally validate the user’s identity.

VPNaaS establishes an encrypted VPN tunnel.

Upon successful token validation, VPNaaS establishes an encrypted VPN tunnel for the SDP Client.

The SDP Client accesses the SDP Gateway via VPN.

First, the SDP Client sends requests through the VPN tunnel to the SDP Gateway (Envoy).

Then, Envoy determines the appropriate Keycloak realm based on the request path (thanks to the
existing realm-path mapping) and validates the token.

The SDP Gateway (Envoy) performs token validation.

Envoy validates the token against the validation endpoint of the specified Keycloak realm. Depending on
the result:

a. Ifthe token is invalid, Envoy returns a 401 Unauthorized response.

b. If the token is valid, Envoy forwards the request to the Backend service (n-Edge).
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6. The protected Backend service (in this case, m-Edge) performs the authorisation.

It may also perform additional scope checks and context-specific authorisation as needed.

SDP Client SDP Controller VPNaasS SDP Gateway Backend service

Request OAuth2 token

-
OAUth2 token L
.‘... S A ——

alt [(Approach 1) Common authentication (token)]

Authenticate (QAuth2 token) and initiate VPN connection
-

Validate token (issuer)

Token valid
.............................P
Encrypted VPN tunnel established

- ecssssssssssssssssssssssssessssssesssssssssssssssssssssssssssss

[(Approach 2) Different authentication]

Authenticate (custom credentials) and initiate VPN connection

Encrypted VPN tunnel established U
o ssmsmssssssmssisssssssrssssssEsssssssssssssssssssassssEssssssss
Request via VPN tunnel
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a4
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»
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Response via VPN tunnel
.‘... S P
If token is invalid, 401 Unauth is returned
SDP Client SDP Controller VPMNaaS SDP Gateway Backend service

Figure 9: Authentication and authorisation in the Security Data Plane of 6G-BRICKS

3.4.3 Orchestration of Zero Trust Security Mechanisms

The SO delivers an orchestration layer with ancillary functionality that aims at concentrating all security service-
related requests into a single component. To do so, the SO keeps a view of the managed virtual infrastructures
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and the details needed to refine requests; as well as to translate these to orchestrate deployed services from an
offered “catalogue” of services, considering its instantiation, configuration and offering some degree of
monitoring. The high-level, functionality-based architecture for the SO is shown in Figure 5 (middle, left part).

All these functionalities are exposed from the SO’s external Representational State Transfer (REST) Application
Programming Interface (API), an OpenAPI*2.-compliant server based on FastAPI** which is protected through a
built-in Keycloak instance issuing OAuth2.0 tokens and supporting the OpenlD Connect (OIDC) protocol. The SO
can be configured to deliver X509-based mutual authentication to these endpoints by using the Transport Layer
Security (TLS) or the mutual TLS (mTLS) methods.

‘ Security Decision Engine (SDE) i

Security Orchestrator (SO)

DB Layer

Security
Policy
Evaluator

Life-Cycle '@'
Management

y R

a3epa3u| Sujwwelsoud uopedijddy
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Monitoring

[b Authentication & Authorisation Control

(&)

Infrastructure

| Virtualisation servers [ KBS)

Figure 6: High-level architecture and workflows for the 6G-BRICKS SO

Figure 6 depicts a more detailed view of the internal modules within the SO, as described in the above paragraph;
along with the expected interactions across these for the project. There, the security action and configuration
requests reach the SO through its API, after traversing the appropriate authentication and authorisation controls.

These are then processed to orchestrate appropriate deployment and configuration of the two ZTSM delivered
in 6G-BRICKS (VPNaa$S and SDP Gateway), as described in the following steps:

1. Incoming security actions and configurations (understood as “policies” by SO) are evaluated and tracked
within the Security Policy Evaluator (SPE) module, saving these to the MongoDB persistence layer.

12 https://www.openapis.org
13 https://fastapi.tiangolo.com
14 https://www.mongodb.com
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2. The SPE module communicates first with two ancillary internal modules: the (i) Configuration and (ii)
Monitoring modules to acquire details on the managed infrastructure (i.e. K8s cluster) in charge of
hosting the ZTSM instances in the security data plane.

3. Then, the SPE model contacts the Life-Cycle Management (LCM) module, which deals with the
instantiation of the VPNaaS and with the configuration of the SDP Gateway. To that end, this module
instructs: (i) the SDP Controller in the control plane, so it sets on-the-fly rules for each experimenter; and
(ii) the virtual deployment infrastructure (K8s) in the data plane; instructing both with configuration and
deployment actions, respectively.

Currently, SO supports cloud-native deployments through its integration with OSM?'®, the European
Telecommunications Standards Institute (ETSI) NFV Orchestrator (NFVO), which allows K8s-based deployment,
among multiple others. The SO already incorporates the PyPl “kubernetes” client®® to interact with managed K8s
clusters, whilst also currently being reworked to better serve the 6G-BRICKS project in two fronts. The first of
them is the (i) direct K8s-based deployment for the VPNaaS ZTSM using Helm?’ charts; along with required
remote interactions to setup the connectivity independent to that of the NFVO. The second one involves (ii) the
integration with the SDP Controller, so to transmit to it the refined configurations that will be passed down to
the SDP Gateway for due enforcement.

In the end, the SO delivers the functionality to programmatically orchestrate requests to other components, such
as those in the control plane (acting as domain-specific proxies that transmit configurations) or directly to the
virtualisation infrastructure and ZTSM instances in the data plane (to deploy and configure these).

15 https://osm.etsi.org
16 https://pypi.org/project/kubernetes
17 https://helm.sh
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4 Integration of Zero Trust security to protect the 6G-BRICKS edge

The ZTSF components were documented in detail in Section 3, considering their position in the overall 6G-BRICKS
platform, their architecture, internal design considerations and behaviour; as well as some of their interactions.
This Section focuses on the integration between these components to deliver the end-to-end security
framework.

Specifically, the following integrations are considered and described, as per each ZTSF component, in the
component’s respective section:

1. End-user interaction, describing the integration between the end-users (experimenters and testbed
operators) with the Experiment and Security Control Planes.
a. Delivered logic: (i) obtain security requirements and (ii) provide experiment and experimenter-
related information to enhance authentication and authorisation steps.
b. Involved components: SIE (at the Security Control Plane), System Portal (at the Experimenter
Control Plane).
2. Control’s Plane Zero Trust security interaction, discussing the integration between the Security Control
Plane and the Security Data Plane.
a. Delivered logic: (i) enforce isolated connections and (ii) enforce authentication, authorisation
and fine-grained access control.
b. Involved components: SO and SDP Controller (both at the Security Control Plane).
3. Data Plane’s Zero Trust security interaction, detailing the integration between the ZTSM in the Security
Data Plane and the protected Backend service.
a. Delivered logic: (i) allow data plane connectivity towards the protected resources and (ii) enforce
fine-grained access control.
b. Involved components: VPNaaS and SDP Gateway (both at the Security Data Plane), Backend
service (at the Security Control Plane).

These interactions cover the end-to-end security for the components in both the Security Control Plane and the
Security Data Plane in the 6G-BRICKS platform. Each interaction is depicted in its own diagram and explained.

First, the purple section in Figure 10 covers the initial definition of the security intents.

These are provided by the Testbed Operator even before experiments and experimenters are defined in the
platform. The operator describers the general security approach to take (e.g. deploy a VPN instance per each
new experimenter accessing the testbed, then configure the SDP Gateway to allow traffic to be routed from such
user and connect both).

This is a multi-phase approach, since intents need to be refined into policies, and then translated into actions
that can adapt to the domain specific needs (e.g. the experimenter’s identity and/or the experimenter’s
credentials to perform any mapping required for the authentication process carried out in the lower box of the
diagram). Multiple components of the Security Control Plane need to interact to exchange such information and
to refine the actions to carry out in the lower layers.
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Testbed Operator
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Figure 10: Interactions between the end-user and the 6G-BRICKS platform
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Figure 11: Interactions between the Security Control and Data Planes
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Then, the blue section in Figure 11 presents the deployment and configuration stage for the ZTSM.

In this case, the security intents are translated into actionable actions and configurations to transmit to the
components in the Security Data Plane (i.e. the ZTSM). The components in the Security Control Plane interact
between these and transmit requests towards the ZTSM components to deploy instances dynamically, per
experimenter (i.e. VPNaaS) and to configure both the SDP Gateway and the VPNaaS to enforce fine-grained
access control rules and interconnect the services to allow the experimenter’s traffic to be routed from the
outside, passing through these components, and reaching the protected Backend service (n-Edge).

SDP Client SDP Controller VPNaaS SDP Gateway Backend service
Request OAUth2 token
OAuth2 token H
alt [(Approach 1) Commeon authentication (token)]

Authenticate (OAuth2 token) and initiate VPN connection

Validate token (issuer)

Token valid
Encrypted VPN tunnel established
[(Approach 2) Different authentication]

Authenticate (custom credentials) and initiate VPN connection

>

Encrypted VPN tunnel established _‘
Request via VPN tunnel
Validate token (realm-path mapping)
-
l Token valid
.................................................................... >
Forward request

Optional additional scope check
l Scope check result
B T e e e T L LT P LT P CEEP PEET AR

Response via VPN tunnel
If token is invalid, 401 Unauth is returned
SDP Client SDP Controller VPNaaS SDP Gateway Backend service

Figure 12: Interactions between the Security Data Plane and the Backend service

Finally, the green section in Figure 12 presents the authentication approaches within the ZTSM components.
These were introduced in Figure 9, in the “Software-Defined Perimeter implementation” section (3.4.2); and are
incorporated here for completion purposes.
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4.1 End-user interaction

For the Zero Trust establishment, the platform may consider that the end-users interact directly with a specific
service from the platform or the testbed infrastructure or rather indirectly (connected through others to send
some command or retrieve some data). Specifically, this involves two end-users:

1. The testbed operator(s), interacting directly with the SIE component at the Security Control Plane to
loosely define the security services and their configuration.

2. The experimenters, which connect directly to services in the Security Data Plane, presenting a token to
provide their identity. Such services (i.e. ZTSM instances) are the ones that ultimately grant access to the
Backend service after establishing individual connections and performing fine-grained access control to
grant or deny access per exposed endpoint. Therefore, the experimenter establishes and indirect
connection towards the Backend service (here, the n-Edge) APIs.

4.1.1  Security Interpretation Engine

The testbed operator will provide the security requirements (security intents) to the SIE, one of the ZTSF
components, using the REST APl endpoints provided to register new intents.

To provide a secure channel to perform this exchange, the SIE component will be partially integrated with the
SO, which follows an APl Gateway Design Pattern®®, This is aimed at both centralising all orchestration operations
and to providing transversal authentication to the covered APIs, which can be configured to deliver TLS or mTLS
functionality based on X.509 certificates. In this setup, the testbed operator (or any other client) would be issued
a X.509 certificate signed by the SO and integrated with Keycloak, which would import from its client (e.g. a
browser) to undergo password-less authentication to the SO endpoints.

The SIE takes the security intents as input and translates these into security policies, passed to the SDE.
4.1.2 Security Definition Engine

The SDE component is the next piece to determine specific actions to take from the security policies received
from SIE. These actions can relate to the desired configuration of the ZTSM instances. For example, to configure
one of the VPNaaS instances, the following configuration keys and values would be initially expected:

e Protocol. This can be either TCP or UDP. It is important to note that UDP is the usual approach, and it is
usually used for VPNs due to its higher speed and lower latency, making it ideal for real-time applications
like voice and video. TCP can be used instead for reliability and error correction purposes.

e User information. Initially, values for the user’s ID and password are expected. In the future, the user’s
ID and a JWT token would be expected to comply with adopt the “Approach 1” of the “Software-Defined
Perimeter implementation” section (3.4.2).

e Service type. The type of service run by K8s. There are 4 options'®: ClusterIP, NodePort, LoadBalancer
and ExternalName. ClusterlIP exposes the service on an internal IP for intra-cluster communication, whilst
NodePort exposes the service on each node's IP at a static port that is accessible from outside the cluster.
LoadBalancer exposes the service externally through a load balancing scheme that is already setup, and
ExternalName binds a Fully Qualified Domain Name (FQDN) that can be translated (i.e. reachable) from

18 https://microservices.io/patterns/apigateway.html
19 https://kubernetes.io/docs/concepts/services-networking/service/#publishing-services-service-types
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the outside to the Domain Name System (DNS) of the K8s cluster. NodePort is so far selected as the
default option for the application, given its reduced setup complexity and pre-requirements; whilst
serving the expected purpose.

e Service ports. When selecting the NodePort service type, ports within the range 30000-32767 are used
to expose the VPN service. For the ClusterlP service type, the ports in use are explicitly specified in the
service definition (e.g. in the “values.yaml|” of the Helm chart). In any of the cases, the selected ports
shall match the exposed ports that are allowed from the outside towards the testbed’s infrastructure.

The configuration of the SDP Gateway would use different properties and values. Nevertheless, the generated
configuration is communicated from the SDE to the SO, so that the orchestration process has all the lower-level
details to easily steer each request to the related component, or directly to the ZTSM.

The SO component will either deploy (VPNaa$S) or configure (SDP Gateway) the ZTSM instance using a Helm chart
over the K8s cluster in the testbed. The K8S cluster must be previously registered in the SO and reachable through
layer 3. Then, the SO’s LCM module is to manage the ZTSM’s service lifecycle as per any managed security service:
by allowing deployment, concurrent deployment and configuration, or configuration actions after the service is
instantiated. If no configuration was defined, default values can be generated and passed from the SDE to the
SO to ensure consistent and reliable deployment.

4.1.3 System Portal

The 6G-BRICKS Portal frontend acts as an entry point to external experimenters, facilitating the test execution as
well as the user registration and login workflows. For the latter, the Frontend module leverages Keycloak, an off-
the-shelf Single Sign-On (SSO) module which implements IAM logic. IAM systems enable the management of user
identities, authentication, and authorisation, providing a secure mechanism to verify users and control their
access to various parts of the application based on their roles and privileges. 6G-BRICKS will leverage Keycloak
as an open-source |IAM solution aimed at modern applications and services. 6G-BRICKS experimenters must first
login to the Portal to request a JWT token, before accessing internal services.

4.2 Control plane’s Zero Trust security orchestration

This section describes the interactions performed by the ZTSF components at the Security Control Plane to
appropriately configure the ZTSM in the Security Data Plane, as well as any credentials’ validation request
initiated by the ZTSM at the Security Data Plane towards the SDP Controller in the Security Control Plane.

4.2.1 Security Orchestrator

The SO is the ZTSF component that aggregates the security orchestration requests. Consequently, and as
explained in the “Orchestration of Zero Trust Security Mechanisms” section (3.4.3), when it receives the
suggested actions and configurations and after evaluating these in its SPE module; it offloads the life-cycle
management of the services to its LCM module, which (i) uses the K8s client to contact the virtualisation
infrastructure to deploy the specific Helm chart to deploy the VPNaaS ZTSM in the adequate infrastructure, as
well as (ii) transmitting the configuration actions to the SDP Controller.

Figure 13 demonstrates this workflow in detail, specifying the internal data exchange within the relevant
modules in SO (northbound API, configuration, monitoring and life-cycle management) as well as is inputs
(security actions from the SDE) and outputs towards the SDP Controller and to the VPNaaS. In particular, the
following interactions take place:
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1. The SDE authenticates against the northbound API of the SO and transmits the security actions. Given
the number of steps to enforce these, an asynchronous response (HTTP 202 status code, “Accepted”)
could be the best approach to signal acceptance but not completion of the operation.

2. Inside the SO, the SPE module takes over to extract any information on the K8s cluster to deploy (from
the CFG module) or any runtime, monitoring-related data (from the MON module). With this, security
actions are transmitted to the LCM module for its due application.

3. The LCM module issues, in parallel, actions to (i) configure the SDP Gateway through the SDP Controller
and to (ii) deploy and configure the VPN instance. In the first case, an asynchronous response is expected
from the SDP Controller. In the second one, a polling loop is initiated to query the status of the service
in the K8s cluster, until the service is running.
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Figure 13: Interactions between the security actions and orchestration requests

4.2.2 SDP Controller

The 6G-BRICKS SDP Controller serves two main purposes: (i) the dynamic establishment of access control rules
in the SDP Gateway, where these are enforced; and (ii) a central authentication point for the different
components that are part of the ZTSF.
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To fulfil the latter, the SDP Controller is based on Keycloak, an off-the-shelf SSO module which implements IAM.
Keycloak offers comprehensive support for OAuth2 and OpenID Connect protocols, making it a robust choice for
secure authentication and authorisation. Keycloak simplifies the adoption of SSO across multiple applications,
providing a seamless user experience and robust security features.

Figure 14 shows the SDP Controller authentication flow, which begins when a user requests access to one of the
protected endpoints of the Backend service:

e |Initially, the experimenter reaches the Portal, and a VPN tunnel is established to later reach the SDP
Gateway.

e The Portal redirects the experimenter to Keycloak instance in the SDP Controller for authentication.
Upon successful authentication, Keycloak issues a JSON Web Token (JWT), which the portal presents to
Envoy when requesting the resource on behalf of the user.

e Envoy validates the JWT with the Keycloak instance in the SDP Controller, to ensure the token is
authentic and has not expired. If the token is valid, Envoy forwards the request to the Backend service.
Optionally, the Backend service may perform additional scope checks with the SDP Controller (Keycloak)
to confirm the user's access rights.

e If all checks pass, the Backend service responds to the experimenter's request via the SDP Gateway. If
any validation or scope check fails, the user receives a 401 Unauthorized response.
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Figure 14: Interactions for the authentication towards the SDP Controller

4.3 Data plane’s Zero Trust security interaction

Here, the interactions performed by the ZTSM at the Security Data Plane take place. The target is the
establishment of adequate connections between these to enable the traffic belonging to the experimenter’s
session that can successfully authenticate with its credentials.

4.3.1 VPNaaS

The entry point for an experimenter that tries to access the experimental testbed is the connection established
by the VPN instances that are dynamically deployed (in the VPNaa$S fashion) to offer separate connections to
each experimenter.

The experimenter is expected to first connect to this endpoint and provide the expected credentials, which are
internally evaluated as part of the authentication process. Integration between each VPN instance and the
Keycloak instance that is part of the SDP Controller will be targeted, so to assess the validity of the credentials
presented by the experimenter (i.e. an OAuth2 token) to prove their authenticity. Given that the traditional
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open-source VPN solutions do not support OIDC, a suitable plugin or integration should be adopted to fulfil the
desired integrated authentication approach.

Then, once the experimenter’s identity is successfully authenticated, the VPN instance allows the traffic from the
experimenter towards the SDP Gateway, which is possible through the usage of a K8s “Service” object that
interconnects both components in the K8s cluster.

4.3.2 SDP Gateway

As mentioned in the “Software-Defined Perimeter Implementation” section (3.4.2), the 6G-BRICKS SDP Gateway
is based on an Envoy Ingress; which provides the functionality of an API gateway in the path that leads to the
Backend service, a service running in K8 whose APIs must be protected.

Whilst the validation of the protected services in 6G-BRICKS cover the n-Edge APIs, any other Backend service
could also be protected following this approach. An example of the endpoins to protect in a Backend service that
offers logic for managing the registration of User Equipment (UE) is provided in Table 4.

Table 4: Sample APl endpoints and logic for a candidate Backend service protected by the SDP Gateway

API endpoint Endpoint logic

GET /api/UElist Returns a list of UEs available for experimentation
POST /api/UE/{name} Adds a new UE to the list after becoming available
DELETE /api/UE/{name} Removes a UE from the list

This APl can be consumed by an experimenter, who reserves UEs for experimentation (e.g., deploying traffic
generators). There are two identified types of requests:

o Non-sensitive requests: related to read-only operations that do not modify the state of the system, e.g.
the GET method that retrieves the UE list. These ones may be accessible without authentication.

e Sensitive requests: applicable to operations that modify or delete data managed by the Backend service,
thus capable of affecting its expected integrity if used in an unexpected manner. These correspond to
the POST and DELETE endpoints; and should receive a 403 Forbidden response if an unauthenticated
user tries to access them.

The 6G-BRICKS SDP Gateway acts as a proxy between the SDP Client and any insecure testbed APIs, acting as a
security layer that validates OAuth2 access tokens that are attached to requests. The SDP Gateway performs
several key functions to ensure secure and controlled access (also shown in Figure 15):

e Token validation: for sensitive operations (POST and DELETE requests), the SDP Gateway checks for the
presence of an OAuth 2.0 access token. It validates the token’s structure to ensure it conforms to
expected formats for the requested URL.

e Access control: if an unauthenticated user attempts to access sensitive endpoints, the SDP Gateway
returns a 403 Forbidden response, denying access to protect the integrity and security of the system.

© 6G-BRICKS 2023 Page |37




D.4.2. Experimentation facility end-to-end security framework BR .CKS
development and initial system integration

e Forwarding non-sensitive requests: for non-sensitive endpoints, such as the GET request to retrieve the
UE list, the SDP Gateway can forward requests without requiring token validation, simplifying access for
non-critical operations.
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Figure 15: Interactions for the JWT validation from the SDP Gateway

For each sensitive request, after the initial checks (existence, structure), the SDP Gateway communicates with
the SDP Controller (specifically, with its Keycloak instance) to validate the token’s authenticity and validity. This
centralised validation ensures that security policies are consistently enforced across the system.
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5 Conclusions

This report has first introduced the Zero Trust and SDP approaches introduced in the project, indicating their
motivation, tenets and best practices and its specific implementation in the project. It has also summarised the
current state of the ZTSF contribution in terms of its architecture and design consideration, the provided logic,
some details on the implementation and the motivation behind these decisions. Finally, it also provides the
integration approach to place it as part of the 6G-BRICKS platform and overall workflow, explicitly pinpointing
the interactions within the security control and data planes and with other components and entities.

This deliverable shall guide the reader to assess the maturity status, the design and integration decisions, the
ongoing work and future status, as well as the foreseen challenges and value added with the provision of the
final system integration of the ZTSF into the 6G-BRICKS platform.

This content will be extended in the upcoming deliverables D4.4 “Experimentation facility end-to-end security
framework and zero-trust establishment” and D4.5 “Final integration of experimentation facility user-facing
frameworks”. Similarly, deployment details for the ZTSF and ZTSM components, such as those involving the
deployment and configurations actions and the low-level details regarding infrastructures and technologies will
be described in D5.2 “Interfacing with the Experimentation tools, deployment of security perimeters and dry run
testing”.
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